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Abstract

Advances in deep learning methodology and computing infrastructure have yielded
impressive results in the field of Natural Language Processing (NLP) in recent years.
However, the core paradigm followed by deep learning methods has not changed much in
the past decade. Deep learning models derive their behavior entirely from their training
data and learning objective, and often do not offer any mechanisms to control or steer
their outputs. Thus, if one wants to control a certain aspect of the model’s output, one
needs to gather training data that explicitly demonstrates the desired attribute, which is
not always feasible or practical.

The goal of this thesis is to address this issue by designing methods to control diverse
attributes of output of NLP, beyond the existing paradigm of simply gathering more
training data and re-training the model.

In the first section of the thesis we focus on unsupervised methods that allow for
controllability when training data that exemplifies the desired attribute is not available.
We develop three methods for different model architectures, in accordance with the
evolution of the field during the development of this thesis.

First, we propose a method to control the alignment of static word embeddings during
training without any bilingual supervision, and apply it to train state-of-the-art —at the
time of publication— unsupervised bilingual word embeddings.

Second, we leverage the information bottleneck technique, together with an adversarial
training setup, to control the information content in the encoded representation of a
sequence-to-sequence model, and apply it to develop a paraphrase system from bilingual
corpora. We prove mathematically that our method alleviates issues inherent to the
popular round-trip translation baseline for paraphrasing, while offering a natural way to
control the tradeoff between diversity and fidelity in the paraphrases.

Third, we explore the use of control codes to train a meter- and rhyme-controllable
language model, and develop PoeLM, an unsupervised poetry generation model for
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Basque and Spanish. We show for the first time that control codes can be used for
the control of fine-grained and strict attributes such as meter and rhyme patterns, and
evaluate our method through both automatic metrics and human evaluation. We find
that human evaluators often rate equally or prefer short poems generated by PoeLM to
those written by layman human volunteers.

Having developed several unsupervised methods for different architectures and at-
tributes, the second part of this thesis focuses on a general method for arbitrary adaptation
of language models. Particularly, we focus on the scenario where one wants to adapt a
language model when access to the internals of the model is not possible. This scenario
has become particularly relevant in recent years, where, due to both the extreme scale of
modern language models and the proliferation of black-box models hidden behind APIs,
one often cannot simply fine-tune the model’s weights for adaptation. To this end, we
present CombLM, a method for black-box language model adaptation, that first trains a
fine-tuned small "expert" model on the target task or domain, and then combines it with
the black-box model at the probability level through a learned combination, to obtain
an adapted model. Our approach allows us to leverage the deep knowledge of existing
large models, while retaining the flexibility to adapt them to new domains and tasks.
We show the effectiveness of our approach for adaptation to several domains and one
downstream machine translation task.

Note for non-Basque speaking readers

This dissertation is structured as a collection of articles. The introductory chapter is in
Basque, whereas the conclusions and the articles themselves are in English. Non-Basque
speaking readers are recommended to first read the Conclusions chapter to get an overview
of the main contributions made at this thesis, followed by the papers in the appendix in
their recommended reading order.
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Laburpena

Ikasketa sakoneko metodologian eta konputazio-azpiegituretan egindako aurrerapenek
emaitza ikusgarriak ekarri dituzte Hizkuntzaren Prozesamenduaren arloan azken ur-
teotan. Hala ere, metodo hauek jarraitzen duten oinarrizko paradigma ez da asko
aldatu azken hamarkadan. Ikasketa sakoneko ereduek beren portaera datu multzotik eta
ikasketa-helburutik eratortzen dute oso-osorik, eta askotan ez dute inolako mekanismorik
eskaintzen beren irteerak kontrolatzeko. Beraz, ereduaren irteeraren atributu jakin bat
kontrolatu nahi bada, nahi den atributua esplizituki adierazten duten datuak bildu behar
dira, eta hori ez da beti bideragarria edo praktikoa.

Tesi honen helburua arazo honi aurre egitea da, datu gehiago bildu eta eredua berriro
entrenatu behar izan gabe ereduen irteerako hainbat atributu kontrolatzea ahalbidetzen
duten metodoak diseinatuz.

Tesiaren lehen atalean, gainbegiratu gabeko metodoetan zentratuko gara, nahi den
atributua adierazten duten datuak eskuragarri ez daudenean erabili daitezkeenak. Hiru
metodo garatzen ditugu arkitektura desberdinetarako.

Lehenik, entrenamenduan zehar hitz-bektore estatikoen lerrokaketa kontrolatzeko
metodo bat proposatzen dugu, inolako gainbegiratze elebidunik gabe funtzionatzen duena,
eta artearen egoerako—argitalpen unean—gainbegiratu gabeko hitz-bektore elebidunak
entrenatzeko erabiltzen dugu.

Bigarrenik, informazio-mugatzearen teknika baliatzen dugu, ikasketa antagonikoarekin
batera, kodetzaile-deskodetzaile eredu baten adierazpen kodetuaren informazio-edukia
kontrolatzeko, eta corpus elebidunetatik abiatuta parafrasi-sistema bat garatzeko ap-
likatzen dugu. Matematikoki frogatzen dugu gure metodoak pibote bidezko itzulpen
automatikoan oinarritutako metodoen berezko arazoak arintzen dituela, eta parafrasietan
aniztasunaren eta fideltasunaren arteko trukea kontrolatzeko modu naturala eskaintzen
duela.

Hirugarrenik, kontrol-kodeen erabilera aztertzen dugu, sortutako testuaren metrika
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eta errima kontrolatzea ahalbidetzen duen hizkuntza-eredu bat entrenatzeko. Teknika
hau baliatzen dugu PoeLM garatzeko, euskarazko eta gaztelaniazko poesia-sorkuntza
eredu bat. Lehen aldiz erakusten dugu kontrol kodeak erabil daitezkeela mota honetako
atributu xeheak zehazki kontrolatzeko, eta gure metodoa ebaluazio automatikoen eta giza
ebaluazioaren bidez ebaluatzen dugu. Giza ebaluatzaileek PoeLMek sortutako poema
laburrak giza boluntario ez-adituek idatzitakoekin alderatzean sarritan berdin baloratzen
dituztela edo nahiago dituztela frogatzen dugu.

Arkitektura eta atributu desberdinetarako gainbegiratu gabeko hainbat metodo garatu
ondoren, tesi honen bigarren zatia hizkuntza-ereduen egokitzerako metodo orokor baten
garapenean zentratzen da. Bereziki, kutxa-beltz ereduetan zentratzen gara, non ereduaren
barne-funtzionamendua atzitu edo eraldatzea ezinezkoa den. Eszenatoki hau bereziki
garrantzitsua bihurtu da azken urteotan, non, egungo ereduen eskala erraldoia dela
eta, edo APIen atzean ezkutatzen diren ereduen hedapena dela eta, sarritan ereduaren
parametroak edo barne-funtzionamendua ezin den eraldatu. Horretarako, CombLM
aurkezten dugu, kutxa-beltz hizkuntza-ereduak egokitzeko metodo bat. Lehenik eta behin
eredu "aditu" txiki bat entrenatzen dugu helburuko ataza edo domeinuan, eta ondoren
kutxa-beltz ereduarekin konbinatzen dugu probabilitate mailan, ikasitako konbinaketa-
funtzio baten bidez. Gure hurbilpenak eredu handien ezagutza orokorra baliatzeko aukera
ematen digu, domeinu eta zeregin berrietara egokitzeko malgutasuna mantenduz. Eredu
handi bat hainbat domeinu berrietara eta itzulpen automatiko ataza batera egokituz
gure hurbilpenaren eraginkortasuna frogatzen dugu.
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1
Sarrera

Sarrera hau hurrengo moduan egituratua dago: 1.1 atalean tesiaren aurkezpena egiten da,
eta gaiaren zergatia motibatzen da. 1.2 atalean tesiko lan-lerro eta helburu desberdinak
azaltzen dira, eta 1.3 atalean lan-lerro bakoitzean garatutako lanak eta lortutako emaitzen
laburpena azaltzen da. 1.4 atalean tesiko esparru teorikoaren eta erabilitako metodologien
oinarriak deskribatzen dira, eta 1.5 atalean erlazionatutako lan nagusiak azaltzen dira.

1.1 Motibazioa
Azken hamarkadan adimen artifizialeko arloaren bilakaera ikusgarria izan da. Ikas-
keta automatikoan —partikularki, neurona-sareetan oinarritutako ikasketa sakonean—
egindako aurrerapenei esker, adimen artifiziala ikerkuntza akademikoaren esparrutik
atera, eta gizarteko maila guztietan erabiltzen hasi den erreminta bat izatera igaro
da. Besteak beste, ikasketa automatiko ereduak daude egungo itzulpen automatiko,
ahots-sintesi, ahots-transkripzio, argazkilaritza digital, eta aurpegi-antzemate sistemen
atzean. Baina agian gaur egun entzute handieneko adimen artifizial sistemak ChatGPT
bezalako asistente-birtual orokorrak dira, testu-interfaze baten bitartez erabiltzaileari
edozein atazarekin laguntza eskaintzen diotenak. Mota honetako asistenteek hizkuntza-
ren prozesamenduan ibilbide luzea duten arren, 60. hamarkadan arloaren hastapenetik
(Weizenbaum, 1966), hamarkada honetan ChatGPTren agerpena arte ez dira praktikan
erabilgarriak izan.

Arrakasta hau ahalbidetu duten aurrerapen ugari egon diren arren —bai ikerkuntza
aldetik, bai ingeniaritza aldetik, eta bai konputazio azpiegitura aldetik— ikasketa sako-
neko ereduak entrenatzeko modua funtsean ez da aldatu: datu multzo handiak biltzen
dira, eta ondoren eredua optimizatzen da ikasketa-helburu bat maximizatzeko. Adibidez,
itzulpen automatiko eredu bat entrenatzean, neurona-sare batek esaldi bat jaso, eta
itzulpen posible desberdinen probabilitateak itzuliko ditu. Orduan, ikasketa-helburuak
neurona-sareari benetako itzulpenaren probabilitatea maximizatzen irakatsiko dio. Modu
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1 Sarrera

honetan, datu multzo eta ikasketa-helburu desberdinekin neurona-sareek ikasi dezakete
testua itzultzen, ahotsa transkribatzen, eta beste ataza asko betetzen.

Paradigma orokor hau izugarri arrakastatsua izan den arren, ez du entrenatutako
ereduak sortzen dituen irteeren gainean kontrol xeherik ahalbidetzen. Adibidez, demagun
itzulpen eredu bat entrenatzen ari garela. Horretarako, milioika esaldi-itzulpen pare bildu-
ko genituzke, eta ondoren neurona-sare bat optimizatu esaldi bat emanda haren itzulpena
aurresaten ikas dezan. Bildutako datu multzoa —eta neurona-sarea— nahiko handiak
baldin badira, sistemak kalitatezko itzulpenak sortzen ikasiko du. Baina, demagun gure
eredua erabiltzen hastean, konturatzen garela hizkera oso informala erabiltzeko joera
duela; hitz bat itzultzeko hainbat aukera daudenean, sarritan informalena aukeratzen
duela, alegia. Zer egin genezake portaera hau desegokia baldin bada, adibidez sistema
hau testuinguru profesional batean erabiltzeko asmoa baldin badugu? Ohiko ikasketa
sakoneko metodoek ez dute eskaintzen horrelako atributuak kontrolatzeko —kasu
honetan, formaltasun maila— modu erraz bat. Paradigma klasikoan, formaltasun maila
kontrolatzeko modu bakarra, nahi dugun formaltasuna duten datu-masa handiak bildu
eta entrenatzeko erabiltzea izango zen.

Ikus dezagun beste adibide bat. Demagun gure helburua bertsoak sortzeko gai den siste-
ma bat entrenatzea dela. Gaur egungo arkitektura neuronalak kalitatezko testu naturala
sortzeko gai dira, datu multzo eta ikasketa-helburu egokiekin entrenatzen badira. Beraz,
bertso sortzailea entrenatzeko bertso kopuru handi bat bilduko dugu, eta hizkuntza-eredu
bat entrenatzeko erabiliko dugu.1 Hizkuntza-eredu honek entrenamenduan ikusitakoaren
antzekoa den testuak sortuko ditu, hau da, bertsoak. Baina, ereduak bertso mota zehatz
bat sortzea nahi badugu, adibidez, zortziko txikia, ziurtatu beharko dugu entrenamendu
testu guztiek egitura metriko hori jarraituko dutela: 8 lerro, 7/6 silabako lerroak tar-
tekatzen, eta 6 silabako lerroak errimatzen. Baina, zer gertatzen da ondoren zortziko
handiak —7/6 silabako lerroak erabili ordez 10/8 silabako lerroak erabiltzen dituena–
sortu nahi baditugu? Beste datu multzo guztiz desberdin bat bildu beharko dugu, mota
honetako bertsoz osatua. Bistan da estrategia hau ez dela eraginkorra: bertso mota berri
bakoitzeko, datu multzo berri bat beharko dugu, eta sistema berriz entrenatu beharko
dugu. Bertso sortzaile orokor bat entrenatu ahal izateko, benetan nahiko genukeena
hizkuntza-ereduak sortutako testuaren metrika eta errima kontrolatu ahal izatea izango
litzake. Hau sortutako testuari gehitu nahi zaion murriztapen baten beste adibide bat da.
Baina, hizkuntza-ereduak entrenatzeko ohizko estrategia jarraituta, ezin dira horrelako
murriztapenak gehitu, eta ondorioz berariazko datu multzo bereziak beharko lirateke
metrika bakoitza ereduari irakasteko.

Aurreko bi adibideek hizkuntzaren prozesamendu ereduak —edo edozein adimen

1Hizkuntza-ereduak hurrengo hitz aurresate (HHA) izeneko ikasketa-helburuarekin entrenatzen diren
ereduak dira: testu bat emanda, ereduak testu horren ondoren etorriko den hurrengo hitzaren gaineko
probabilitate banaketa aurresaten ikasten du. Modu honetan entrenatzearen ondorioz, eredu hauek
gai dira testu naturala sortzeko. Aurrerago azalduko ditugu hizkuntza-ereduak.

2



1.2 Helburuak eta ikerketa-lerroak

artifizial sistema— entrenatzean sarritan aurkitzen den arazo bat azpimarratzen dute:
Batzuetan sistema bat entrenatu nahi dugu ataza nagusi bat betetzeko —aurreko kasuetan,
itzulpen automatikoa edo testu sorkuntza— baina sistemaren irteeren atributu jakin
batzuk kontrolatu nahi ditugu —testuaren formaltasun maila, edo egitura metrikoa—
atributu hauek esplizituki adierazten dituzten datu multzoak izan gabe. Baina, arestian
aipatutako ikasketa sakoneko paradigma orokorrak ez du mota honetako atributuen
kontrola lortzeko modu errazik eskaintzen. Beraz, nola arindu dezakegu arazo hau,
kontrolagarriak diren sistemak eraikitzeko?

Galdera hau erantzutea da tesi honen helburua. Zehazki, testua darabilten hizkuntzaren
prozesamenduko sistemetan zentratuko gara, eta hauen kontrolagarritasuna lortzeko
teknika desberdinak aztertzea dugu helburu. Ikerketa-lerro honen garrantzia justifikatzeko
bi arrazoi nagusi nabarmendu ditzakegu:

Interes zientifikoa. Arestian aipatu bezala, ikasketa sakonean entrenatutako ere-
duaren portaera soilik datu multzoaren eta ikasketa-helburuaren araberakoa izango
da. Ondorioz, paradigma klasikoan sistema baten irteeraren atributu bat kontrolatzeko
aukera nagusia datu multzo berriak biltzea da, atributu hori adierazten dutenak. Datu
multzo hauek eskuragarri izan gabe kontrola nola lortu daitezkeen ikerkuntza-galdera
irekia da, teknika berrien garapena eskatuko duena. Teknika hauek eta haiek garatzeko
egindako ikerkuntzak sistema hauen funtzionamenduaren ulermena sakontzen eta haien
inguruko ezagutza zabaltzen lagun dezakete.

Erabilgarritasun praktikoa. Interes zientifikotik at, garatutako teknikek erabilga-
rritasun praktiko argia izan dezakete. Izan ere, datu multzoak biltzea ikasketa sakoneko
sistema baten garapen prozesuko zati neketsuena izan daiteke, gizaki adituen arreta eta
denbora eskatzen baitu. Ondorioz, edozein atributu kontrolatu nahi denean datu multzo
berriak biltzea ezinezkoa izan daiteke, edo eskuragarri dagoen datu multzoaren tamaina
gehiegi urritu dezake. Ikasketa sakoneko ereduen kalitatea erabilitako datu multzoen
tamainarekiko proportzionala izaten denez, komeni da hauen tamaina txikitzea saihestea.
Bertso sortzailearen adibidera itzulita, askoz errazagoa izango da hizkuntza-ereduarentzat
kalitatezko testua sortzen ikastea bertso mota guztietako testuak erabilita eredu bakar
bat entrenatzen bada, atributuaren —bertso-egitura— aukera bakoitzeko eredu desberdin
bat entrenatzen bada baino. Ondorioz, datu multzoak baldintzatu gabe sistemaren
irteeraren atributuak kontrolatzeko teknikak garatzeak erabilera praktiko ugari izan
ditzake.

1.2 Helburuak eta ikerketa-lerroak
Tesi honen helburua hizkuntzaren prozesamenduko sistemen irteeren atributuak kontrola-
tzeko teknika orokorrak garatzea da. Esparru orokor honen barruan, mota desberdinetako
sistementzat garatu ditugu teknikak, eta atributu desberdinen kontrolagarritasuna aztertu
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dugu.
Tesiko lehen lanetan, nagusiki kontrolatu nahi den atributua adierazten duten bera-

riazko datu multzoak behar ez dituzten metodo ez-gainbegiratuetan zentratu gara.2
Tesiko azken zatian, berriz, eskala handiko sistema aurre-entrenatu baten irteeraren
edozein atributu kontrolatu ahal izateko metodo orokor baten garapena ikertu dugu.
Zehazki, tesiko ikerketa-lerroak hurrengo moduan egituratu dira:

[L1] Atributuen kontrolagarritasunerako metodo ez-gainbegiratuen garapena,
hizkuntzaren prozesamenduko ataza desberdinetara aplikatua. Tesiaren garapenean
zehar arloak bilakaera nabaria bizi izan du, eta bertan erabilitako teknikak eta
arkitekturak aldatzen joan dira. Bilakaera honekin batera, atributuen kontrolaga-
rritasuna ikertzeko erabili ditugun sistemak ere aldatzen joan dira. Tesiko lehen
zati honetan hiru lan kokatu daitezke, eta bakoitzean atributu desberdin baten
kontrolagarritasuna aztertzen da.

[L1.1] Hitz-bektore estatikoen lerrokaketa geometrikoaren kontrolagarrita-
suna, hitz-bektore elebidunen ikasketara aplikatua. Nahiz eta independenteki
entrenatutako hizkuntza desberdinetako hitz-bektoreek egitura geometriko
antzekoa izaten duten, haien lerrokaketa —hau da, orientazio geometrikoa—
desberdina izaten da. Lan-lerro honetan lerrokaketa hau kontrolatzeko teknika
bat garatu dugu, eta teknika hau artearen-egoerako hitz-bektore elebidunen
ikasketa ez-gainbegiratura aplikatu dugu. Hitz-bektoreen inguruko aurrekarie-
tarako, ikus 1.4.1 atala.

[L1.2] Testuinguruaren araberako adierazpenen informazio edukiaren kon-
trola, parafrasi-sorkuntzara aplikatua. Testuinguruaren araberako adierazpen-
sistemek (§1.4.2), normalean adierazitako testuari buruzko informazio guztia
biltzen dute. Hau da, posible da adierazpenean soilik oinarrituta jatorrizko
testua berreskuratzea. Lan-lerro honetan, adierazpen hauek bildu dezake-
ten informazio edukia mugatzen dugu, adierazpen hauek testuaren azaleko
propietateak —adibidez, sintaxiari buruzko xehetasunak— gorde ez ditza-
ten. Adierazpen hauek parafrasi-sorkuntzarako erabiltzen ditugu, eta arloan
sarritan erabilitako erreferentziazko sistema bat gainditzen dugu.

[L1.3] Hizkuntza-eredu batek sortutako testuaren metrikaren kontrola,
poesia-sorkuntzara aplikatua. Hizkuntza-eredu (§1.4.2) arruntek hitzez hitz
sortzen dute testua, testuaren atributu globalen inongo kontrolik eskaini
gabe. Lan-lerro honetan hizkuntza-eredu batek sortutako testuaren atributu
globalak —guk aztertutako kasuan, metrika eta errima— kontrolatzeko metodo

2Adibidez, aurreko ataleko bertsoen adibidera itzuliz, zortziko txikiz osatutako testu-multzo batekin
entrenatu gabe mota honetako bertsoak sortzeko gai den sistema bat ez-gainbegiratua dela esan
genezake.
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1.3 Tesia osatzen duten artikuluak

orokor bat garatu dugu, eta poesia-sortzaile bat entrenatzeko erabili dugu.
Garatutako poesia-sortzailea egitura metriko eta errima zorrotzak jarraitzeko
gai den lehen sistema neuronal ez-gainbegiratua da.

[L2] Eskala handiko sistema aurre-entrenatuen kontrolagarritasuna. Azken
urteetan, hizkuntzaren prozesamenduko sistemen eskala izugarri handitu da —
partikularki, hain arrakastatsuak izan diren hizkuntza-ereduen kasuan— bai ere-
duen tamainaren eta bai datu multzoen tamainaren aldetik. Eskala berri honek
kalitate handiko sistemak sortzea ahalbidetu badu ere, hainbat arazo ekarri ditu
(ikus 1.4.2 atala hauen eztabaida sakonago baterako). Adibidez, sistema hauek
domeinu edo ataza berrietara egokitzeak konputazio kostu oso altua du, ikerlari
eta erabiltzaile gehienek eskuragarri ez dutena. Gainera, sarritan sistema hauek
kutxa-beltz moduan API baten bidez izaten dira eskuragarri, eta ezin da haien
barne-funtzionamendua miatu edo aldatu. Gauzak honela, baliabide urrituko
testuinguru batean sistema hauen portaera kontrolatu, edo domeinu eta ataza
berrietara egokitu nahi izatekotan, teknika berriak garatu behar dira. Lan-lerro
honetan eszenatoki honetan zentratzen gara, eta kutxa-beltz hizkuntza-ereduak
egokitzeko teknika berri bat proposatzen dugu, ereduaren barne-funtzionamendua
ezagutu gabe funtzionatu dezakeena.

1.3 Tesia osatzen duten artikuluak
Atal honetan tesia osatzen duten artikuluak aurkezten ditugu, eta bakoitza dagokion lan-
lerroan eta tesiaren testuinguru orokorrean kokatzen dugu. Artikulu osoak A eranskinean
aurki daitezke. Artikuluak irakurketa-orden gomendatuan aurkezten dira, aldi berean
orden kronologikoarekin bat datorrena.

[A1] Ormazabal et al. (ACL 2021)
Aitor Ormazabal, Mikel Artetxe, Aitor Soroa, Gorka Labaka, and Eneko Agirre.
2021. Beyond offline mapping: Learning cross-lingual word embeddings through
context anchoring. In Proceedings of the 59th Annual Meeting of the Association
for Computational Linguistics and the 11th International Joint Conference on
Natural Language Processing (Volume 1: Long Papers), pages 6479–6489, Online.
Association for Computational Linguistics.

Artikulu hau L1.1 lan-lerroan kokatzen dugu, eta bertan hitz-bektore elebidunak
sortzeko metodo ez-gainbegiratu bat proposatzen da. Lan honen motibazioa gure aurreko
Ormazabal et al. (2019) lanean egindako analisian oinarritzen da. Bertan, hitz-bektore
elebidunak sortzeko bi metodo mota nagusiak alderatzen ditugu. Alde batetik, aldibereko
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metodoek bi hizkuntzetako hitz-bektoreak zuzenean espazio komun batean ikasten dituzte,
baina horretarako corpus paraleloen gainbegiratze elebidun indartsua behar dute, askotan
eskuragarri ez dagoena. Bestetik, mapaketa metodoek bi hizkuntzetako hitz-bektoreak
independenteki ikasten dituzten, eta ondoren espazio komun batean lerrokatzen dituzte
mapaketa pausu baten bidez. Lerrokaketa metodoek modu ez-gainbegiratuan funtzionatu
dezakete, baina gure lanean ikusi genuen aldibereko metodoek kalitate hobea lortzen
dutela.

Gauzak honela, gure helburua bi metodo klaseak ezkontzea da, datu paralelo elebidunak
erabili gabe zuzenean espazio lerrokatu batean hitz-bektoreak ikasteko gai den metodo bat
proposatuz. Lan honetan, frogatzen da hau posible dela, eta entrenamenduan aldaketa
txiki batzuk eginez entrenatutako hitz-bektoreen lerrokaketa kontrolatzea posible dela.
Lerrokaketa hau kontrolatuz, gure metodoak hitz-bektoreak zuzenean helburu-hizkuntza
bateko hitz-bektoreen espazio berean ikastea ahalbidetzen du. Autoikasketa teknika bat
baliatuz metodoak modu ez-gainbegiratuan funtzionatzea lortzen dugu, eta bi atazatan
ebaluatuz frogatzen dugu lortutako hitz-bektoreak artearen-egoerakoak direla.

Artikulu hau ACL 2021 konferentzian argitaratu da, SCIE class 1 balorazioa duena.

[A1] Ormazabal et al. (ACL 2022)
Aitor Ormazabal, Mikel Artetxe, Aitor Soroa, Gorka Labaka, and Eneko Agirre.
2022b. Principled paraphrase generation with parallel corpora. In Proceedings of
the 60th Annual Meeting of the Association for Computational Linguistics (Volume
1: Long Papers), pages 1621–1638, Dublin, Ireland. Association for Computational
Linguistics.

Artikulu hau L1.2 lan-lerroan koka dezakegu, eta tesian eredu sortzaileak erabiltzen
lehena izan da. Artikulu honetan, kodetzaile-deskodetzaile (§1.4.2) sistema baten tar-
teko adierazpenak gordetzen duen informazioa aztertu eta kontrolatzen dugu. Zehazki,
itzulpen automatikorako entrenatutako sistema baten kasua hartzen dugu, eta tarteko
adierazpenak jatorrizko esaldiari buruz gordetzen duen informazio edukia aztertzen dugu,
informazio teoriaren ikuspegitik.

Informazio kopuru hori da hain zuzen ere lan honetan kontrolatu —zehazki, mugatu—
nahi dugun atributua. Frogatzen dugu ikasketa prozesuan aldaketa txiki bat eginez

—ikasketa-helburuan autokodetze3 gaitasuna penalizatzen dugu— posible dela tarteko
adierazpenak jatorrizko esaldiari buruz gordetzen duen informazio kopurua mugatzea,
eta honetarako berme matematikoak diseinatu eta frogatzen ditugu.

Artikuluan, informazio edukiaren kontrolagarritasun hau parafrasi-sorkuntzara aplika-

3Autokodetzaile bat kodetzaile-deskodetzaile sistema bat da, non deskodetzailea tarteko adierazpenetik
jatorrizko esaldia bera berreskuratzen saiatzen den
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tzen dugu. Informazio mugatua duen tarteko adierazpenean oinarrituta deskodetzaile bat
entrenatzen da jatorrizko esaldia berreskuratzen saiatzeko —hau da, autokodetzaile mo-
dura entrenatzen da— baina, informazio edukia mugatua denez, esaldi originala zehazki
berreskuratu ordez, haren parafrasi bat sortzen da. Intuitiboki, itzulpen eredu baten
adierazpenaren informazio edukia mugatuz, adierazpen honek itzultzeko beharrezkoa
den informazioa —idealki, esaldiaren esanahia— mantentzen du, baina garrantzizkoa ez
den azaleko formari buruzko informazioa "ahazten"du. Gainera, informazioaren gaineko
kontrol honek parafrasi sistemaren portaera egokitzeko modu natural bat eskaintzen
du: adierazpenean gero eta informazio gutxiago gorde, parafrasiek aniztasun handiago
izango dute —hau da, jatorrizko esaldiarekiko desberdinagoak izango dira— eta gero eta
informazio gehiago gorde, parafrasiak zehatzagoak izango dira. Ebaluazio automatiko eta
giza-ebaluazioen bitartez frogatzen dugu gure sistemak literaturan sarritan erabilitako
erreferentzia sistema batek baino parafrasi hobeak eta kontrolagarriagoak sortzen dituela.

Artikulu hau ACL 2022 konferentzian argitaratu da, SCIE class 1 balorazioa duena.

[A1] Ormazabal et al. (EMNLP Findings 2022)
Aitor Ormazabal, Mikel Artetxe, Manex Agirrezabal, Aitor Soroa, and Eneko Agirre.
2022a. PoeLM: A meter- and rhyme-controllable language model for unsupervised
poetry generation. In Findings of the Association for Computational Linguistics:
EMNLP 2022, pages 3655–3670, Abu Dhabi, United Arab Emirates. Association
for Computational Linguistics.

Artikulu hau, L1.3 lan-lerroan kokatua, eredu sortzaileak —kasu honetan, hizkuntza-
ereduak (§1.4.2)— erabiltzen bigarrena izan da tesian. Bertan PoeLM aurkezten da,
poesia sortzeko gai den hizkuntza-eredu kontrolagarri bat. PoeLM poesia sortzeko gai
da metrika eta errimaren kontrolagarritasunaren bidez: hizkuntza-eredu arrunt bati ez
bezala, posible da gure ereduak sortzen duen testuak jarraitu behar dituen errima eta
metrika patroiak zehaztea.

Kontrolagarritasun hau lortzeko, bi pausuko prozesu bat jarraitzen dugu. Lehenik,
testu-corpus batetik interesatzen zaigun atributua erauzi eta etiketatzen da —kasu
honetan, testu-corpus arrunt batean naturalki agertzen diren lerroen silaba kopuruak
eta errimak— eta atributu hori kontrol-kodeetan biltzen da. Ondoren, kontrol-kode
horiek testu soilarekin tartekatzen dira, testu aberastu bat sortzeko, eta hizkuntza-eredua
testu aberastu honen gainean entrenatzen da. Hizkuntza-eredua entrenatu ondoren,
prozesu hau alderantzikatu daiteke: sortu nahi dugun poesia motari dagokion errima
eta metrika patroiak adierazten dituzten kontrol-kodeak ematen badizkiogu ereduari,
ereduak kontrol-kodea errespetatu eta poesia mota hori sortuko du.

Baliatzen dugun kontrol-kodeen teknika, artikuluan poesia-sorkuntzarako soilik era-
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biltzen badugu ere, orokorragoa da; teorian, testutik automatikoki erauzi eta etiketatu
daitekeen edozein atributu kontrolatzea ahalbidetu dezake. Izan ere, arloan kontrol-
kodeen teknikak gure lanaren aurretik erabili izan dira (§1.5.3), baina gure artikulua
egitura metrikoa bezalako atributu zurrun bat kontrolatzeko erabili daitezkeela frogatzen
lehena izan da.

Kontrolagarritasun teknika honen bidez entrenatutako PoeLM eredua modu guztiz gain-
begiratuan poesia egituratua sortzeko gai den lehen sistema neuronala da. Sortzen dituen
poemen kalitatea neurtzen dugu, bai ebaluazio automatiko eta bai giza-ebaluazioaren
bidez. Ebaluazio automatikoaren aldetik, frogatzen dugu sistema gai dela mota des-
berdinetako poemak sortzeko, soilik kontrol-kodeak aldatuz, haien errima eta metrika
egiturak errespetatzen. Giza-ebaluazioan, gure sistemak gaztelaniaz sortutako poema
motzak bolondresek 5 minututan sortutako poemekin alderatzen ditugu, eta ikusten
dugu hainbat kasutan gizakiek gure sistemak sortutakoak nahiago dituztela.

Artikulu hau EMNLP 2022 konferentzian argitaratu da (Findings atalean), SCIE class
1 balorazioa duena.

[A1] Ormazabal et al. (EMNLP 2023)
Aitor Ormazabal, Mikel Artetxe, and Eneko Agirre. 2023. CombLM: Adapting
black-box language models through small fine-tuned models. In Proceedings of
the 2023 Conference on Empirical Methods in Natural Language Processing, pages
2961–2974, Singapore. Association for Computational Linguistics.

Tesiko azken artikuluan, L2 lan-lerroan kokatua, paradigma desberdin bat landu
dugu. Aurreko lanetan atributu jakin bat kontrolatzeko metodo ez-gainbegiratuak —
hau da, berariazko datuak behar ez dituztenak— proposatu baditugu, lan honetan
hizkuntza-eredu handiak egokitzeko metodo orokor bat proposatzen dugu. Kasu honetan,
suposatzen dugu ataza edo domeinu berri baterako datu multzoak baditugula, eta eredu
aurre-entrenatu bat egokitu nahi dugula, ataza edo domeinu berrian eraginkortasuna
hobetzeko.

Aurrekari (§1.4.2) eta erlazionatutako lanen (§1.5.4) ataletan azaltzen den bezala,
hizkuntza-ereduak egokitzeko existitzen diren teknika gehienek konputazio kostu altuegia
dute, bereziki egungo eredu handiekin lan egin nahi badugu. Gainera, kutxa-beltz ereduen
kasuan, ezin da ereduaren barne-funtzionamendua miatu edo eraldatu, eta ondorioz ezin
dira egokitze teknika klasikoak erabili.

Domeinu edo ataza berri baterako eredu bat lortu nahi bada, eredu handi bat egokitu
ordez beste aukera bat eredu txiki bat gure datuekin zerotik entrenatzea, edo aurre-
entrenatutako eredu txiki bat egokitzea da. Baina hurbilpen hau ere mugatua da, ezin
baitu egungo eredu handien ezagutza orokor sakona baliatu.
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Ondorioz, eredu aurre-entrenatu handiak domeinu eta ataza berrietara egokitzeko
teknikak garatzea —ereduaren barne-funtzionamendua atzitu edo eraldatu gabe— gaur
egun interes handiko ikerkuntza-lerro bat da. Artikulu honetan propietate hauek betetzen
dituen egokitze teknika berri bat aurkezten dugu, CombLM izenekoa. Zuzenean eredu
handia egokitu ordez, bi pausuko prozedura bat jarraitzen dugu: i) lehenik, eredu txiki
aurre-entrenatu bat gure datuekin egokitzen dugu, eredu txiki "aditu"bat lortzeko, eta ii)
eredu aditua eredu handi orokorrarekin konbinatzen dugu probabilitate-mailan, neurona-
sare txiki baten bidez. Hurbilpen honek eredu handiaren ezagutza orokorra baliatu
dezake, baina eredu txiki bat egokitzearen konputazio kostu baxua mantentzen. Gure
metodoaren eraginkortasun eta orokortasuna frogatzen dugu, eredu handi bat domeinu
eta ataza desberdinetara egokituz.

Artikulu hau EMNLP 2023 konferentzian argitaratu da, SCIE class 1 balorazioa duena.

1.4 Oinarriak
Atal honetan tesi honetako lana ulertu ahal izateko beharrezko aurrekariak aurkeztuko
ditugu.

Tesiko helburu orokorra hizkuntzaren prozesamendu ereduen irteeraren atributu ja-
kin batzuen kontrolagarritasuna lortzea izanda, lehenik kontrolatu nahi diren ereduak
zehaztu behar dira. Tesiaren garapenean zehar, hizkuntzaren prozesamenduko arloaren
bilakaera azkarra dela eta, artearen-egoerako ereduen arkitekturak aldatzen joan dira.
Ondorioz, bilakaera honekin batera, garatutako kontrolagarritasun teknikak eredu klase
desberdinetara aplikatu dira. Erabilitako ereduak bi kategoria orokorretan sailka daitezke:
hitz-bektoreak eta eredu sortzaileak. Jarraian, sistema hauen deskribapena egingo dugu,
haien funtzionamendua azalduz, eta bide batez arloaren bilakaeraren irudi orokor bat
osatzeko eta eredu hauen agerpena bertan kokatzeko aprobetxatuz.

1.4.1 Hitz-bektoreak
Tradizionalki, ordenagailu batean, testu idatzia unitate diskretuen segida modura adierazi
izan da: testua unitate atomikoetan banatzen da,4 eta aurretik zehaztutako kodeketa
baten bidez unitate hauek ordenagailuarentzat egokiak diren byte-formatura itzultzen
dira, segida osoa adieraziko duen byte sekuentzia lortzeko. Sinbolo diskretuen segidatan
oinarritutako adierazpen-sistema hauek, tradizionalki ordenagailuek izan dituzten beha-
rretarako —nagusiki, testua gorde eta bistaratzea— eraginkorrak izan arren, hizkuntzaren
prozesamendurako desiragarriak ez diren hainbat ezaugarri dituzte:

4Tradizionalki, unitate atomiko hauek hitzak izaten ziren, edo eskuz idatzitako erregelen bidez lortzen
ziren. Hizkuntzaren prozesamenduko egungo ereduetan, ohikoa da hitzak automatikoki ikasitako
azpi-hitz unitateetan banatzea, eta testua unitate atomikoetan banatzearen prozesu honi tokenizazioa
deritzogu. Tokenizazioaren inguruko literatura-azterketa baterako, ikus Mielke et al. (2021).
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• Ez dira semantikoak: Testu baten kodeketak ez du inongo loturarik testuaren esa-
nahiarekin. Adibidez, unitate atomikoak karaktereak badira, larri eta sarri hitzen
kodeketa askoz antzekoagoa izango da maiz eta sarri hitzena baino, nahiz eta azken
biak sinonimoak diren. Beste modu batera esanda, adierazpenen antzekotasunak
ez du esanahi semantikorik.

• Ez dira egituratuak: Adierazpenak, osatzen dituzten unitate atomikoak bezala,
naturalki diskretuak dira, eta ezin da haien gainean inongo eragiketarik egin.
Adibidez, ez du zentzurik bi hitzen adierazpenen baturaz edo batez bestekoaz hitz
egiteak.

Ezaugarri hauek ikasketa sakoneko metodoekin ez dira ondo ezkontzen, ikasketa
zaildu eta sistema hauen orokortze gaitasuna kaltetzen baitute. Arazo hauek ekiditeko,
hizkuntzaren prozesamenduko arloan hitz-bektoreak erabili izan dira unitate atomikoak
adierazteko.

Matematikoki, hitz-bektoreak unitate atomikoen eta RN bektore-espazio euklidear
baten arteko mapaketak dira: Φ : B → RN , non B unitate atomiko guztiez osatutako
multzoa den. Hau da, mapaketa honek unitate bakoitzari N dimentsioko bektore bat
esleitzen dio. Mapaketa hau adierazteko modu baliokide bat, atal honen gainontzekoan
erabiliko duguna, X ∈ R|B|×N matrize bat definitzea da, unitate atomiko bezainbeste lerro
izango dituena, non i. lerroak B-ko i. unitate atomikoari dagokion bektorea gordeko duen.
Hitz-bektore hauek modu egokian entrenatzen badira, arestian aipatutako bi gabeziak
ekiditen dituzte: espazio euklidearraren egitura dute, eta semantikoak dira, esanahi
antzekoa duten hitzek elkarren arteko distantzia —normalean kosinu antzekotasunaren
bidez neurtzen dena— txikia izaten baitute.

Hitz-bektoreen egitura —eta bilatzen ditugun propietateak— ezagututa, ikasketa
metodoaren galdera geratzen da: nola entrenatu ditzakegu aipatutako propietateak
betetzen dituzten kalitatezko hitz-bektoreak? Erantzuna hipotesi distribuzional
delakoan oinarritzen da. Hipotesi honek zera dio: esanahi antzekoak dituzten hitzak
testuinguru antzekoetan agertuko direla testu naturaletan, eta alderantziz (Harris; Firth,
1957). Hitz-bektoreak ikasteko teknika gehien-gehienak —eta atal honetan aurkeztuko
diren guztiak— hipotesi honetaz baliatzen dira, testu naturalez osatutako corpus bateko
hitzen agerkidetza patroietan oinarrituta hitzen adierazpenak ikasi ahal izateko.

Hitz-bektoreen ikasketa hizkuntzaren prozesamenduko arloan ibilbide luzeko ikerketa-
lerroa da, eta metodo ugari existitzen dira. Metodo hauek bi multzotan sailkatu ohi
dira (Miceli Barone, 2016a): kontaketetan oinarritutakoak, eta eredu prediktiboetan
oinarritutakoak. Tesi honetan neurona-sareetan oinarritutako eredu prediktiboak erabili
dira —azken hamarkadan gailendu direnak— eta hauetan zentratuko gara atal honetan.
Kontaketetan oinarritutako ereduen ikuspegi orokor baterako, ikus (Turney and Pantel,
2010).

10



1.4 Oinarriak

Eredu prediktiboen atzeko ideia orokorra hurrengoa da: neurona-sare bat entrena-
tzen badugu agerkidetza patroiak —hau da, hitz jakin baten inguruan beste zein hitz
ager daitekeen— ikas ditzan, entrenatutako neurona-sarearen pisuetatik zuzenean hitz-
bektoreak erauzi ahalgo ditugu. Hipotesi distribuzionalari esker, modu honetan entrena-
tutako eredu batetik erauzitako bektoreak naturalki semantikoak izango dira.

Eredu prediktiboak

Hitz-bektoreen ikasketaren inguruko literatura zabala da, eta ideia orokor hau jarraitzen
duten teknika ugari existitzen dira. Izan ere, mende hasieratik neurona-sareen bidez
hitzen adierazpenak ikastearen ideia jorratu zen (Bengio et al., 2000), eta adierazpen
hauen ikasketa eta ataza desberdinetarako erabilgarritasuna hainbat lanetan aztertu
zen (Collobert et al., 2011; Collobert and Weston, 2008; Turian et al., 2010; Huang
et al., 2012). Baina hitz-bektoreen ikasketaren arloan entzute handia izaten lehen lana
Mikolov et al. (2013c,a) izan zen, non hitz-bektoreak ikasteko eredu log-linealetan
oinarritutako bi arkitektura berri proposatu ziren, modu azkar eta eraginkorrean hitz
adierazpenak ikastea ahalbidetu zutenak. Eraginkortasun honek testu-corpus erraldoien
gainean kalitatezko hitz-bektoreak entrenatzea posible egin zuen, autogainbegiraketa
printzipioa jarraituz. Ondoren, hitz-bektore hauek ataza anitzetara aplikatu izan dira,
kalitatezko sistemak lortzeko beharrezko berariazko datu kopurua asko txikituz.

Lan honetan proposatutako arkitektura hauek, zehazki CBOW eta skip-gram, izan
dira tesian erabili izan direnak, eta atal honetan azalduko ditugu.

Eredu log-lineal hauek, testu-corpuseko hitz bat emanda, bere inguruan beste hitz
jakin bat aurkitzearen probabilitatearen logaritmoa aurresaten ikasten dute. Skip-
gram ereduak, hitz bat emanda, inguruko c hitzak aurresango ditu. Zehazki, honako
ikasketa-helburua minimizatuko du:

LSG = −
∑

t

∑
−c≤j≤c,j ̸=0

log p(wt+j|wt),

non c testuinguru tamaina izango den, eta ∑
t batukaria entrenamendu corpuseko hitz

guztien gainean egingo den.
CBOW ereduak, berriz, prozesu hau alderantzikatu eta hitz baten testuingurua

emanda, hitz hori aurresango du:

LCBOW = −
∑

t

log p(wt|wt−c, ..., wt−1, wt+1, ..., wt+c).

Ikasketa-helburu hauek praktikan inplementatzeko, p probabilitateak parametrizatu
behar dira. Horretarako, bi hitz-bektore multzo definitzen dira: X ∈ R|B|×N sarre-
ra bektoreak —hitz-bektoreak definitzeko arestian deskribatutako matrize notazioa
erabiliz—, eta X̃ ∈ R|B|×N irteera bektoreak. Orduan skip-gram kasuan honela
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definitzen da probabilitatea:

p(wt+j|wt) =
exp(X̂wt+j ,∗ · Xwt,∗)∑

w exp(X̂w,∗ · Xwt,∗)
,

non X matrizeko i. lerroak, Xi,∗, B-ko i. hitzaren hitz-bektorea gordetzen duen, ·
operadoreak biderketa eskalarra adierazten duen, eta izendatzaileko batura B-ko hitz
guztien gainean egiten den.

Era berean, CBOW kasuan honela definituko litzake probabilitatea:

p(wt|wt−c, ..., wt−1, wt+1, ..., wt+c) =
exp( 1

2c

∑
−c≤j≤c,j ̸=0 Xwt+j ,∗ · X̂wt,∗)∑

w exp( 1
2c

∑
−c≤j≤c,j ̸=0 Xwt+j ,∗ · X̂w,∗)

.

Parametrizazio honek ematen die eredu hauei log-lineal izena, ekuazioen logaritmoa
hartzean —exp terminoak desagertaraziz— aldagaien konbinaketa lineal bat geratzen
baita.

Bai skip-gram zein CBOW ereduaren oinarrizko parametrizazioek izendatzailean B

multzoko hitz guztien gaineko batura bat dute. Adierazpen mota hau —softmax
izenekoa— oso erabilia da ikasketa sakoneko arloan probabilitate banaketa normalizatuak
lortzeko, baina konputazionalki oso garestia izan daiteke, eta konputazio kostu honek
testu-corpus handiekin entrenatzea eragotzi dezake. Arazo hau arintzeko, Mikolov et al.
(2013c) lanean eraginkortasun konputazionala hobetzeko hainbat teknika aurkeztu ziren.
Hemen tesian erabilitako bi ikusiko ditugu: (i) softmaxaren ordezkapen eraginkor bat,
laginketa negatibo izenekoa, eta (ii) maiztasun handiko hitzen azpilaginketa, ikasketa
prozesuaren eraginkortasuna hobetzeko teknika bat.

Laginketa negatiboan, ikasketa-helburuari aldaketa txiki bat egiten zaio. Hitz bat
emanda, inguruko hitzak aurresaten ikasi ordez, emandako hitz bat ea testuingurukoa
den edo ez aurresaten ikasten du. Skip-grami aplikatua, laginketa negatiboaren ikasketa-
helburua honakoa da:

LSGNS = −
∑

t

∑
−c≤j≤c,j ̸=0

log σ(X̂wt+j ,∗ · Xwt,∗) +
∑

1≤i≤k
wi∼Pn

log σ(−X̂wi,∗ · Xwt,∗)

 ,

non σ sigmoide funtzioa den, eta Pn zarata distribuzio bat den, ausazko hitz lagin negati-
boak emango dituena. Sigmoidearen irteerak probabilitate bezala interpretatzen baditugu,
adierazpen berriko bi zatiek interpretazio argia dute. Alde batetik, log σ(X̂wt+j ,∗ · Xwt,∗)
terminoak benetako testuinguruko hitzaren probabilitatea altua izatera bultzatzen du;
bestetik, batukariko log σ(−X̂wi,∗ · Xwt,∗) terminoek ausaz aukeratu diren lagin negati-
boen probabilitatea txikia izatea sustatzen dute, intuitiboki ausaz aukeratutako hitz
hauek testuinguruko hitza izateko probabilitate oso baxua izan beharko luketelako. Au-
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sazko lagin negatibo hauek Pn zarata banaketa batetik lagintzen dira, aldez aurretik
definitu beharko dena. Mikolov et al. (2013c) lanean honetarako unigrama banaketan
oinarritutako probabilitate banaketa bat definitzen dute:

Pn(w) = f(w)3/4∑
w′ f(w′)3/4 ,

non f(w) w hitzaren maiztasuna den.
Maiztasun handiko hitzen azpilaginketak ikasketa prozesuari aldaketa txiki bat

egiten dio, honen eraginkortasuna hobetzeko helburuarekin. Zehazki, entrenamendu
corpuseko wi hitz bakoitzari ezabatua izateko probabilitate bat esleitzen zaio, bere
maiztasunaren araberakoa:

P (wi) = 1 −
√

t

f(wi)
,

non t aldez aurretik ezarritako atalase bat den, normalean 10−5 ingurukoa. Honela,
proportzioan hitz usuenak gutxiago agertuko dira entrenamendu corpusean, eta hitz ezohi-
koak gehiago. Normalean maiztasun txikiko hitzek kalitatezko errepresentazioak ikasteko
zailtasun handiagoak izaten dituztenez, aldaketa honek ikasketa prozesua azkartzen du.

Hitz-bektore elebidunak

Orain arte hitz-bektore elebakarrak —hizkuntza bakar bateko hitzak adierazten dituztenak—
ikasteko teknikak aztertu ditugu. Hizkuntzaren prozesamenduko erabilera kasu askotan,
baina, errepresentazio semantiko elebidunak —bi hizkuntzatako hitzak espazio ko-
mun batean adierazten dituztenak— izatea lagungarria da. Mota honetako adierazpen
elebidunak erabili izan dira, adibidez, itzulpen automatiko ez-gainbegiraturako edo
transferentzia-ikasketarako (Ruder et al., 2019b).

Nola lortu daitezke hitz-bektore elebidun hauek, orduan? Ideia "inozo"bat hizkuntza
desberdinetako testu-corpus elebakarrak kateatu eta ikusitako eredu prediktiboak erabil-
tzea izango litzake. Baina, zoritxarrez, ideia honek muga argi bat du; eredu prediktiboak
agerkidetza patroietan oinarritzen direnez, honela entrenatutako hitz-bektoreak ez ziren
semantikoak izango: hizkuntza desberdinetako hitzek testuinguru bereiziak izango dituzte
corpus kateatuan —ez dira elkarrekin agertuko— eta ondorioz ereduak ez luke hauen
arteko harremana ikasiko.5 Ondorioz, hitz-bektore elebidunak ikasteko eredu eta teknika
propioak beharrezkoak dira.

Errepresentazio elebidunen ikasketa hizkuntzaren prozesamenduan luze jorratutako
5Praktikan, hizkuntza desberdinetako hitzak batzuetan testuingurua banatzen dute: corpus elebakarre-

tan hizkuntza nahasketa neurri txiki batean aurkitzen da, eta hizkuntzen artean konpartitzen diren
"aingura"hitz gutxi batzuk existitzen dira. Hala ere, faktore hauek soilik ez dira nahikoa hurbilpen
arruntekin kalitatezko hitz-bektore elebidunak ikasteko.
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gai bat da, kontaketetan oinarritutako hitz-bektoreen garaitik (Littman et al., 1998;
Fung, 1997; Rapp, 1999). Hitz-bektore prediktiboen garaian, metodo hauek bi multzotan
sailkatu ohi dira (Baroni et al., 2014): (i) aldibereko metodoak, eta (ii) lerrokaketan
oinarritutako metodoak.

Aldibereko metodoek entrenamendu garaian bi hizkuntzetako hitz-bektoreak zu-
zenean bektore-espazio konpartitu batean ikastea dute helburu. Honetarako, arestian
aipatutako testuinguru bereizien arazoa arintzeko, entrenamendu datu bereziak erabiltzen
dituzte: corpus elebidun paraleloak (Luong et al., 2015; Gouws et al., 2015) edo hiztegi
elebidunak (Duong et al., 2016) ohiko aukerak dira. Metodo hauek kalitate handiko hitz-
bektoreak lortzen dituzten arren, gainbegiraketa indartsua —corpus elebidun paraleloak
biltzea ez da erraza—behar izatearen desabantaila dute.

Lerrokaketa metodoek testuinguru bereizien arazoa modu guztiz desberdinean
ekiditen dute. Isometria hipotesi (Miceli Barone, 2016b) delakoan oinarritzen dira:
modu independentean entrenatutako hizkuntza desberdinetako hitz-bektoreak, nahiz eta
"orientazio"berdina ez izan, egitura geometriko antzekoa izango dute, kontzeptu berdinak
adierazten dituzten hitzen agerkidetza patroiak antzekoak baitira hizkuntza guztietan.
Hipotesi honek ondorio argi bat dauka: posible izan beharko litzake transformazio lineal
baten bitartez independenteki entrenatutako hizkuntza desberdinetako hitz-bektoreak
espazio semantiko konpartitu batera mapatzea. Hau da, X, Y ∈ R|B|×N hizkuntza desber-
dinetako hitz-bektoreak badira, independenteki entrenatu direnak, posible izan beharko
litzake W ∈ R ∈ N × N matrize bat aurkitzea —mapaketa lineala adieraziko duena—
non XW eta Y bektore-espazio semantiko berean lerrokatuak dauden. Lerrokaketa
metodoen helburua, orduan, W transformazio hau ikastea da. Orokorrean, lerrokaketa
metodoek gainbegiraketa elebidun askoz txikiagoa behar dute —izan ere, guztiz gainbe-
giratu gabeak izatera irits daitezke— baina aldibereko metodoak baino ahulagoak dira
sortzen dituzten hitz-bektoreak.

Gure Ormazabal et al. (2019) lanean bi metodo klaseen arteko konparaketa zuzena
egin genuen, ahulezia eta indar desberdinak dituztela ondorioztatuz. Tesi honetako
lanetako batean hurbilpen hibrido bat proposatzen dugu, bien indarrak konbinatzeko
helburuarekin.

1.4.2 Testuinguruaren araberako adierazpenak eta eredu sortzaileak
Aurreko atalean ikusitako hitz-bektoreek hizkuntzaren prozesamenduan paradigma al-
daketa baten hasiera ekarri zuten, aurre-entrenatutako adierazpenen erabilera arloaren
erdigunean kokatu baitzuten. Autogainbegiratze bidez entrenatutako hitz-bektoreek
testu-corpus erraldoietatik entrenatutako informazio linguistiko guztia kodetu dezakete,
eta ondoren informazio edo ezagutza hau beste hizkuntzaren prozesamendu sistema eta
atazetan berrerabili daiteke. Ezagutza berrerabiltze hau ezinbestekoa da, hizkuntzaren
prozesamendu ataza gehienentzat datu multzo handirik ez baita existitzen. Ideia orokor
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hau transferentzia-ikasketaren arloan kokatu daiteke, azken hamarkadan hizkuntzaren
prozesamenduaren bilakaeran ezinbestekoa izan dena (Ruder et al., 2019a).

Aurre-entrenatutako adierazpenen erabilgarritasuna frogatzen lagundu zuten arren,
ikusitako hitz-bektoreek gabezia nabariak dituzte. Nagusiki, ikasten dituzten adierazpe-
nak estatikoak dira: esaldi batean banku hitza inguratzen duen testuingurua edonolakoa
dela ere, hitz horri dagokion hitz-bektorea berdina izango da. Gizakiok egiten dugun
hitzen erabilera, berriz, testuinguruaren araberakoa da: banku hitzak esanahi guztiz
desberdina du Bankura noa dirua ateratzera edo Bankuan eseriko naiz esaldietan. Tes-
tuinguruarekiko mendekotasun honek testuinguruaren araberako adierazpenen
beharra azpimarratzen du.

Gauzak honela, azken urteetan testuinguruaren araberako adierazpen aurre-entrenatuen
ikasketarako eredu eta metodo ugari proposatu dira.

Hitz-bektoreen kasuan bezala, w1...wn testu bat izanda —non wi testua osatzen duen
i. unitate atomikoa den— helburua wi unitate bakoitzari hi ∈ RN adierazpen bektore bat
esleitzea da. Hitz-bektoreen kasuan, mapaketa hau estatikoa da: Φ murgiltze funtzio
batek definituko du wi hitzaren bektorea, hi = Φ(wi), testuingurua kontuan hartu gabe.
Testuinguruaren araberako adierazpenen kasuan, berriz, unitate bakoitzaren bektorea,
unitate beraren eta inguruko unitateen araberakoa izango da, mapaketa dinamiko baten
bidez:

h1, ..., hn = Φ(w1...wn). (1.1)

Mapaketa hau parametrizatzeko mota desberdinetako neurona-sareak erabili izan
dira. Jarraian arloan garrantzi handikoak izan diren bi ikusiko ditugu: Neurona-sare
errepikariak —ingelesez recurrent neural network, edo RNN— eta arreta-mekanismoan
oinarritutako transformer arkitektura.

Neurona-sare errepikariak

Neurona-sare errepikariek modu sekuentzialean osatzen dituzte adierazpenak. Zehaz-
ki, i. posizioko adierazpena osatzean, wi unitate atomikoa eta aurreko posizioko hi−1

adierazpena hartuko dira kontuan:

hi = RNN(hi−1, wi),

Honela, sare errepikakorrek testuinguruaren ezagutza baliatu dezakete adierazpena
osatzean. RNN funtzioaren parametrizazioaren arabera, arkitektura desberdin asko
definitu daitezke. Oinarrizko forma batean, RNN(hi−1, wi) = σ(WXwi,∗, +Uhi−1 + b)
parametrizazio sinple bat hartu daiteke, non X hitz-bektore estatiko matrize bat den.
Praktikan, oinarrizko forma honen aldaketa ugari proposatu izan dira, adibidez, informa-
zio jarioa kudeatzeko ateak gehitzen dituzten GRU eta LSTM sareak (Hochreiter and
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Schmidhuber, 1997; Cho et al., 2014).
Oinarrizko forma honen beste ohiko aldaketa bat, geruza bakarra erabili ordez hainbat

geruzatako sare errepikakor sakonak erabiltzea da. n geruzako sare batean, i. posizioko
eta t. geruzako adierazpena, ht

i, aurreko geruzako eta aurreko posizioko adierazpenetan
oinarrituta osatuko da:

hk
i = RNN(ht

i−1, ht−1
i ) = σ(Wht−1

i + Uht
i−1 + b)

Lehen geruzako adierazpenak hitz-bektore estatikoen bidez adierazi ohi dira, h0
i = Xwi,∗,

eta unitate bakoitzaren adierazpena azken geruzakoa izango da , hi = hn−1
i .

Testuinguruaren araberako errepresentazioen ikasketan entzute handiko lehen lanak
sare errepikakorrak erabili zituzten, besteak beste Dai and Le (2015) laneko semi-
supervised sequence learning, eta Peters et al. (2018) laneko ELMO. Hala ere, arkitektura
errepikakorrak hainbat gabezia ditu: posizio bakoitzeko adierazpena bakarrik aurreko
posizioko adierazpenean oinarrituta osatzen denez, ordura arte ikusitako sekuentzia
osoko informazio guztia posizio horretako adierazpen bektorean gorde behar da. Honek
testuan distantzia handiko dependentzia ikastea asko zailtzen du — teknikoki, gradiente
desagerkorren arazoa izenekoa aurkitzen da— eta adierazpenak sekuentzialki osatu
behar direnez, ikasketa prozesua ezin da modu errazean paraleloan exekutatu.

Arazo hauek ekiditeko hainbat arkitektura eta metodo proposatu izan dira, baina
haien artean garrantzi handienekoa arreta-mekanismoan oinarritutako transformer
arkitektura da.

Transformer arkitektura

Transformer arkitekturan (Vaswani et al., 2017), RNN-en mekanismo errepikaria arreta-
mekanismoarekin ordezkatzen da. Arreta-mekanismoak kontsulta-bektore bat, k =
k1, ..., kL gako-bektore sekuentzia bat, eta v = v1, ..., vL balio-bektore hartzen ditu, non
q, kivi ∈ RN , eta balio-bektoreen batez besteko haztatu bat itzultzen du:

attn(q, k, v) =
L∑

i=1
αivi

,
non αi softmax funtzioaren bidez konputatzen den:

αi = exp(score(q, ki))∑L
j=1 exp(score(q, kj))

.

score funtzioa bektoreen arteko antzekotasun neurri izan daiteke, ohizko bi aukera
produktu eskalarra, score(q, ki) = q · ki, eta produktu eskalar egokitua —scaled dot
product ingelesez– score(q, ki) = q·ki√

N
izanik, non N bektoreen dimentsioa den.

Intuitiboki, arreta-mekanismoak balio-bektore sekuentziako informazioa bektore bakar
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batean konbinatzen du, batez besteko haztatuaren bitartez. Gainera, bektore bakoitzari
ematen zaion pisua —αi elementuek zehazten dutena— modu malgu eta diferentziagarrian
konputatzen da, gako- eta kontsulta-bektoreen arteko harremanaren arabera.

Transformer arkitektura arreta-mekanismo honetaz baliatzen da unitate atomikoen
adierazpenak osatzeko. Zehazki, auto-arreta erabiltzen da, non gako, kontsulta, eta balio
sekuentziak beti sekuentzia berdinetik datozen, aurretik transformazio lineal desberdinak
aplikatu ondoren. Honela, n geruzako transformer batean, w1...wn sarrera sekuentzia
baldin badugu, RNN-en kasuan bezala lehen geruzako adierazpenak hitz-bektore estatiko
batek definituko ditu, h0

i = Xwi
, ∗, eta ondoren geruza bakoitzeko adierazpenak aurreko

geruzaren gainean auto-arreta eginez konputatuko dira:

ht
i = LN

(
ht−1

i + f(attn(W t
q ht−1

i , W t
kht−1, W t

vht−1))
)

,

non LN normalizazio funtzio bat den, f feedfoward neurona-sare bat den,6 W t
q , W t

k, W t
v ∈

RN×N proiekzio matrizeak diren, eta Whk = Wht
1...Wht

n matrize proiekzioa posizio guz-
tietako adierazpenei aplikatzean lortzen den sekuentzia den. Aipagarria da ere gaur
egun praktikan erabilitako transformer inplementazioek oinarrizko forma honi hainbat
hobekuntza ezartzen dizkiotela, adibidez normalizazioa auto-arretaren aurretik egitea,
edo arreta-mekanismoan hainbat proiekzio matrize erabiltzea.

Vaswani et al. (2017) lanak arreta-mekanismoan oinarritutako transformerra arloaren
erdigunean kokatu zuen, eta gerora hizkuntzaren prozesamenduaren —eta adimen artifi-
zialeko arlo gehienen— bilakaeran ezinbestekoa izan da. Izan ere, azken urteetan entzute
handiko adimen artifizial sistema ia guztiek modu batean edo bestean arkitektura hau
erabili dute. Enpirikoki emaitza oso onak lortzeaz gain, RNN-ekiko hainbat abantaila ditu
transformer arkitekturak. Haien artean, bi nabarmendu ditzakegu: i) arreta-mekanismoa
ikasketa prozesuan modu naturalean paralelizatu daiteke, milaka prozesagailuetan
eredu erraldoiak entrenatzea ahalbidetzen duena, eta ii) arreta-mekanismoak posizio
guztietako adierazpenak zuzenean kontuan hartzen ditu —RNNek ez bezala— eta
honek ikasketa prozesua errazten du, arestian aipatutako gradiente desagerkorren arazoa
arinduz.

Testuinguruaren araberako errepresentazioen ikasketan transformer arkitektura guztiz
gailendu da azken urteetan. Arkitektura hau erabiltzen duten lehen lanen artean, GPT
(Radford et al., 2018) eta BERT (Devlin et al., 2019) nabarmendu ditzakegu. Gaine-
ra, lan hauekin batera arloan garrantzi handiko beste paradigma aldaketa bat etorri
zen. Errepresentazioen ikasketan lehen lanek —hitz-bektore estatikoak, edo ELMO
testuinguruduna, adibidez— helburutzat ataza bakoitzerako entrenatuko diren siste-
men ezaugarri bat izango ziren adierazpenak ikastea zuten. Adibidez, corpus handi

6Feedforward neurona-sare batek sarreraren transformazio linealak eta elementu-mailako funtzio ez-
linealak tartekatzen ditu. Zehazki, Vaswani et al. (2017) transformer lan originalean, f(h) =
W1 max(0, W2h + b2) + b1 forma erabiltzen dute, non max funtzioa elementuka aplikatzen den.
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baten gainean entrenatutako hitz-bektoreak sentimendu-sailkapenerako entrenatuta-
ko neurona-sare baten sarrera adierazpenak izan daitezke. Lan berri hauetan, berriz,
ohartu ziren posible zela ataza bakoitzerako entrenatutako berariazko sistemak aurre-
entrenatutako errepresentazio-sistemarekin guztiz ordezkatzea, aukeran ataza
bakoitzerako egokitze-pausu bat gehituz. Paradigma berri honetan, ataza bakoitzerako be-
rariazko sistemak modu independentean entrenatu ordez, testu-corpus erraldoien gainean
sistema bakar bat entrenatzen da, ezagutza orokorra bilduko duena, eta ondoren sare hau
egokitu eta erabili daiteke ataza guztietarako. Honela, aurre-entrenatutako adierazpenak
berariazko sistemen ezaugarri bat izatetik, sistema hauek guztiz ordezkatzera pasa ziren.

Ikasketa-helburuak

Testuingurudun araberako adierazpenen ikasketan erabilitako arkitekturak ikusi ditugu,
baina sare neuronalak entrenatu ahal izateko, arkitekturaz gain ikasketa-helburua de-
finitu behar dugu. Ikasketa-helburuak optimizazio prozesuan maximizatzen den funtzioa
definitzen du, eta entrenamenduan zehar sarearen parametroak eraldatuko dira entrena-
mendu datuen gainean ikasketa-helburu hau ahalik eta altuena izateko. Arkitekturarekin
eta entrenamendu datuekin batera, ikasketa sakoneko sistema baten portaera definituko
du.

Testu-corpus erraldoietan oinarrituta adierazpenak modu eraginkorrean entrenatzeko
ikasketa-helburu autogainbegiratu —hau da, testu hutsetik at inongo berariazko daturik
behar ez dutenak— anitz proposatu izan dira. Haien artean gehien erabili izan diren
biak azalduko ditugu: hizkuntza-eredu maskaratu ataza, eta hizkuntza-eredu ataza.

Hizkuntza-eredu maskaratu ataza kontzeptualki oso sinplea da: testu bat emanda,
ausaz testu horretako hitz —edo unitate atomiko— batzuk ezabatzen dira, eta ereduak fal-
ta diren unitate horiek aurresaten ikasten du. Adibidez, suposatu transformer arkitektura
erabiltzen ari garela, eta w = w1...wn sekuentzia dela gure entrenamendu testua. Ausaz,
sekuentziako k posizio aukeratuko dira, i1...ik,7 eta posizio horietako unitate atomikoak
wM maskara token berezi batekin ordezkatuko dira, wij

→ wM , sekuentzia maskaratu
berri bat lortzeko. Sekuentzia maskaratu hau transformer neurona-sarearen sarrera izango
da, eta irteera sareak sortutako token adierazpenak izango dira, h1...hn ∈ RN . Token
adierazpen hauetatik, sareak posizio bakoitzari dagokion tokena aurresaten saiatzen du.
Horretarako, proiekzio lineal bat erabiltzen da, softmax normalizazio batekin jarraituz:

pi(wt) = exp(W∗,wt · hi)∑|B|
l=1 exp(W∗,l · hi)

,

non pi(wt) terminoak sekuentzia originaleko i. unitate atomikoa wt izatearen probabili-
tatea adierazten duen, W ∈ RN×|B| proiekzio matrizea den, eta |B| unitate atomikoen

7Ordezkatzen diren unitateen posizioa eta kopurua aukeratzeko laginketa estrategia anitz existitzen
dira literaturan. Estrategia desberdinen azterketa baterako, ikus Yang et al. (2023).
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multzoaren tamaina den. Orduan, ikasketa-helburua maskaratutako tokenak berres-
kuratzea da, hau da, ordezkatutako posizioak i1...ik badira, pij

(wij
) probabilitateak

maximizatu nahiko dira. Zehazki, log-probabilitateen batura, ∑k
j=1 log pij

(wij
) maximi-

zatuko da.
Intuitiboki, maskaratutako token baten hi adierazpenetik posizio horretako unitate

atomikoa aurresan ahal izateko, inguruko hitzen esanahia ulertu eta bildu beharko da,
testuingurudun adierazpen batean. Ikasketa-helburu hau oso erabilia izan da testuingu-
rudun adierazpenen ikasketako arloan, adibidez BERT ereduan (Devlin et al., 2019), eta
emaitza enpiriko onak lortzen ditu.

Hala ere, azken urteetan erabiliena izan den ikasketa-helburua, hurrengo hitz aurre-
sate (HHA) ataza, are eta sinpleagoa da. HHA atazan, neurona-sareak testu baten zati
bat jaso, eta hurrengo hitza edo unitate atomikoa aurresaten ikasten du. Hau da, entre-
namendu testua w = w1...wn baldin bada, k. unitate atomikoa aurreikustean, sarearen
sarrera w1, ...wk−1 azpisekuentzia izango da, eta irteerako hk−1 adierazpenean oinarrituta
aurresango da hurrengo unitate atomikoa, hizkuntza-eredu maskaratuen kasuan bezala
proiekzio lineal bat eta softmaxa erabiliz:

pk(wt) = exp(W∗,wt · hk)∑|B|
l=1 exp(W∗,l · hi)

,

non pk(wt) k. unitate atomikoa wt izatearen probabilitatea den. Orduan, ikasketa-
helburua benetako tokenen log-probabilitateen batura, ∑N

i=1 log pk(wk), maximizatzea
izango da. HHA ikasketa-helburuarekin entrenatutako ereduei hizkuntza-ereduak ere
deritze.

HHA ikasketa-helburuarekin entrenatzean, predikzio pausu bakoitzean token bakar
bat aurresaten da —hizkuntza-eredu maskaratuen kasuan ordezkatutako k token au-
rresaten ziren aldi berean— nahiz eta praktikan hainbat pausu paraleloan konputatzen
diren neurona-sarearen exekuzio bakar batean, eraginkortasun konputazionala hobetzeko.
Intuitiboki, hk adierazpenean oinarrituta wk+1 hurrengo unitate atomikoa aurresan ahal
izateko, sareak ikasi beharko du hk adierazpenean w1...wk−1 azpisekuentzia osoko esanahia
kodetzen. Gainera, sistemak modu honetan entrenatzeak albo-ondorio garrantzitsu bat
du: ereduak testu baten zati bat ikusita hurrengo hitza aurresaten ikasten duenez, posible
da eredu hauek erabiltzea testu sorkuntza egiteko. Sinpleki, ereduak aurresandako
unitate atomikoa testu sekuentziari gehitu dakioke, eta ereduari berriz eskatu hurrengo
unitatea aurresatea, iteratiboki testu oso bat sortu arte. Ikusiko dugun bezala, mota
honetako eredu sortzaileak garrantzi handikoak izan dira arloaren bilakaeran.

HHA atazarekin entrenatutako lehen adierazpen aurre-entrenatuak (Radford et al.,
2018) hizkuntza-eredu maskaratuen alternatiba bat ziren, baina paradigma orokor berdina
jarraitzen zuten: lehenik adierazpen eredua testu kopuru handi batekin aurre-entrenatzen
zen, eta ondoren ataza bakoitzeko egokitze prozesu bat jarraitzen zen, berariazko da-
tuak erabiliz. Baina, aurre-entrenatzeko erabiltzen den testu-corpusen eta baliabide
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konputazionalen eskala handitu ahala, ikusi da posible dela hizkuntza-ereduak ataza
desberdinetara zuzenean aplikatzea, zuzenean erantzuna sortzea eskatuz. Brown
et al. (2020) lanean frogatu zuten hizkuntza-eredu handi hauek gai direla ataza berriak
betetzeko, besterik gabe ataza horren adibideak sarrera sekuentzian bertan emanez.
Gaitasun hau, few-shot ikasketa deritzona, HHA ataza ikastearen albo-ondorio modura
hizkuntza-ereduek eskuratzen duten gaitasun berri adibide bat da. Gaitasun hauei
propietate emergenteak deitu izan zaie (Wei et al., 2022). Paradigma berri honetan,
ataza bakoitzerako egokitze prozesua ez da beharrezkoa, sinpleki ataza berri hori sarrera
sekuentzian definitzearekin nahikoa delako. Azken urteetan, paradigma hau gailendu
da arloan, eta artearen-egoerako eredu aurre-entrenatutako ia guztiak HHA ikasketa-
helburuarekin entrenatutako hizkuntza-ereduak dira (Anil et al., 2023; OpenAI, 2023;
Touvron et al., 2023).

Kodetzaile-deskodetzaile ereduak

Orain arte ikusitako arkitekturek sekuentzia bakar baten adierazpenak konputatzen
dituzte, 1.1 ekuazioa jarraituz. Erabilera kasu batzuetan, ordea, bi sekuentzia ditugu,
x1...xn eta y1...yn, non bigarren sekuentziak lehenarekiko mendekotasuna duen, eta bien
adierazpenak kalkulatu nahi dira, hurrengo ekuazioa jarraituz:

hx
1 , ..., hx

n =Φenc(x1...xn) (1.2)
hy

1, ..., hy
m =Φdec(y1...ym, hx

1 ...xn) (1.3)

Hau da, x1...xn sekuentziaren adierazpenak sekuentzia bakarreko kasuan bezala kalku-
latzen dira, baina y1...yn sekuentziaren adierazpenak kalkulatzean, sarrera gehigarritzat
lehen sekuentziaren adierazpenak jasotzen dira, hx

1 ...hx
n. Arkitekturako Φenc zatiari

kodetzailea deritzo, eta Φenc zatiari deskodetzailea.
Kodetzaileak arestian deskribatutako sekuentzia bakarreko sistemen arkitektura bera

erabili dezake, baina deskodetzaileak aldaketak behar ditu, sarrera gehigarri bat duelako.
Transformerretan oinarritutako kodetzaile-deskodetzaile sistemetan, ohikoa da ikusitako
auto-arreta mekanismoaz gain geruza bakoitzean arreta-gurutzatuko osagarri bat
gehitzea, non kontsulta-bektoreak y1...ym sekuentziaren adierazpenetik konputatzen
diren, baina gako- eta balio-bektoreak kodetzaileak emandako hx

1 ...hx
n adierazpenetatik

kalkulatzen diren. Honela, bigarren sekuentziako adierazpenak osatzean transformerrak
lehen sekuentziako informazioa ere barneratu dezake.

Mota honetako arkitekturei kodetzaile-deskodetzaile deritze, eta oso erabiliak dira
sequence-to-sequence motako atazetan, non bai sarrera eta bai irteera sekuentziak diren.
Besteak beste, itzulpen automatikoan, parafrasi-sorkuntzan eta laburpen sistemetan
erabili izan dira. Tesi honetan parafrasi-sorkuntzarako kodetzaile-deskodetzaile sistema
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bat erabili dugu, 1.2 ataleko L1.2 lan-lerroan.

Hizkuntza-ereduak, eskala, eta kutxa-beltz ereduak

Arestian deskribatutako eredu aurre-entrenatuen —partikularki, hizkuntza-eredu sortzaileen—
arrakastaren atzeko eragile nagusia eskala izan da: HHA atazarekin eredu gero eta
handiagoak 8 gero eta testu-corpus handiagoekin entrenatzean, eredu hauek gaitasun
berriak eskuratzen dituzte. Honen ondorioz, gaur egun eskuragarri ditugun eredu onenak
izugarri handiak dira —milaka milioi parametro dituzte—, eta hauek exekutatzeak
konputazio kostu altua dakar. Gainera, industria aktore askok ez dituzte haiek
sortutako ereduen parametroak publikoki eskuragarri jarri, soilik ereduak API9 baten
bidez eskuragarri jartzen. Testu-sarrera bat jaso eta irteera bat ematen duten —barneko
neurona-sarearen xehetasunak funtzionamendua miatu edo eraldatu ahal izan gabe—
eredu hauei kutxa-beltz ereduak deritze.

Nahiz eta egungo eredu aurre-entrenatuak gai diren hainbat ataza zuzenean betetzeko,
oraindik sarritan komenigarria da eredu hauek ataza berrietara zuzenean egokitzea.
Hizkuntza-eredu handien agerpenaren aurretik erabilitako egokitze teknika gehienek
eredua entrenatzen jarraitzen dute (Ruder et al., 2019a), eta ondorioz ez da posible
teknika hauek erabiltzea kutxa-beltz ereduak —edo konputazio kostuagatik entrenatzeko
handiegiak diren ereduak— egokitzeko. Ondorioz, azken urteetan kutxa-beltz ereduen
egokitzearen inguruko hainbat lan argitaratu dira, barne-funtzionamendua ezagutu
gabe eredu bat egokitzeko teknikak proposatzen dituztenak.

1.5 Erlazionatutako lana

Atal honetan tesiko lan-lerro desberdinekin erlazionatuta dagoen literatura aurkeztuko
dugu. Tesiaren helburu orokorra —atributuen kontrolagarritasuna— artikulu guztietan
agertu den arren, lan bakoitzean ideia orokor honek ahalbidetu duen aplikazioa aldatzen
joan da, hitz-bektoreen ikasketatik hizkuntza-ereduen egokitzera. Ondorioz, atal hau
aplikazioen arabera antolatuko dugu, lan-lerro desberdinek jorratzen dituzten atazen
inguruko literatura aurkezten. Zehazki, lau ataletan banatuko dugu literatura-azterketa:
hitz-bektore elebidunen ikasketa (§1.5.1), parafrasi-sorkuntza (§1.5.2), poesia-sorkuntza
(§1.5.3) eta kutxa-beltz hizkuntza-ereduen egokitzea (§1.5.4).

8Tesi hau hasi zen urtearen hasieran, hizkuntzaren prozesamenduan argitaratutako eredu handiena 11
mila milioi parametroko T5 eredua zen (Raffel et al., 2023). Gaur egun 170 mila milioi parametro
baino gehiagoko eredu ireki ugari existitzen dira (Workshop et al., 2023; Almazrouei et al., 2023).

9API —ingelesez application programming interface— bat programa batek kanpoko softwarea atzitzea
ahalbidetzen duen interfaze bat da, ikus https://en.wikipedia.org/wiki/API.
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1.5.1 Hitz-bektore elebidunen ikasketa

Aurrekarietan azaldu den bezala (§1.4.1), hitz-bektoreen ikasketarako metodo gehienek
hizkuntza bakar bateko adierazpenak ikas ditzakete, baina aldaketak egin gabe ezin dira
testuinguru elebidunean erabili. Hala ere, hitz-bektore elebidunen ikasketa ibilbide luzeko
ikerkuntza-lerroa da, ia hitz-bektore elebakarrekin batera aztertzen hasi zena. Kontaketan
oinarritutako metodoen garaitik ikasketa elebidunerako teknikak proposatu izan badira
ere (Littman et al., 1998; Fung, 1997; Rapp, 1999; Garera et al., 2009; Gaussier et al.,
2004; Peirsman and Padó, 2008), tesi honetan erabili diren —eta azken urteetan gailendu
diren— eredu prediktibo bidezko hitz-bektoreentzat proposatu diren metodoetan
zentratuko gara. Hauek bi multzo nagusitan sailka daitezke: ikasketa prozesua bera
hedatzen dutenak, eta lerrokaketa metodoak.

Ikasketa prozesua hedatzen duten metodoak izan ziren hitz-bektore predik-
tiboen hastapenean arreta handiena jaso zutenak. Metodo hauen helburua zuzenean
hizkuntza desberdinetako hitz-bektoreak espazio banatu batean ikastea da, eta horre-
tarako normalean ikasketa-helburuan aldaketa bat egiten dute, datu multzo paraleloen
laguntzaz eleaniztasuna —hau da, bi hizkuntzetako hitz-bektoreak espazio semantiko
berean lerrokatuak egotea— bermatzen duena. Hurbilpen arrakastatsu bat skip-gram
(§1.4.1) ikasketa-algoritmoa hedatzea da, lerrokatutako dokumentu paraleloetaz baliatze-
ko; ikasketa-helburu hedatuak, hitz bakoitzaren adierazpena bere testuinguruko hitzen
adierazpenetik gertu egoteaz gain, beste hizkuntzan dagokion hitzaren testuinguruko
hitzetatik ere gertu egotea sustatzen du (Gouws et al., 2015; Luong et al., 2015; Coul-
mance et al., 2015). Skip-gram ordez beste arkitekturatan oinarritutako metodoak ere
proposatu izan dira (Klementiev et al., 2012; Kočiský et al., 2014; Lauly et al., 2014).
Dokumentu paraleloak ordez beste motako gainbegiraketa elebiduna erabiltzen dituzten
metodoak ere proposatu izan dira, besteak beste hiztegi elebidunak (Gouws and Søgaard,
2015; Duong et al., 2016), eta dokumentu konparagarriak (Vulić and Moens, 2015; Vulic
and Moens, 2016). Hala ere, metodo hauen ezaugarri bereizgarrietako bat gainbegiraketa
elebidun garestiaren beharra da, eta hain zuzen ere hau da lerrokaketa metodoekiko
duten desabantaila nagusia. Multzo honetako lanen inguruko ikuspegi zabalago baterako,
ikus Ruder et al. (2019c).

Aldibereko metodoei kontrajarrita lerrokaketa metodoen multzoa dugu. Metodo
hauek hizkuntza bakoitzeko —jatorrizko hizkuntza bat, eta helburu-hizkuntza bat—
hitz-bektoreak modu arruntean ikasten dituzte, eredu elebakarrak erabilita, eta ondoren
mapaketa bat ikasten dute —jatorrizko hitz-bektoreei, helburuko hitz-bektoreei, edo
biei aplikatu dakiokeena— hitz-bektoreak espazio komun batera eramaten dituena.
Paradigma orokor honek lerrokaketa metodo guztiak biltzen dituen arren, mapaketa
ikastean datza konplexutasuna, eta hau egiteko modu desberdinak proposatzen dituzten
lan pila argitaratu izan dira. Hauetatik lehena Mikolov et al. (2013b) izan zen, hitz
baten mapatutako bektorearen eta haren itzulpenaren —hiztegi elebidun batek ematen
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ditu hitz-itzulpen pareak— bektorearen arteko L2 distantziaren karratua minimizatuz
mapaketa lineal bat ikastea proposatu zuena. Lan honek frogatu zuen posible zela hiztegi
elebidun batez baliatuta modu independentean entrenatutako hitz-bektoreak lerrokatzen
zituen mapaketa lineal bat ikastea, eta proposatutako ikasketa-helburua ondoren etorri
ziren lan ugariren oinarri izan zen. Lerrokaketaren kalitatea hobetzeko helburuarekin,
oinarrizko ideia honen hedapen eta aldaketa ugari proposatu ziren hurrengo urteetan: L2
normalizazioa gehitzea ikasketa-helburuan (Dinu et al., 2015), korrelazio kanonikoaren
analisia erabiltzea mapaketa ikasteko (Faruqui and Dyer, 2014), edo mapaketa linealari
ortogonaltasun murriztapen bat ezartzea (Xing et al., 2015; Artetxe et al., 2016), besteak
beste. Hasiera batean hedapen guzti hauek haien artean independenteak ziruditen arren,
Artetxe et al. (2018a) lanean denak orokortzen dituen metodo orokor bat proposatu zen,
arestian aipatutako teknika guztiak metodo honen kasu bereziak zirela frogatuz.

Lerrokaketaren kalitatea hobetzetik at, gainbegiratze maila murriztea helburu duen
lan-lerroak ere arreta handia jaso du. Izan ere, orain arte aipatutako lan guztiek tamaina
handiko hiztegi elebidunak erabiltzen dituzte —gutxienez 5000 hitzekoak— hizkuntza
pare askorentzat eskuragarri ez daudenak, eta hiztegi txikiegiak erabiltzean emaitza
kaskarrak lortzen dira (Vulić and Korhonen, 2016). Dokumentu mailan-lerrokatutako
corpus elebidunak eskuragarri izatearen kasuan, Vulić and Korhonen (2016) frogatu
zuten posible zela bi pausuko prozesu bat jarraitzea, lehenik aldibereko metodo baten
bidez hitz-bektoreak entrenatuz, eta ondoren hitz-bektore horien bidez erauzitako hiztegi
elebidun bat erabiliz kalitatezko mapaketa bat ikasteko.

Baina agian ikerkuntza-lerro honetan arrakasta handieneko lanak autoikasketan
oinarritutakoak izan dira. Metodo hauek hazi-hiztegi txiki edo zaratatsu bat erabiltzen
dute lehen mapaketa bat ikasteko, eta ondoren lerrokatutako hitz-bektoreak erabiltzen
dituzte hiztegi hobe bat erauzteko. Prozesu hau iteratiboki errepikatzen da, hiztegiaren
hobetzea eta mapaketa berri baten ikasketa txandakatzen. Artetxe et al. (2017) lanean
proposatu zen lehen hurbilpen bat, frogatuz posible zela kalitatezko mapaketak ikastea
soilik 25 hitz-pareko hazi-hiztegi elebidun bat erabiliz, eta Hauer et al. (2017) lanean ere
antzeko bootstrapping metodo bat proposatu zen.

Gainbegiratze maila murriztetik at, ez askoz aurrerago gainbegiratze elebiduna guztiz
ezabatzea posible zela ere frogatu zen. Aurretik marko ez-gainbegiratu honetan hitz-
bektoreen lerrokaketa aztertu zuten lanak egon baziren ere (Miceli Barone, 2016b; Zhang
et al., 2017b), baldintza estandarretan arrakasta izaten lehenak Lample et al. (2018)
lana izan zen. Bertan, autoreek lehenik ikasketa antagonikoa erabiltzen dute hazi-hiztegi
bat lortzeko, eta ondoren arestian aipatutako autoikasketa estrategia uztartzen dute
kalitatezko mapaketa batera iristeko. Artetxe et al. (2018a) lanean ere euren aurreko
laneko autoikasketa metodoa uztartzen dute —hobekuntza batzuekin— baina ikasketa
antagonikoa ordez hizkuntza bakoitzeko hitzen antzekotasun-banaketetan oinarritutako
heuristikoez baliatzen dira hazi-hiztegia lortzeko. Metodo ez-gainbegiratuen lehen
arrakasta hauen ostean ikerkuntza-lerro honek arreta handia jaso zuen, eta metodo berri
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pila proposatu ziren (Yang et al., 2018; Hoshen and Wolf, 2018; Zhang et al., 2017c;
Grave et al., 2018).

Lerrokaketa metoden abantailen ondorioz —hizkuntza bakoitzeko hitz-bektore eleba-
kar aurre-entrenatuekin lan egiteko aukera, eta gainbegiratze maila baxua, nagusiki—
aldibereko metodoen aldean gailendu badira ere, badituzte muga garrantzitsuak. Ares-
tian aipatutako metodo guztiek mapaketa linealak erabiltzen dituzte, eta erabaki honek
suposizio inplizitu ba egiten du: independenteki entrenatutako hizkuntza bakoitzeko
hitz-bektoreen egitura geometrikoa antzekoa dela, eta transformazio lineal bat nahikoa
dela biak lerrokatzeko. Suposizio honi isometria edo isomorfismo hipotesia deitu izan
zaio, eta haren baliozkotasuna eta ondorioak aztertzen dituzten hainbat lan argitaratu
izan dira. Nakashole and Flauger (2018) lanean hitz-bektore espazioko azpieremu desber-
dinek mapaketa lineal desberdinak behar dituztela erakutsi zuten, hitz-bektoreen arteko
erlazio globala ez-lineala dela —eta ondorioz, espazioak benetan isomorfikoak ez direla—
ondorioztatuz, eta euren ondorengo Nakashole (2018) lanean azpieremuetan oinarritutako
lerrokatze metodo berri bat proposatu zuten. Søgaard et al. (2018) lanean hitz-bektore
desberdinen isometria maila zuzenean neurtzea proposatu zuten. Horretarako metrika
automatiko bat proposatu zuten, eta frogatu zuten metrika horrek korrelazio estua zuela
Lample et al. (2018) laneko metodo ez-gainbegiratuak lortutako emaitzen kalitatearekin.
Patra et al. (2019) lanean Gromov-Hausdorff distantzian oinarritutako beste isometria
metrika bat proposatu zen. Metrika hauen eta mapaketen kalitatearen arteko korrelazio
honek metodo hauek egiten duten suposizio inplizitua betetzearen garrantzia azpima-
rratzen du: isometria maila baxua denean, metodo hauek ez dute ondo funtzionatzen.
Isometria hipotesia bereziki garrantzitsua da metodo ez-gainbegiratuen kasuan, gain-
begiratze elebiduna izan gabe soilik egitura geometrikoan oinarritzen baitira mapaketa
ikasteko. Lan-ildo berean, Vulić et al. (2019) lanean hizkuntza pare desberdinetarako
Artetxe et al. (2018b) metodoa —euren aurreko lan baten arabera egonkorrena dena—
aplikatu zuten, eta erakutsi zuten sarritan metodo ez-gainbegiratuak huts egiten duela,
partikularki hizkuntza pareak linguistikoki urrunak direnean.

Muga hauen aurrean, naturalki galdera bat etortzen da: isometria-ezaren ondorioz
agertzen diren arazo hauek hizkuntza desberdinetako hitz-bektoreak espazio komun
batean lerrokatzen saiatzearen ondorio saihestezin bat al dira, edo soilik lerrokaketa
metodoen muga bat? Gure tesi aurreko Ormazabal et al. (2019) lanean galdera hau
ezezkoan erantzuten dugu, frogatuz aldibereko metodoek hitz-bektore elebidun
isometrikoagoak eta kalitate hobekoak sortzen dituztela. Gauzak honela, bi metodo
klaseen abantailak —aldibereko metodoen kalitatea eta lerrokatze metodoen gainbegiratze
behar txikia— ezkontzea helburu zuen ikerkuntza-lerro bat ireki zen. Cao et al. (2016)
lanean aldibereko metodo ez-gainbegiratu bat proposatu zen, baina baldintza berezietan
baino ez zuten ebaluatu, eta ez zuen jarraipenik izan. Wang et al. (2020) lanean, berriz,
metodo hibrido bat proposatu zen, lehenik corpus elebakarren kateaketaren gainean
algoritmo elebakar baten bidez hitz-bektoreak ikasten dituena, eta ondoren lerrokatze
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mapaketa bat ikasten duena. Lan-lerro hau jarraitu genuen gure Ormazabal et al. (2021)
lanean, aldibereko metodoen eta lerrokatze metodoen arteko erdi-puntu bat proposatuz.
Gure metodoan, lehenik helburu-hizkuntzako hitz-bektoreak metodo elebakar baten bidez
ikasten dira, eta ondoren jatorri-hizkuntzako hitz-bektoreak entrenatzen dira skip-gram
algoritmoaren hedapen baten bidez, non testuinguruko hitz batzuen adierazpenak haien
ordainen helburu-hizkuntzako adierazpenekin ordezkatzen diren. Ordezkatutako helburu-
hizkuntzako bektore hauek aingura modura jokatzen dute, entrenatutako hitz-bektoreak
helburu-hizkuntzarekin lerrokatuta egotea sustatzen. Ordainak lortzeko hiztegi elebidun
bat behar da, baina heuristikoei eta lerrokatze literaturan inspiratutako autoikasketa
teknika bati esker hau modu ez-gainbegiratuan lortzen dugu.

Gerora argitaratutako lanetan isometria arazoa arintzen duten beste hainbat metodo
proposatu izan dira. Marchisio et al. (2022) lanean skip-gram algoritmoa hedatzen
dute helburu-espazio batekiko isometria zuzenean optimizatzeko, mapaketa linealen
kalitatea hobetzeko helburuarekin. Ganesan et al. (2021) metodoan, isometrikoagoak
diren hitz-bektore elebakarrak sortzen saiatu ordez, mapaketa ez-lineala ikasten duen
metodo bat proposatzen dute, isometrikoak ez diren hitz-bektoreak lerrokatu ahal izateko
motibazioarekin.

1.5.2 Parafrasi-sorkuntza
Parafrasi-sorkuntzak ibilbide luzea du hizkuntzaren prozesamenduko arloan, metodo
estatistikoen garaitik. Lehen ahaleginak nagusiki erauzketan oinarritzen ziren, hau da,
esaldi bat emanda zuzenean haren parafrasi bat sortu ordez, aldez aurretik zehaztutako
corpus batean parafrasiak identifikatzen dituzten sistemak ziren. Barzilay and McKeown
(2001) lanean dokumentu paraleloen corpus elebakar bat erabili zuten parafrasiak identi-
fikatzeko sailkatzaile ez-gainbegiratu bat entrenatzeko, eta corpus paraleloak baliatzen
zituzten beste hainbat lan argitaratu ziren garai hartan (Pang et al., 2003; Shinyama
et al., 2002; Dolan et al., 2004). Corpus paralelo elebakarrez gain beste motako baliabi-
deak ere erabili izan ziren. Barzilay and Lee (2003) lanean corpus ez-paraleloak baliatu
zitzakeen metodo bat proposatu zuten, eta beste lan batzuetan corpus elebakarrak ordez
corpus paralelo elebidunak —hau da, itzulpen corpusak— erabili ziren, lortzeko askoz
errazagoak direnak (Bannard and Callison-Burch, 2005). Garai honetako lan gehienak
parafrasien identifikazioan zentratutako erauzketan oinarritutako sistemak izan arren,
lan batzuetan parafrasi sorkuntza ere aztertu zen (Barzilay and Lee, 2003; Bannard
and Callison-Burch, 2005).

Ikerkuntza-lerro honek bere jatorria erregeletan eta metodo estatistikoetan badu ere,
gaur egun artearen-egoerako parafrasi sistema guztiak neurona-sareetan oinarritzen
dira. Gainera, erabilitako gainbegiratze motaren arabera sistemen arkitekturak
eta entrenamendu teknikak oso desberdinak izan daitezke. Hiru multzo orokorretan
sailka ditzakegu lan gehienak, gainbegiratze maila txikienetik indartsuenera: (i) corpus
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elebakarrak erabiltzen dituztenak, (ii) corpus paralelo elebidunak erabiltzen dituztenak,
eta (iii) parafrasi corpusak erabiltzen dituztenak.

Corpus elebakarrak soilik erabiltzen dituzten metodoak dira gainbegiratze behar
txikiena dutenak. Tamaina eta kalitate handiko corpus elebakarrak lortzea erraza
da gaur egun baliabide handi eta ertaineko hizkuntzentzat, beste baliabide motak —
parafrasi corpusak, adibidez— ez bezala, eta ondorioz mota honetako metodoak bereziki
erakargarriak izan daitezke. Adibide espliziturik gabe parafrasiak sortzen ikasteko,
proposatutako sistema gehienek kodetze-deskodetze arkitektura bat jarraitzen dute,
eta informazio-mugatzearen teknika baliatzen dute. Ideia orokorra kodetzaileak
esaldia adierazpen batean kodetzea, eta deskodetzaileak adierazpen horretatik jatorrizko
esaldia berreskuratzea da, autokodetze egitura jarraitzen. Besterik gabe entrenatuta,
honelako sistema batek jatorrizko esaldia kopiatzen ikasiko luke, baina adierazpen horren
informazio edukia mugatzen bada, jatorrizko esaldiari buruzko informazioaren zati
bat "ahaztuko"da, eta deskodetzaileak sortutako esaldia ez da jatorrizkoaren berdin-
berdina izango. Bowman et al. (2016) lanean autokodetzaile bariazional bat erabiltzen
dute parafrasi identifikaziorako, eta Roy and Grangier (2019) autokodetzaile bariazional
kuantizatu bat erabiltzen da parafrasi-sorkuntzarako, non kuantizazioak adierazpenaren
informazio edukia mugatzen duen. Huang and Chang (2021) lanean informazio mugatuko
hitz-zaku adierazpen bat erabiltzen dute, eta parafrasia sortzean egitura sintaktikoa
esplizituki modelatzen dute. Li et al. (2018) lanean informazio-mugatzearen paradigma
alde batera uzten dute, eta errefortzu-ikasketa erabiltzen dute deskodetzaileari jatorri
esaldia ez kopiatzen irakasteko.

Gainbegiratze mailaren beste muturrean, parafrasi corpusak erabiltzen dituzten
sistemak ditugu. Mota honetako corpus handiak eskuratzea zaila izaten da, baina
ikasketa gainbegiratua erabiliz sistemek parafrasi ataza zuzenean ikastea ahalbidetzen
dute. Hau da, posible da kodetzaile-deskodetzaile sistema bat entrenatzea zuzenean
parafrasi corpusaren gainean, parafrasiak sortzen ikas ditzan. Hurbilpen hau jarraitzen
duten hainbat lan argitaratu dira, kodetzaile-deskodetzailerako arkitektura desberdinak
erabiltzen, bai LSTM errepikariak (Prakash et al., 2016; Gupta et al., 2018; Kumar et al.,
2019), eta aurrerago transformer arkitektura (Egonmwan and Chali, 2019).

Beste lan-lerro batek parafrasi corpusak erabiltzen ditu autokodetzaile motako sistemak
modu berezian entrenatzeko, non adierazpenean esanahia eta azaleko forma esplizituki
banatzen diren, ondoren esanahi bereko baina azaleko forma desberdineko parafrasiak
sortu ahal izateko (Chen et al., 2019; Kumar et al., 2020; Hosking and Lapata, 2021).
Hauen artean lehen bi lanek parafrasia sortzean forma sintaktikoa aldez aurretik zehaztea
eskatzen dute, baina Hosking and Lapata (2021) lanean behar hau ekiditen dute, azaleko
forma automatikoki aurresateko modulu bat entrenatuz.

Arestian aipatu dugun bezala, parafrasi sistema mota honen muga nagusia parafrasi
corpusen tamaina eta kalitatean datza. Lan hauetan erabilitako parafrasi corpus
publikoak, besteak beste MSCOCO (Lin et al., 2014), WikiAnswers, Twitter (Lan et al.,
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2017) eta Quora Question Pairs10 ingelesezkoak dira, haien tamaina mugatua da, eta
parafrasien kalitatea sarritan txarra izaten da. Gauzak honela, orain arte ikusitako bi
sistema klaseen arteko erdi-puntu bat erabilgarria izango litzateke.

Erdi-puntu honetan aurkitzen dira hain zuzen ere corpus paralelo elebidunak
—hau da, bi edo hizkuntza gehiagotako corpus lerrokatuak, bata bestearen itzulpenak
direnak— baliatzen dituzten metodoak. Mota honetako corpusak parafrasi corpusak
baino askoz ugariagoak dira, eta kalitate handiagokoak, baina aldi berean corpus elebakar
arruntek baino gainbegiratze seinale indartsuagoa eskaintzen dute. Klase honetako
metodo gehienek itzulpen automatikoa baliatzen dute, Bannard and Callison-Burch
(2005) lanaren garaitik proposatu izan den hurrengo intuizioa jarraituz: hizkuntza bateko
bi esaldi, e1 eta e2, beste hizkuntza bateko f esaldi berdinera itzultzen badira, orduan bi
esaldiek esanahi bera izango dute. Posible da, orduan, e1 esaldia f pibote batera itzultzea,
eta pibote hori bueltan itzultzea jatorrizko hizkuntzara, parafrasi bat lortzeko. Mallinson
et al. (2017) ideia hau hedatzen dute, pibote bakar bat ordez hainbat itzulpen-pibote
erabiliz, eta Hu et al. (2019) lanean murriztapen lexikoak gehitzen dituzte itzulpen
prozesuan, parafrasien kalitatea hobetzeko helburuarekin.

Gure Ormazabal et al. (2022b) lanean pibote itzulpen automatikoan oinarritutako
parafrasi sistemak matematikoki aztertzen ditugu, eta frogatzen dugu inplizituki
parafrasiak definitzen dituen funtzio matematiko bat ikasten dutela, hainbat gabezia
dituena. Analisi honekin motibatuta, ikasketa antagonikoan oinarritutako metodo
berri bat proposatzen dugu, corpus elebidunetatik parafrasi sistema bat ikasteko. Gainera,
gure sistemak corpus elebakarretan oinarritutako sistemetan sarritan aurkitzen den
informazio-mugatzearen teknika barneratzen du. Giza-ebaluazio eta ebaluazio
automatikoaz gain, metodoarentzat berme matematikoak proposatu eta frogatzen ditugu.

1.5.3 Poesia-sorkuntza
Poesia-sorkuntza automatikoaren gakoa egitura poetiko berezia jarraitzen duen testua
sortzean datza. 11 Lehen ahaleginek aldez aurretik definitutako erregelak erabiltzen
zituzten beharrezko egitura jarraitzen duela bermatzeko. Gervás (2000) eta Gonça-
lo Oliveira et al. (2007) lanetan hurbilpen hau jarraitzen da, baina hitzak indibidualki
ausaz lagintzen dituzte, eta ondorioz testuak ez du koherentzia globalik. Erauzketan
oinarritutako hainbat hurbilpen ere proposatu izan dira, corpus handi batetik zatiak
erauzi eta txantiloiak erabiliz nahi den egiturako poemak osatzen dituztenak Colton et al.
(2012); Gonçalo Oliveira (2012); Gonçalo Oliveira et al. (2017).
10https://www.kaggle.com/c/quora-question-pairs
11Hemen egitura poetiko terminoa erabiltzen dugu poesia mota bakoitzak ezartzen duen egitura bereziari.

Egitura berezi honen forma zehatza hizkuntzaren eta poesia motaren araberakoa izan ohi da. Adibidez,
ingelesezko poesiak sarritan ez du errima eta silaba patroi zorrotzik zehazten, baina prosodia kontuan
hartzen du. Euskarazko bertsolaritzak, berriz, errima eta silaba patroi zorrotzak ezartzen ditu, baina
ez du prosodia kontuan hartzen.
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Hala ere, parafrasi-sorkuntzan —eta hizkuntzaren prozesamenduko ikerkuntza-lerro ia
guztietan— gertatu den bezala, gaur egungo poesia-sorkuntza sistema gehienak neurona-
sareetan oinarritzen dira. neurona-sareak gai dira datu multzo handiak baliatuz kalitate
handiko testu naturala sortzen ikasteko, baina poesia-sorkuntzara aplikatzeko muga argi
bat dute: ezin da bermatu sortzen duen testuak egitura poetiko jakin bat jarraituko
duenik. Erregela eta txantiloietan oinarritutako sistemek egitura jakin bateko —baina
koherentzia global eskaseko— testua sortzeko mekanismo natural bat eskaintzen bazuten,
sistema neuronaletan kontrako arazoa aurkitzen dugu. Lan-lerro batek egitura poetikoaren
murriztapenak egoera-finituko automata (EFA) baten bidez adieraztea proposatzen du,
eta ondoren EFAren bidez RNN sare baten irteera murriztea (Ghazvininejad et al., 2016,
2018; Hopkins and Kiela, 2017). Sistema hauek guztiek testu liriko edo poetikoa behar
dute RNNa edo EFA entrenatzeko, eta gainera poema lerroak eskuinetik ezkerrera sortzen
dituzte errimak errespetatu ahal izateko, ez baitute plangintza gaitasunik. Gainera, sortu
nahi den egitura poetiko berri bakoitzeko dagokion EFA bat entrenatu behar dute sistema
hauek.

EFA baten bidez egitura ezarri ordez, beste aukera bat egitura berezi hau datuetatik
ikastea da. Lau et al. (2018) lanean RNN bat entrenatzen dute soneto corpus baten
gainean, eta frogatzen dute sistemak sonetoen egitura errespetatzen ikasten duela. Van de
Cruys (2020) lanean, berriz, corpus ez-poetiko arrunt bat erabiltzen dute sistema sortzeko,
baina ez dute egitura poetiko zorrotz bat ezartzen. Aurreko kasuetan bezala, bi lan
hauek eskuinetik ezkerrera sortzen dituzte poema lerroak, errimak sortzean plangintza
faltaren arazoa arintzeko.

Arestian aipatutako lanek gaztelaniazko eta ingelesezko poesia-sorkuntzarako hurbilpen
desberdinak proposatzen dituzte, baina denek bi muga argi dituzte komunean: alde
batetik, corpus liriko edo poetikoak behar dituzte sistemak egitura poetikoa ikasi dezan,
eta bestetik ez dute plangintza gaitasunik, eta ondorioz errimak errespetatu ahal
izateko lerroak eskuinetik ezkerrera sortzen dituzte. Gure Ormazabal et al. (2022a) lanean
bi arazo hauek ekiditen dituen euskara eta gaztelaniazko poema sortzaile bat proposatzen
dugu, hizkuntza-eredu kontrolagarri batean oinarritzen dena. Gure hizkuntza-eredua
bi pausutan entrenatzen dugu. Lehenik testu-corpus arrunt baten errima eta metrika
patroi inplizituak etiketatzen ditugu, eta informazio hori kodetzen duten kontrol-kodeak
txertatzen ditugu corpusean, corpus aberastu bat sortzeko. Ondoren, corpus aberastu
hau erabiltzen dugu hizkuntza-eredu arrunt bat entrenatzeko. Ikasketan zehar ereduak
HHA atazarako kontrol-kodeetako informazioa baliatzen ikasten duenez, posible da
inferentzia garaian egitura poetikoa deskribatzen duten kontrol-kodeak ematea
ereduari, eta horrela ereduak poesia sortzea. Gure eredua guztiz ez-gainbegiratua da, ez
baitu testu liriko edo poetiko berezirik behar entrenamenduan, eta testua hizkuntza-eredu
estandarrek bezala ezkerretik-eskuinera sortzeko gai da, kontrol-kodeei esker errimen
plangintza egin baitezake.

Aipatzekoa da ere kontrol-kodeen ideia hizkuntzaren prozesamenduko arloan aldez
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aurretik erabili izan dela, poesia-sorkuntzatik kanpo. Keskar et al. (2019) lanean testu-
corpus bat automatikoki erauzitako metadatuekin aberasten dute hizkuntza-eredu kon-
trolagarri bat entrenatzeko. Itzulpen automatiko arloan, kontrol-kodeak erabili izan dira
itzulpenen formaltasuna (Sennrich et al., 2016), domeinua (Kobus et al., 2016) edo luzera
(Lakew et al., 2019) kontrolatzeko. Schioppa et al. (2021) lanean kontrol-kode jarraituen
erabilera aztertzen dute, aldi berean hainbat atributuren kontrolagarritasuna lortzeko
helburuarekin.

Azkenik, gure lanean mota horretako poesia aztertu ez badugu ere, txinerazko poesia-
sorkuntzaren inguruko lan ugari argitaratu izan dira (Wang et al., 2016; Zhang et al.,
2017a; Liu et al., 2018; Yeh et al., 2019; Yi et al., 2018). Txinerazko poesiaren egitura
euskaraz, ingelesez eta gaztelaniazko egiten den poesiarekiko nabari desberdina da;
karaktere bakoitzak silaba bakarra deskribatzen du, eta metrikak murriztapen tonalak
ezarri ohi ditu. Ondorioz, literaturan erabilitako hurbilpen eta teknikak ere desberdinak
izaten dira.

1.5.4 Hizkuntza-ereduen egokitzea eta kutxa beltzak
Ereduen egokitzeak garrantzi handia hartu du hizkuntzaren prozesamenduko arloan,
bereziki ezagutza transferentziak eta aurreikasketa-egokitze paradigmak azken hamarka-
daren bukaeran gailendu zirenetik (ikus aurrekarietan 1.4.2 atala). Tradizionalki ataza
edo erabilera bakoitzeko sistema bereiziak entrenatzen baziren, modu isolatuan, paradig-
ma berri honetan ezagutza orokorreko sistemak aurre-entrenatzen dira, ondoren
ataza bakoitzeko erabili ahalgo direnak. Aurrekarien atalean ikusi den bezala, eredu
hauek entrenatutako adierazpen testuingurudunek lehenago erabiltzen ziren hitz-bektore
ez-testuingurudunak ordezkatu zituzten. Eredu hauen inguruko lehen lan batzuetan
eredu aurre-entrenatua ataza bakoitzeko entrenatzen zen ereduen ezaugarri bat baino
ez zen (Peters et al., 2018) —hitz-bektore ez-testuingurudunekin gertatzen zen bezala—
baina laster eredu aurre-entrenatuek ataza bakoitzeko berariazko ereduak guztiz
ordezkatu zituzten (Howard and Ruder, 2018; Radford et al., 2018; Devlin et al., 2019).
Lan hauek, ataza bakoitzeko eredu berri bat modu isolatuan entrenatu ordez, eredu
aurre-entrenatua ataza bakoitzera egokitzea proposatzen zuten. Egokitze prozesu honen
bidez, posible da eredu aurre-entrenatuaren ezagutza orokorra ataza berrira transferitzea.
Hizkuntzaren prozesamenduan transferentzia-ikasketaren inguruko literatura-azterketa
baterako, ikus (Ruder et al., 2019a).

Aurre-entrenatu eta egokitzearen paradigmaren egokitze zatia garrantzi handikoa da,
azken ereduaren kalitatea baldintzatuko baitu. Lehen lanek eredu osoa fintzea —hau
da, ataza bakoitzeko datuekin modu arruntean entrenatzen jarraitzea— proposatzen
zuten (Devlin et al., 2019; Radford et al., 2018; Howard and Ruder, 2018). Baina,
azken urteetan, ereduen eskala handitu ahala, ereduak fintzearen konputazio kostua
izugarri hazi da (ikus aurrekarien 1.4.2 atala). Gauzak honela, ereduak baliabide
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konputazional urriagoekin findu ahal izateko metodoak proposatzen dituzten lan ugari
argitaratu izan dira. Houlsby et al. (2019) lanean ereduan parametro gehigarri gutxi
batzuk gehitzea proposatzen dute, eta bakarrik parametro horien balioak aldatzea
egokitze garaian. Ildo beretik, Liu et al. (2022) lanean ereduaren sarrera geruzan
bakarrik parametro gehigarriak entrenatzen dituzte, eta Hu et al. (2022) lanean eredu
arkitekturaren rango-baxuko berparametrizazio bat baliatzen dute egokitze garaian
entrenatutako parametro kopurua murrizteko. Teknika hauek guztiek nagusiki eredu
bat findu ahal izateko behar den memoria mugatzen dute, GPU gutxiago izanda
fintzea ahalbidetzen, baina ez dute konputazio kostua nabari murrizten, ereduaren
entrenamenduan aurrera- eta atzera-pasaldia berdin-berdin egin behar baitira.

Erlazionatutako beste arazo bat kutxa-beltz ereduen egokitzea da. Egungo
artearen-egoerako ereduak, besteak beste Claude, GPT-4 eta PaLM, denak APIen bidez
bakarrik daude eskuragarri, eta ezin dira haien parametroak atzitu ez aldatu. Eredu
hauek egokitze faserik gabe hainbat ataza betetzeko gai diren eredu anizkoitzak izan arren,
sarritan domeinu edo ataza berri batean haien eraginkortasuna hobetzeko egokitu ahal
izatea desiragarria da. Behar hau estaltzeko helburuarekin, kutxa-beltzen egokitzearen
lan-lerroa ireki da azken urteetan. Shin et al. (2020) lanean ataza batean eraginkortasuna
hobetzen duten prompt12 berriak automatikoki osatzeko teknika bat proposatzen dute.
Ildo beretik, ataza bakoitzerako prompt diseinu automatikoa aztertzen duten hainbat
ahalegin egon dira (Sun et al., 2022; Zhang et al., 2023; Cheng et al., 2023). Metodo
hauek kutxa-beltz ereduekin ondo ezkontzen diren arren, egokitzeko gaitasun mugatua
dute, soilik prompt bat aldatzen ereduak ezin baitu dagoeneko aurreikasketan ikusi ez
duen domeinu edo ataza berri bat ikasi.

Arestian aipatutako bi arazoak arintzeko, gure Ormazabal et al. (2023) lanean kutxa-
beltz hizkuntza-ereduak konputazionalki eraginkorra den modu batean egokitzeko me-
todo bat aurkezten dugu. Zuzenean hizkuntza-eredua findu —edo prompt baten bidez
kontrolatu— ordez, gure metodoak bi pausu jarraitzen ditu: lehenik eredu txiki bat fin-
tzen du, domeinu edo ataza berrirako eredu aditu egokitu bat lortzeko. Ondoren, eredu
aditua kutxa-beltz ereduarekin konbinatzen da, datuetatik ikasitako konbinaketa
funtzio baten bidez. Modu honetan, kutxa-beltz ereduaren ezagutza orokorra baliatu
dezakeen eredu egokitu bat lortu daiteke, haren parametroak atzitu —edo fintze osoak
dakarren konputazio kostua pairatu— behar izan gabe.

Huang et al. (2023) lanean, gurearen aldi berean argitaratutakoa, antzeko ideia bat
proposatzen dute. Kutxa-beltza eredu aditu findu batekin konbinatu ordez, corpus batetik
erauzitako esaldien bidez definitzen den probabilitate banaketa batekin konbinatzen dute.
Konbinaketa funtzioaren inguruko esplorazio mugatua egiten dute ere, eta kutxa-beltz

12Prompt bat hizkuntza-eredu batek ataza jakin bat bete dezan erabiltzen den testu-sarrera da. Adibidez,
galdera erantzute ataza baterako, asistente moduan entrenatutako hizkuntza-eredu batentzako prompt
posible bat honakoa izan zitekeen: Galdera erantzute sistema bat zara. Mesedez erantzun hurrengo
galdera:
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eredu oso txikiak aztertzen dituzte soilik.
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2
Conclusions

In this thesis, we have made several advancements towards attribute controllability in
NLP models. We have explored different techniques, and applied them to diverse tasks
and model architectures. More concretely, we identify the following main contributions,
related to the various research lines outlined in section 1.2:

• We develop a method to control the alignment of static word embeddings during
their training, without any direct bilingual supervision. Our approach aims to
combine the best of both kinds of existing bilingual word embedding techniques,
joint methods and mapping methods. We draw on observations from our previous
work, were we found joint methods—that learn embeddings for all languages directly
in a joint space—to be superior, but more difficult to apply, than mapping based
methods, due to their expensive bilingual supervision needs. We thus propose to
first learn the word embeddings for a target language and keep then fixed, and to
then learn the word embeddings for the source language while controlling their
alignment, to make sure they stay aligned to the existing target language through
the use of anchor words. We evaluate our method on bilingual lexicon induction
and cross-lingual transfer, and show that it produces state-of-the-art unsupervised
embeddings. This contribution is the result of the L1.1 research line.

• We present a method to control the information content in the intermediate
representation of a sequence-to-sequence encoder-decoder model, and leverage
it to develop a paraphrase generation system. We focus on the case where the
available training resource consists of bilingual parallel corpora, a common scenario
in the field of paraphrasing. We conduct a novel mathematical analysis of round-
trip translation, a widely used method for paraphrase generation, and find that
its underlying paraphrasing similarity function has some issues. Namely, it is
susceptible to confounding translations, where two sentences that share a possible
translation may be considered paraphrases of each other even when they are
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not. Motivated by this analysis, we introduce an improved paraphrase similarity
function, and implement a relaxation of it. Our implementation relies on the
information bottleneck principle, that essentially controls the maximum amount
of information that the intermediate representation can contain about the source
sentence. By applying this principle to an encoder-decoder system trained for
machine translation, the intermediate representations learns the semantics of the
source sentence, while forgetting surface level details, and can thus be used for
paraphrasing. We provide mathematical bounds and guarantees for our proposed
method, and show that our approach naturally provides a mechanism to control
the diversity-fidelity trade-off of the generated paraphrases. We conduct both
automatic and human evaluation, showing our method outperforms a round-trip
machine translation baseline. This contribution belongs to the L1.2 research line.

• We present PoeLM, a meter- and rhyme-controllable language model for poetry
generation. We achieve controllability of rhyme and meter through the use of
control codes when training the language model. We follow a three stage process:
(i) first, we annotate the existing meter and rhyme patterns in a regular natural
language corpus, using an automatic annotator we develop for Spanish and Basque;
(ii) second, we augment the corpus by interleaving control code sections, that
describe the meter and rhyme patterns automatically extracted in the first phase;
and (iii) third, we train a regular language model on the augmented corpus, so
that the model will learn to leverage the control codes in order to better fulfill
its next word prediction training task. At inference time, we flip this process, and
feed the model with the control codes corresponding to the desired poetic
rhyme and meter. Since the model has learned to respect these control codes
during training, it generates poetic text when provided with them, even though it
has not been trained on such text. While controllability through control codes had
been explored before, we show for the first time that it can be succesfully applied
to fine-grained and strict constraints such as imposing precise rhyme and meter.
Additionally, ours is the first fully unsupervised neural poetry generator capable of
respecting strict rhyme and meter patterns, and thanks to our use of control codes
it does not need to resort to tricks common in previous systems, such as generating
lines right-to-left. This contribution is the result of the L1.3 research line.

• Finally, we introduce CombLM, a general approach for adapting black-box language
models to new domains and tasks. While our previous work in this thesis focused
on unsupervised methods for controlling individual attributes, here we switch focus
to a supervised general approach for adapting models to new domains and
tasks. We focus on the scenario where the internal workings of the model
are not available and fine-tuning the parameters is not an option, which
renders common adaptation approaches unusable, as they all depend on fine-tuning
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of or access to model weights. This scenario is becoming increasingly common,
as regular fine-tuning of modern state-of-the-art language models is intractable
for most researchers, either due to prohibitive computational cost, or black-box
models accessible only through APIs. Our approach instead proposes to leave the
original model untouched, and instead fine-tune a small expert model on
the desired new domain or task. Then, the original black-box generalist model and
the small expert are combined at the output probability level through a learned
combination function, to obtain a new adapted model. We validate our approach
on three domain adaptation tasks and one machine translation task, showing that
the adapted model outperforms either of the original ones by a significant margin.
CombLM is the product of the L2 research line.

Regarding publications, the work done in this thesis has produced four papers
accepted at top international conferences, two in ACL (Ormazabal et al., 2021, 2022b),
and another two in EMNLP (Ormazabal et al., 2022a, 2023) (one of them accepted in
Findings). Additionally, some of the work done during the development of PoeLM has
contributed to a paper accepted in EPIA 2023 (Agirrezabal et al., 2023).

Additionally, we have made code and models publicly available for several of the
developed methods.1 2

The field of NLP has undergone rapid evolution during the development of this thesis,
and we have seen popular approaches and architectures virtually disappear and be
replaced by new ones. The architectures and tasks to which we have applied our methods
have changed accordingly. One of the key factors in the success of modern models is their
scale, with hundreds or thousands of accelerators used for months to train them. At the
beginning of this thesis, the largest known NLP model was the then recently released
GPT-3 model, trained with 175B parameters on 300B tokens, for a total approximate
FLOP count of 3.11023.3 (Narayanan et al., 2021). While already enormous in scale,
the GPT-3 model’s scale pales in comparison with that of models currently openly
available such as Falcon-180B, trained with 180B parameters on 3.5T tokens, for a total
approximate FLOP count of 3.71024, and current closed models are believed to be even
larger in scale. Given this trend in scaling, we believe our work on efficient adaptation of
black-box language models in the L2 research line is particularly relevant, as it allows for
adaptation either when not enough compute for fine-tuning a large model is available, as
is the case for most non-industry actors, or when access to model internals is impossible.
In the future, we would be interested in further exploring methods for adaptation of
models when regular fine-tuning is not practical due to intractable scale.

1https://github.com/aitorormazabal/paraphrasingfromparallel
2https://github.com/aitorormazabal/poetry_generation
3FLOPs stand for total floating-point operations used during the training of a model, and a commonly

used formula for estimating it is C = 6ND, where C is the total compute in FLOPs, N is the number
of parameters, and D is the amount of training tokens
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Glossary

arreta-gurutzatu cross-attention

arreta-mekanismo attention mechanism

atzera-pasaldi backward pass

aurre-entrenatu pre-trained

aurrera-pasaldi forward pass

auto-arreta self-attention

autogainbegiratua self-supervised

autoikasketa self-learning

autokodetzaile autoencoder

autokodetzaile bariazional variational autoencoder

autokodetze autoencoding

azpilaginketa sub-sampling

azpisekuentzia subsequence

fintze fine-tuning

gradiente desagerkorren arazoa vanishing gradient problem

hipotesi distribuzionala distributional hypothesis
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Glossary

hitz-bektore word embedding

hurrengo hitz aurresate next word prediction

ikasketa antagoniko adversarial learning

ikasketa-helburu loss function

informazio-mugatzearen teknika information bottleneck method

kodetzaile-deskodetzaile encoder-decoder

neurona-sare neural network

neurona-sare errepikari recurrent neural network

produktu eskalar egokitua scaled dot product

rango-baxuko berparametrizazioa low-rank reparametrization

transferentzia-ikasketa transfer learning
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Abstract

Recent research on cross-lingual word embed-
dings has been dominated by unsupervised
mapping approaches that align monolingual
embeddings. Such methods critically rely
on those embeddings having a similar struc-
ture, but it was recently shown that the sepa-
rate training in different languages causes de-
partures from this assumption. In this pa-
per, we propose an alternative approach that
does not have this limitation, while requiring
a weak seed dictionary (e.g., a list of identical
words) as the only form of supervision. Rather
than aligning two fixed embedding spaces, our
method works by fixing the target language
embeddings, and learning a new set of embed-
dings for the source language that are aligned
with them. To that end, we use an exten-
sion of skip-gram that leverages translated con-
text words as anchor points, and incorporates
self-learning and iterative restarts to reduce
the dependency on the initial dictionary. Our
approach outperforms conventional mapping
methods on bilingual lexicon induction, and
obtains competitive results in the downstream
XNLI task.

1 Introduction

Cross-lingual word embeddings (CLWEs) repre-
sent words from two or more languages in a shared
space, so that semantically similar words in dif-
ferent languages are close to each other. Early
work focused on jointly learning CLWEs in two
languages, relying on a strong cross-lingual su-
pervision in the form of parallel corpora (Luong
et al., 2015; Gouws et al., 2015) or bilingual dic-
tionaries (Gouws and Søgaard, 2015; Duong et al.,
2016). However, these approaches were later su-
perseded by offline mapping methods, which sepa-
rately train word embeddings in different languages
and align them in an unsupervised manner through
self-learning (Artetxe et al., 2018; Hoshen and

Wolf, 2018) or adversarial training (Zhang et al.,
2017; Conneau et al., 2018a).

Despite the advantage of not requiring any paral-
lel resources, mapping methods critically rely on
the underlying embeddings having a similar struc-
ture, which is known as the isometry assumption.
Several authors have observed that this assumption
does not generally hold, severely hindering the per-
formance of these methods (Søgaard et al., 2018;
Nakashole and Flauger, 2018; Patra et al., 2019). In
later work, Ormazabal et al. (2019) showed that this
issue arises from trying to align separately trained
embeddings, as joint learning methods are not sus-
ceptible to it.

In this paper, we propose an alternative approach
that does not have this limitation, but can still work
without any parallel resources. The core idea of
our method is to fix the target language embed-
dings, and learn aligned embeddings for the source
language from scratch. This prevents structural
mismatches that result from independently training
embeddings in different languages, as the learning
of the source embeddings is tailored to each partic-
ular set of target embeddings. For that purpose, we
use an extension of skip-gram that leverages trans-
lated context words as anchor points. So as to trans-
late the context words, we start with a weak initial
dictionary, which is iteratively improved through
self-learning, and we further incorporate a restart-
ing procedure to make our method more robust.
Thanks to this, our approach can effectively work
without any human-crafted bilingual resources, re-
lying on simple heuristics (automatically generated
lists of numerals or identical words) or an existing
unsupervised mapping method to build the initial
dictionary. Our experiments confirm the effective-
ness of our approach, outperforming previous map-
ping methods on bilingual dictionary induction and
obtaining competitive results on zero-shot cross-
lingual transfer learning on XNLI.

A.1 Ormazabal et al. (ACL 2021)
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2 Related work

Word embeddings. Embedding methods learn
static word representations based on co-occurrence
statistics from a corpus. Most approaches use two
different matrices to represent the words and the
contexts, which are known as the input and output
vectors, respectively (Mikolov et al., 2013; Pen-
nington et al., 2014; Bojanowski et al., 2017). The
output vectors play an auxiliary role, being dis-
carded after training. Our method takes advantage
of this fact, leveraging translated output vectors as
anchor points to learn cross-lingual embeddings.
To that end, we build on the Skip-Gram with Neg-
ative Sampling (SGNS) algorithm (Mikolov et al.,
2013), which trains a binary classifier to distinguish
whether each output word co-occurs with the given
input word in the training corpus or was instead
sampled from a noise distribution.

Mapping CLWE methods. Offline mapping
methods separately train word embeddings for each
language, and then learn a mapping to align them
into a shared space. Most of these methods align
the embeddings through a linear map—often en-
forcing orthogonality constraints—and, as such,
they rely on the assumption that the geometric
structure of the separately learned embeddings is
similar. This assumption has been shown to fail
under unfavorable conditions, severely hindering
the performance of these methods (Søgaard et al.,
2018; Vulić et al., 2020). Existing attempts to mit-
igate this issue include learning non-linear maps
in a latent space (Mohiuddin et al., 2020), employ-
ing maps that are only locally linear (Nakashole,
2018), or learning a separate map for each word
(Glavaš and Vulić, 2020). However, all these meth-
ods are supervised, and have the same fundamental
limitation of aligning a set of separately trained
embeddings (Ormazabal et al., 2019).

Self-learning. While early mapping methods re-
lied on a bilingual dictionary to learn the align-
ment, this requirement was alleviated thanks to self-
learning, which iteratively re-induces the dictionary
during training. This enabled learning CLWEs in
a semi-supervised fashion starting from a weak
initial dictionary (Artetxe et al., 2017), or in a com-
pletely unsupervised manner when combined with
adversarial training (Conneau et al., 2018a) or ini-
tialization heuristics (Artetxe et al., 2018; Hoshen
and Wolf, 2018). Our proposed method also incor-
porates a self-learning procedure, showing that this

technique can also be effective with non-mapping
methods.

Joint CLWE methods. Before the populariza-
tion of offline mapping, most CLWE methods ex-
tended monolingual embedding algorithms by ei-
ther incorporating an explicit cross-lingual term in
their learning objective, or directly replacing words
with their translation equivalents in the training
corpus. For that purpose, these methods relied on
some form of cross-lingual supervision, ranging
from bilingual dictionaries (Gouws and Søgaard,
2015; Duong et al., 2016) to parallel or document-
aligned corpora (Luong et al., 2015; Gouws et al.,
2015; Vulić and Moens, 2016). More recently,
Lample et al. (2018) reported positive results learn-
ing regular word embeddings over concatenated
monolingual corpora in different languages, rely-
ing on identical words as anchor points. Wang
et al. (2019) further improved this approach by ap-
plying a conventional mapping method afterwards.
As shown later in our experiments, our approach
outperforms theirs by a large margin.

Freezing. Artetxe et al. (2020) showed that it is
possible to transfer an English transformer to a new
language by freezing all the inner parameters of the
network and learning a new set of embeddings for
the new language through masked language mod-
eling. This works because the frozen transformer
parameters constrain the resulting representations
to be aligned with English. Similarly, our proposed
approach uses frozen output vectors in the target
language as anchor points to learn aligned embed-
dings in the source language.

3 Proposed method

Let xi and x̃i be the input and output vectors of
the ith word in the source language, and yj and
ỹj be their analogous in the target language.1 In
addition, let D be a bilingual dictionary, where
D(i) = j denotes that the ith word in the source
language is translated as the jth word in the target
language. Our approach first learns the target lan-
guage embeddings {yi} and {ỹi} monolingually
using regular SGNS. Having done that, we learn
the source language embeddings {xi} and {x̃i},
constraining them to be aligned with the target
language embeddings according to the dictionary
D. For that purpose, we propose an extension of

1Recall that {x̃i} and {ỹj} are auxiliary, and the goal is
to learn aligned {xi} and {yj} (see §2).

A Appendix
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Algorithm 1 Proposed method
Input: D (dictionary), Csrc (src corpus), Ctgt (tgt corpus)
Output: {xi}, {yi} (aligned src and tgt embs)
Hparams: T (updates), R (restarts), K (re-inductions)
1: {yi}, {ỹi} ← SGNS(Ctgt) ⊲ learn target embedings
2: for r ← 1 to R do ⊲ iterative restart (§3.3)
3: {xi}, {x̃i} ← RANDOM INIT()
4: for it← 1 to T do
5: (wi, wj)← NEXT INSTANCE(Csrc)
6: BACKPROP(L(wi, wj)) ⊲ core method (§3.1)
7: if it mod (T/K) = 0 then ⊲ self-learn (§3.2)
8: D ← REINDUCE({xi}, {yi})
9: end if

10: end for
11: end for

SGNS that replaces the output vectors in the source
language with their translation equivalents in the
target language, which act as anchor points (§3.1).
So as to make our method more robust to a weak
initial dictionary, we incorporate a self-learning
procedure that re-estimates the dictionary during
training (§3.2), and perform iterative restarts (§3.3).
Algorithm 1 summarizes our method.

3.1 SGNS with cross-lingual anchoring
Given a pair of words (wi, wj) co-occurring in the
source language corpus, we define a generalized
SGNS objective as follows:

L(wi, wj) = log σ (xwi · ctx(wj))+

k∑

i=1

Ewn∼Pn(w) [log σ (−xwi · ctx(wn))]

where k is the number of negative samples, Pn(w)
is the noise distribution, and ctx(wt) is a function
that returns the output vector to be used for wt. In
regular SGNS, this function would simply return
the output vector of the corresponding word, so that
ctx(wt) = x̃wt . In contrast, our approach replaces
it with its counterpart in the target language if wt

is in the dictionary:

ctx(wt) =

{
ỹD(wt) if wt ∈ D

x̃wt otherwise

During training, the replaced vectors {ỹi} are
kept frozen, acting as anchor points so that the
resulting embeddings {xi} are aligned with their
counterparts {yi} in the target language.

3.2 Self-learning
As shown later in our experiments, the performance
of our basic method is largely dependent on the
quality of the bilingual dictionary itself. However,

this is not different for conventional mapping meth-
ods, which also rely on a bilingual dictionary to
align separately trained embeddings in different
languages. So as to overcome this issue, modern
mapping approaches rely on self-learning, which
alternates between aligning the embeddings and
re-inducing the dictionary in an iterative fashion
(Artetxe et al., 2017).

We adopt a similar strategy, and re-induce the
dictionary D a total of K times during training,
where K is a hyperparameter. To that end, we first
obtain the translations for each source word using
CSLS retrieval (Conneau et al., 2018a):

D(i) = argmax
j

CSLS(xi,yj)

Having done that, we discard all entries that do
not satisfy the following cyclic consistency condi-
tion:2

i ∈ D ⇐⇒
i = argmax

k
cos

(
xk,yargmaxj cos(xi,yj)

)

3.3 Iterative restarts
While self-learning is able to improve a weak ini-
tial dictionary throughout training, the method is
still susceptible to poor local optima. This can be
further exacerbated by the learning rate decay com-
monly used with SGNS, which makes it increas-
ingly difficult to recover from a poor solution as
training progresses. So as to overcome this issue,
we sequentially run the entire SGNS training R
times, where R is a hyperparameter of the method.
We use the output from the previous run as the ini-
tial dictionary, but all the other parameters are reset
and the full training process is run from scratch.

4 Experimental setup

We next describe the systems explored in our ex-
periments (§4.1), the data and procedure used to
train them (§4.2), and the evaluation tasks (§4.3).

4.1 Systems
We compare 3 model families in our experiments:

Offline mapping. This approach learns mono-
lingual embeddings in each of the languages sepa-
rately, which are then mapped into a common space

2We define our cyclic consistency condition over cosine
similarity, which we found to be more restrictive than CSLS
(in that it discards more entries) and work better in our prelim-
inary experiments.

A.1 Ormazabal et al. (ACL 2021)
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en de es fr fi ru zh

Tokens 2,390 860 601 724 91 498 234
Sentences 101 42 22 28 6 25 10

Table 1: Size of the training corpora (millions).

through a linear transformation. We experiment
with 3 popular methods from the literature: MUSE
(Conneau et al., 2018a), ICP (Hoshen and Wolf,
2018) and VecMap (Artetxe et al., 2018). We use
the original implementation of each method in their
unsupervised mode with default hyperparameters.

Joint learning + offline mapping. This ap-
proach jointly learns word embeddings for two
languages over their concatenated monolingual cor-
pora, where identical words act as anchor points
(Lample et al., 2018). Having done that, the vo-
cabulary is partitioned into one shared and two lan-
guage specific subsets, which are further aligned
through an offline mapping method (Wang et al.,
2019). We use the joint align implementation from
the authors with default hyperparameters, which
relies on fastText for the joint learning step and
MUSE for the mapping step.3

Cross-lingual anchoring. Our proposed
method, described in Section 3. We explore 3 alter-
natives to obtain the initial dictionary: (i) identical
words, where Di = j if the ith source word and
the jth target word are identically spelled, (ii)
numerals, a subset of the former where identical
words are further restricted to be sequences of
digits, and (iii) unsupervised mapping, where
we use the baseline VecMap system described
above to induce the initial dictionary.4 The first
two variants make assumptions on the writing
system of different languages, which is usually
regarded as a weak form of supervision (Artetxe
et al., 2017; Søgaard et al., 2018), whereas the
latter is strictly unsupervised, yet dependant on an
additional system from a different family.

4.2 Data and training details

We learn CLWEs between English and six other
languages: German, Spanish, French, Finnish, Rus-
sian and Chinese. Following common practice, we

3The original implementation only supports the supervised
mode with RCSLS mapping, so we modified it to use MUSE
in the unsupervised setting as described in the original paper.

4We use CSLS retrieval and apply the cyclic consistency
restriction as described in Section 3.2.

de-en es-en fr-en fi-en ru-en zh-en

Identical 44.8 57.6 63.8 37.7 4.3 3.3
Numerals 1.4 1.6 1.6 2.4 1.1 0.2
Mapping 53.3 67.3 69.7 22.3 28.2 17.1

Table 2: Size of the initial dictionaries (thousands).

use Wikipedia as our training corpus,5 which we
preprocessed using standard Moses scripts, and re-
strict our vocabulary to the most frequent 200K
tokens per language. In the case of Chinese, word
segmentation was done using the Stanford Seg-
menter. Table 1 summarizes the statistics of the
resulting corpora, while Table 2 reports the sizes
of the initial dictionaries derived from it for our
proposed method.

For joint align, we directly run the official imple-
mentation over our tokenized corpus as described
above. All the other systems take monolingual em-
beddings as input, which we learn using the SGNS
implementation in word2vec.6 For our proposed
method, we set English as the target language, fix
the corresponding monolingual embeddings, and
learn aligned embeddings in the source language
using our extension of SGNS (§3).7 We set the
number of restarts R to 3, the number of reinduc-
tions per restart K to 50, and the number of epochs
to 10 #trg sents

#src sents , which makes sure that the source
language gets a similar number of updates to the
10 epochs done for English.8 For all the other
hyperparameters, we use the same values as for
the monolingual embeddings. We made all of our
development decisions based on preliminary exper-
iments on English-Finnish, without any systematic
hyperparameter exploration. Our implementation
runs on CPU, except for the dictionary reinduction
steps, which run on a single GPU for around one

5We extracted the corpus from the February 2019 dump
using the WikiExtractor tool.

6We use 10 negative samples, a sub-sampling threshold of
1e-5, 300 dimensions, and 10 epochs. Note that joint align
also learns 300-dimensional vectors, but runs fastText with
default hyperparameters under the hood.

7In our preliminary experiments, we observed our pro-
posed method to be quite sensitive to which language is the
source and which one is the target. We find the language with
the largest corpus to perform best as the target, presumably
because the corresponding monolingual embeddings are bet-
ter estimated, so it is more appropriate to fix them and learn
aligned embeddings for the other language. Following this
observation, we set English as the target language for all pairs,
as it is the language with the largest corpus.

8For a fair comparison, we also tried using the same num-
ber of epochs for the baseline systems, but this performed
worse than the reported numbers with 10 epochs.
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de-en es-en fr-en fi-en ru-en zh-en avg
→ ← → ← → ← → ← → ← → ←

OFFLINE MAPPING

MUSE (Conneau et al., 2018a) 72.9 74.8 83.5 83.0 81.7 82.3 0.3∗ 0.3∗ 0.0∗ 0.3∗ 39.5 30.9 45.8
ICP (Hoshen and Wolf, 2018) 73.9 75.1 82.5 83.2 80.5 82.3 0.3∗ 0.3∗ 59.5 46.1 0.1∗ 2.8∗ 48.9
VecMap (Artetxe et al., 2018) 74.5 76.6 83.5 83.3 82.7 83.0 61.9 45.1 65.7 49.0 42.4 33.4 65.1

JOINT LEARNING + OFFLINE MAPPING

Joint Align (Wang et al., 2019) 70.7 68.7 71.9 69.6 79.2 78.0 33.1 29.1 31.3 25.1 3.6∗ 18.4 48.2

CROSS-LINGUAL ANCHORING

Ours (identical init) 76.7 77.9 86.5 84.1 85.0 84.8 63.3 51.3 65.3 51.6 42.1 38.9 67.3
Ours (numeral init) 76.9 77.7 86.3 84.1 85.0 84.9 63.6 50.6 64.9 51.4 1.4∗ 4.9∗ 61.0
Ours (mapping init) 76.8 78.1 86.3 84.2 84.9 84.9 64.2 51.5 65.7 51.5 42.5 38.8 67.5

Table 3: Main BLI results on the MUSE dataset (P@1). Asterisks denote divergence (< 5% P@1).

hour in total.

4.3 Evaluation tasks
As described next, we evaluate our method on
two tasks: Bilingual Lexicon Induction (BLI) and
Cross-lingual Natural Language Inference (XNLI).

BLI. Following common practice, we induce a
bilingual dictionary through CSLS retrieval (Con-
neau et al., 2018a) for each set of cross-lingual
embeddings, and evaluate the precision at 1 (P@1)
with respect to the gold standard test dictionary
from the MUSE dataset (Conneau et al., 2018a).
For the few out-of-vocabulary source words, we
revert to copying as a back-off strategy,9 so our
reported numbers are directly comparable to prior
work in terms of coverage.

XNLI. We train an English natural language in-
ference model on MultiNLI (Williams et al., 2018),
and evaluate the zero-shot cross-lingual transfer
performance on the XNLI test set (Conneau et al.,
2018b) for the subset of our languages covered by it.
To that end, we follow Glavaš et al. (2019) and train
an Enhanced Sequential Inference Model (ESIM)
on top of our original English embeddings, which
are kept frozen during training. At test time, we
transfer into the rest of the languages by plugging
in the corresponding aligned embeddings. Note
that we use the exact same English model for our
proposed method and the baseline MUSE and ICP
systems,10 which only differ in the set of aligned

9This has a negligible impact in practice, as it accounts for
less than 1.4% of the test cases. Moreover, all of our systems
use the same underlying vocabulary, so they are affected in
the exact same way.

10This is possible because they all fix the target language
embeddings (English in this case) and align the embeddings

embeddings used for cross-lingual transfer. In con-
trast, VecMap and joint align also manipulate the
target English embeddings, which would require
training a separate model for each language pair,
so we decide to exclude them from this set of ex-
periments.11

5 Results

We next discuss our main results on BLI (§5.1) and
XNLI (§5.2), followed by our ablation study (§5.3)
and error analysis (§5.4) on BLI.

5.1 BLI

Table 3 comprises our main BLI results. We ob-
serve that our method obtains the best results in
all directions (matched by VecMap in Russian-
English), outperforming the strongest baseline by
2.4 points on average for the mapping based initial-
ization. Our improvements are more pronounced in
the backward direction (3.1 points on average) but
still substantial in the forward direction (1.7 points
on average).

It is worth noting that some systems fail to con-
verge to a good solution for the most challeng-
ing language pairs. This includes our proposed
method in the case of Chinese-English when using
the numeral-based initialization, which we attribute
to the smaller size of the initial dictionary (only 244
entries, see Table 2). Other than that, we observe
that our approach obtains very similar results re-
gardless of the initial dictionary. Quite remarkably,

in the source language with them, either through mapping
(MUSE, ICP) or learning from scratch (ours).

11In addition to the computational overhead, having sepa-
rate models introduces some variance, while our comparison
is more direct.
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de-en es-en fr-en ru-en avg
→ ← → ← → ← → ←

Conneau et al. (2018a) 72.2 74.0 83.3 81.7 82.1 82.3 59.1 44.0 72.3
Hoshen and Wolf (2018) 73.0 74.7 84.1 82.1 82.9 82.3 61.8 47.5 73.6
Grave et al. (2018) 73.3 75.4 84.1 82.8 82.9 82.6 59.1 43.7 73.0
Alvarez-Melis and Jaakkola (2018) 72.8 71.9 80.4 81.7 78.9 81.3 43.7 45.1 69.5
Yang et al. (2018) 70.3 71.5 79.3 79.9 78.9 78.4 - - -
Mukherjee et al. (2018) - - 79.2 84.5 - - - - -
Alvarez-Melis et al. (2018) 71.1 73.8 81.8 81.3 81.6 82.9 55.4 41.7 71.2
Xu et al. (2018) 67.0 69.3 77.8 79.5 75.5 77.9 - - -
Wang et al. (2019) 72.2 74.2 84.2 81.4 83.6 82.8 58.3 45.0 72.7
Zhou et al. (2019) 74.4 77.2 84.9 82.8 83.5 83.1 63.6 49.2 74.8
Li et al. (2020) 74.3 75.3 84.6 82.4 83.7 82.6 - - -

Ours (mapping init) 76.8 78.1 86.3 84.2 84.9 84.9 65.7 51.5 76.6

Table 4: BLI results on MUSE dataset in comparison with prior published results (P@1). All systems are fully
unsupervised (except that of Zhou et al. (2019), which uses identical words as a seed dictionary), and use SGNS
embeddings trained on Wikipedia.

en de es fr ru zh

MUSE 73.9 65.0 68.1 67.9 39.1∗ 61.4
ICP 73.9 62.2 64.2 65.7 59.4 36.1∗

Ours (identical init) 73.9 65.0 68.7 67.1 63.5 49.8
Ours (numeral init) 73.9 65.0 68.6 67.1 63.3 34.9∗

Ours (mapping init) 73.9 65.1 68.6 67.0 63.5 49.4

Table 5: XNLI results (accuracy). Asterisks denote di-
vergence (< 5% P@1 in BLI).

the variant using VecMap for initialization (map-
ping init) is substantially stronger than VecMap
itself despite not using any additional training sig-
nal.

So as to put our results into perspective, Table 4
compares them to previous numbers reported in the
literature. Note that the numbers are comparable in
terms of coverage and all systems use Wikipedia
as the training corpus, although they might differ
on the specific dump used and the preprocessing
details.12 As it can be seen, our approach obtains
the best results by a substantial margin.13

5.2 XNLI

We report our XNLI results in Table 5. We observe
that our method is competitive with the baseline

12In particular, most mapping methods use the official
Wikipedia embeddings from fastText. Unfortunately, the pre-
processed corpus used to train these embeddings is not public,
so works that explore other approaches, like ours, need to use
their own pre-processed copy of Wikipedia.

13Artetxe et al. (2019) report even stronger results based on
unsupervised machine translation instead of direct retrieval
with CLWEs. Note, however, that their method still relies on
cross-lingual embeddings to build the underlying phrase-table,
so our improvements should be largely orthogonal to theirs.

Basic method (identical init) 53.9
+ self-learning 66.9

+ iterative restarts 67.3

Basic method (numeral init) 2.6
+ self-learning 53.9

+ iterative restarts 61.0

Basic method (mapping init) 67.5
+ self-learning 67.5

+ iterative restarts 67.5

Table 6: Ablation results on BLI (average P@1)

mapping systems, achieving the best results on 3
out of the 5 transfer languages by a small margin.
Nevertheless, it significantly lags behind MUSE
on Chinese, even if the exact same set of cross-
lingual embeddings performed better than MUSE
at BLI. While striking, similar discrepancies be-
tween BLI and XNLI performance where also ob-
served in previous studies (Glavaš et al., 2019).
Finally, we observe that the initial dictionary has
a negligible impact in the performance of our pro-
posed method, which supports the idea that our
approach converges to a similar solution given any
reasonable initialization.

5.3 Ablation study

So as to understand the role of self-learning and
the iterative restarts in our approach, we perform
an ablation study and report our results in Table 6.
We observe that the contribution of these compo-
nents is greatly dependant on the initial dictionary.
For the numeral initialization, the basic method
works poorly, and both extensions bring large im-
provements. In contrast, the identical initialization
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Figure 1: Finnish-English learning curves (BLI P@1). The iterative restarts happen at the vertical lines.

does not benefit from iterative restarts, but self-
learning still plays a major role. In the case of
the mapping-based initialization, the basic method
is already very competitive. This suggests that
both the self-learning and the iterative restarts are
helpful to make the method more robust to a weak
initialization, and have a minor impact otherwise.

In order to better understand the underlying
learning dynamics, we analyze the learning curves
for Finnish-English in Figure 1. We observe that,
when the initial dictionary is strong, our method
surpasses the baseline and stabilizes early. In con-
trast, convergence is much slower when using the
weak numeral-based initialization, and the iterative
restarts are critical to escape poor local optima.

5.4 Error analysis

So as to better understand where our improvements
in BLI are coming from, we perform an error anal-
ysis on the Spanish-English direction. To that end,
we manually inspect the 69 instances for which our
method (with mapping-based initialization) pro-
duced a correct translation while VecMap failed
according to the gold standard, as well as the 26
instances for which the opposite was true. We then
categorize these errors into several types, which are
summarized in Table 7.

We observe that, in 52.6% of the 95 analyzed
instances, the translation produced by our method
is identical to the source word, while this percent-
age goes down to 4.2% for VecMap. This tendency
of our approach to copy its input is striking, as the
model has no notion about the words being iden-
tically spelled.14 A large portion of these cases

14The variants of our system with identical or numeral
initialization do indirectly see this signal, but the one analyzed
here is initialized with the VecMap mapping.

correspond to named entities, where copying is the
right behavior, while VecMap outputs a different
proper noun. There are also some instances where
the input word is in the target language,15 which
can be considered an artifact of the dataset, but
copying also seems the most reasonable behavior
in these cases. Finally, there are also a few cases
where the input word is present in the target vocab-
ulary, which is selected by our method and counted
as an error. Once again, we consider these to be
an artifact of the dataset, as copying seems a rea-
sonable choice if the input word is considered to
be part of the target language vocabulary. The re-
maining cases where neither method copies mostly
correspond to common errors, where one of the sys-
tems (most often VecMap) outputs a semantically
related but incorrect translation. However, there
are also a few instances where both translations
are correct, but one of them is missing in the gold
standard.

With the aim to understand the impact of identi-
cal words in our original results, we re-evaluated
the systems using a filtered version of the MUSE
gold standard dictionaries, where we removed all
source words that were included in the set of can-
didate translations. In order to be fair, we filtered
out identical words from the output of the system,
reverting to the second highest-ranked translation
whenever the first one is identical to the source
word. The results for the strongest system in each
family are shown in Table 8. Even if the mar-
gin of improvement is reduced compared to Table
3, the best results are still obtained by our pro-
posed method, bringing an average improvement

15English words will often appear in other languages as part
of named entities (e.g., “pink” as part of “Pink Floyd”), which
explains the presence of such words in the Spanish vocabulary.
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Examples

Gold standard Type Cases Source VecMap Ours

Ours right
–

VecMap wrong

Common errors 30.5% derrotas victories defeats
campeona medalist champion

Named entity, ours copies 21.1% philadelphia pittsburgh philadelphia
susana beatriz susana

EN word in ES vocab, ours copies 15.8% pink tangerine pink
space sci space

Gap in gold standard 5.3% adecuada appropriate adequate
marquesa marchioness marquise

VecMap right
–

Ours wrong

Common errors 15.8% conservadores conservatives liberals
noveno ninth tenth

ES word in EN vocab, ours copies 7.4% calzada roadway calzada
cantera quarry cantera

Gap in gold standard 4.2% ferroviario railway rail
situados situated positioned

Table 7: BLI error analysis on Spanish-English. See Section 5.4 for details.

de-en es-en fr-en fi-en ru-en zh-en avg
→ ← → ← → ← → ← → ← → ←

VecMap (Artetxe et al., 2018) 68.3 70.2 85.1 79.4 80.8 78.1 58.4 38.9 66.1 48.6 45.0 34.5 62.8
Joint Align (Wang et al., 2019) 57.0 53.3 63.0 57.4 70.2 64.4 4.0∗ 0.7∗ 31.3 22.4 3.5∗ 0.9∗ 35.7

Ours (identical init) 68.9 72.2 86.0 80.7 81.5 80.0 54.0 41.0 65.7 50.9 44.6 38.1 63.6
Ours (mapping init) 68.9 72.3 85.8 80.8 81.4 80.2 55.4 41.6 66.1 51.0 45.1 37.9 63.9

Table 8: BLI results on MUSE with identical words removed (P@1). Asterisks denote divergence (< 5% P@1).

of 1.1 points. It is also worth noting that joint align,
which shares a portion of the vocabulary for both
languages (and will thus translate all words in the
shared vocabulary identically), suffers a large drop
in performance. This highlights the importance
of accompanying quantitative BLI evaluation with
an error analysis as urged by previous studies (Ke-
mentchedjhieva et al., 2019).

6 Conclusions and future work

Our approach for learning CLWEs addresses the
main limitations of both offline mapping and joint
learning methods. Different from mapping ap-
proaches, it does not suffer from structural mis-
matches arising from independently training em-
beddings in different languages, as it works by
constraining the learning of the source embeddings
so they are aligned with the target ones. At the
same time, unlike previous joint methods, our sys-
tem can work without any parallel resources, re-
lying on numerals, identical words or an existing
mapping method for the initialization. We achieve
this by combining cross-lingual anchoring with

self-learning and iterative restarts. While recent re-
search on CLWEs has been dominated by mapping
approaches, our work shows that the fundamental
techniques that popularized these methods (e.g.,
the use of self-learning to relax the need for cross-
lingual supervision) can also be effective beyond
this paradigm.

Despite its simplicity, our experiments on BLI
show the superiority of our method when com-
pared to previous mapping systems. We comple-
ment these results with additional experiments on
a downstream task, where our method obtains com-
petitive results, as well as an ablation study and a
systematic error analysis. We identify a striking
tendency of our method to translate words identi-
cally, even if it has no notion of the words being
identically spelled. Thanks to this, our method
is particularly strong at translating named entities,
but we show that our improvements are not lim-
ited to this phenomenon. These insights confirm
the value of accompanying quantitative results on
BLI with qualitative evaluation (Kementchedjhieva
et al., 2019) and/or other tasks (Glavaš et al., 2019).
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In the future, we would like to further explore
CLWE methods that go beyond the currently dom-
inant mapping paradigm. In particular, we would
like to remove the requirement of a seed dictio-
nary altogether by using adversarial learning, and
explore more elaborated context translation and
dictionary re-induction schemes.
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Ivan Vulić, Sebastian Ruder, and Anders Søgaard.
2020. Are all good word vector spaces isomorphic?
In Proceedings of the 2020 Conference on Empirical
Methods in Natural Language Processing (EMNLP),
pages 3178–3192, Online. Association for Computa-
tional Linguistics.

Zirui Wang, Jiateng Xie, Ruochen Xu, Yiming Yang,
Graham Neubig, and Jaime Carbonell. 2019. Cross-
lingual alignment vs joint training: A compara-
tive study and a simple unified framework. arXiv
preprint arXiv:1910.04708.

Adina Williams, Nikita Nangia, and Samuel Bowman.
2018. A broad-coverage challenge corpus for sen-
tence understanding through inference. In Proceed-
ings of the 2018 Conference of the North American
Chapter of the Association for Computational Lin-
guistics: Human Language Technologies, Volume
1 (Long Papers), pages 1112–1122, New Orleans,
Louisiana. Association for Computational Linguis-
tics.

A Appendix

68



6489

Ruochen Xu, Yiming Yang, Naoki Otani, and Yuexin
Wu. 2018. Unsupervised cross-lingual transfer of
word embedding spaces. In Proceedings of the 2018
Conference on Empirical Methods in Natural Lan-
guage Processing, pages 2465–2474, Brussels, Bel-
gium. Association for Computational Linguistics.

Pengcheng Yang, Fuli Luo, Shuangzhi Wu, Jingjing
Xu, Dongdong Zhang, and Xu Sun. 2018. Learning
unsupervised word mapping by maximizing mean
discrepancy. arXiv preprint arXiv:1811.00275.

Meng Zhang, Yang Liu, Huanbo Luan, and Maosong
Sun. 2017. Adversarial training for unsupervised
bilingual lexicon induction. In Proceedings of the
55th Annual Meeting of the Association for Com-
putational Linguistics (Volume 1: Long Papers),
pages 1959–1970, Vancouver, Canada. Association
for Computational Linguistics.

Chunting Zhou, Xuezhe Ma, Di Wang, and Graham
Neubig. 2019. Density matching for bilingual word
embedding. In Proceedings of the 2019 Conference
of the North American Chapter of the Association
for Computational Linguistics: Human Language
Technologies, Volume 1 (Long and Short Papers),
pages 1588–1598, Minneapolis, Minnesota. Associ-
ation for Computational Linguistics.

A.1 Ormazabal et al. (ACL 2021)

69





Proceedings of the 60th Annual Meeting of the Association for Computational Linguistics
Volume 1: Long Papers, pages 1621 - 1638

May 22-27, 2022 c©2022 Association for Computational Linguistics

Principled Paraphrase Generation with Parallel Corpora

Aitor Ormazabal1, Mikel Artetxe2, Aitor Soroa1, Gorka Labaka1, Eneko Agirre1
1HiTZ Center, University of the Basque Country (UPV/EHU)

2Meta AI
{aitor.ormazabal,a.soroa,gorka.labaka,e.agirre}@ehu.eus

artetxe@fb.com

Abstract
Round-trip Machine Translation (MT) is a pop-
ular choice for paraphrase generation, which
leverages readily available parallel corpora for
supervision. In this paper, we formalize the
implicit similarity function induced by this ap-
proach, and show that it is susceptible to non-
paraphrase pairs sharing a single ambiguous
translation. Based on these insights, we design
an alternative similarity metric that mitigates
this issue by requiring the entire translation
distribution to match, and implement a relax-
ation of it through the Information Bottleneck
method. Our approach incorporates an adver-
sarial term into MT training in order to learn
representations that encode as much informa-
tion about the reference translation as possible,
while keeping as little information about the
input as possible. Paraphrases can be generated
by decoding back to the source from this rep-
resentation, without having to generate pivot
translations. In addition to being more prin-
cipled and efficient than round-trip MT, our
approach offers an adjustable parameter to con-
trol the fidelity-diversity trade-off, and obtains
better results in our experiments.

1 Introduction

Paraphrase generation aims to generate alternative
surface forms expressing the same semantic content
as the original text (Madnani and Dorr, 2010), with
applications in language understanding and data
augmentation (Zhou and Bhat, 2021). One popular
approach is to use an MT system to translate the
input text into a pivot language and back (Wiet-
ing and Gimpel, 2018; Mallinson et al., 2017; Roy
and Grangier, 2019). While it intuitively makes
sense that translating to another language and back
should keep the meaning of a sentence intact while
changing its surface form, it is not clear what ex-
actly would be considered a paraphrase by such a
system.

In this work, we show that the probability of a
paraphrase xp given a source sentence xs under a

en encoder

fr decoder en decoder

T(xs) representation

He will go to school

Il va aller à l'école

xs

y

He will attend school

ℒadv = 
      –log p(xs | T(xs))

ℒMT = 
      –log p(y | T(xs))

xp

inference

Figure 1: Proposed system. Given the input xs, we aim
to learn a representation T (xs) that encodes as much
information as possible about it’s reference translation
y (ensuring that the meaning is preserved), and as lit-
tle information as possible about xs itself (ensuring
that surface information is removed). We achieve this
through adversarial learning, where the encoder mini-
mizes λLMT − (1− λ)Ladv and the two decoders min-
imize LMT and Ladv . At inference time, we couple the
English encoder and decoder to generate a paraphrase
xp which, being conditioned on T (x), will preserve the
meaning of xs but use a different surface form.

round-trip MT system can be naturally decomposed
as P (xp|xs) = P (xp)S(xp, xs), where S is a sym-
metric similarity metric over the paraphrase space
and P (xp) the probability of xp. We argue that this
similarity function is not appropriate in the general
case, as it can assign a high score to sentence pairs
that share an ambiguous translation despite not be-
ing paraphrases of each other. This phenomenon
is illustrated in Figure 2, where xs and xp share a
confounding translation without gender marker.

So as to address this issue, we design an alter-
native similarity function that requires the entire
translation distribution to match, and develop a re-
laxation of it through the Information Bottleneck
(IB) method. We implement this approach using
an adversarial learning system depicted in Figure 1.

1621

A.2 Ormazabal et al. (ACL 2022)

71



He will go to school

Él irá a la escuela

xs

yj

yi He will go to schoolxs

xp She will go to school

Irá a la escuela

Figure 2: Confounding translation problem in round-trip MT. “Irá a la escuela” does not mark the gender
of the subject due to ellipsis, and it is thus a valid translation of both “He will go to school” and “She will go to
school”. As a consequence, round-trip MT could generate “She will go to school” as a paraphrase of “He will go to
school”. Our approach mitigates this issue by requiring the full translation distribution to match.

Our model combines an encoder that, for a given
sentence, removes the information that is not rel-
evant to predict its translation, and a decoder that
reconstructs a paraphrase from this encoding. In
addition to being more principled, our approach is
more efficient than round-trip MT at inference, can
be tuned to favor fidelity or diversity, and achieves
a better trade-off between the two. Our code is
freely available 1.

2 Related Work

We next review the paraphrase generation litera-
ture (§2.1), and describe the information bottleneck
method (§2.2), which is the basis of our proposal.

2.1 Paraphrase generation
Early work on paraphrasing focused on retrieval
methods, either extracting plausible sentences from
large corpora for generation (Barzilay and McKe-
own, 2001; Bannard and Callison-Burch, 2005), or
identifying paraphrase pairs from weakly aligned
corpora to create paraphrase datasets (Coster and
Kauchak, 2011; Dolan et al., 2004). More recently,
neural approaches for paraphrase generation have
dominated the field. We classify these methods
according to the type of supervision they use.

Monolingual corpora. These systems are
trained in an unsupervised fashion using unlabeled
monolingual corpora. They usually employ
an information bottleneck, with the goal of
encoding semantic information in the latent space.
Approaches include Variational Autoencoders
(VAE) (Bowman et al., 2016), VAEs with Vector
Quantization (Roy and Grangier, 2019), and latent
bag-of-words models (Fu et al., 2019). Huang and
Chang (2021) disentangle semantic and syntactic
content in the latent space through a bag of words

1https://github.com/aitorormazabal/
paraphrasing-from-parallel

representation, which allows for syntactically
controllable generation.

Parallel corpora. These systems are trained on
pairs of parallel sentences in two languages. Most
of these methods are based on round-trip MT,
where a sentence is translated to a pivot language
and back in order to obtain a paraphrase. Hu et al.
(2019) add lexical constraints to the MT decoding
procedure to obtain better paraphrases. Mallinson
et al. (2017) generate not one but multiple pivot
sentences and use a fusion-in-decoder strategy.

Paraphrase corpora. These systems are trained
in a supervised manner over pairs or clusters of
paraphrases. When such data is available, training
a regular sequence-to-sequence model is a strong
baseline (Egonmwan and Chali, 2019). Kumar et al.
(2019) add submodular optimization to improve
paraphrase diversity. Some VAE-based methods
also leverage paraphrase clusters to learn a latent
representation that disentangles meaning and form
(Iyyer et al., 2018; Kumar et al., 2020; Hosking
and Lapata, 2021; Chen et al., 2019). Most of these
methods require a syntactic exemplar for genera-
tion, and assume that all surface forms are valid for
all sentences. Hosking and Lapata (2021) do away
with this assumption in the context of question para-
phrasing, predicting a valid syntactic embedding
from a discrete set at test time.

While it is paraphrase corpora that offers the
strongest supervision, such data is hard to obtain
and usually restricted to narrow domains like Quora
Question Pairs, WikiAnswers and Twitter (Hosking
and Lapata, 2021; Kumar et al., 2019; Egonmwan
and Chali, 2019). In contrast, parallel corpora is
widely available, while offering a stronger train-
ing signal than monolingual corpora. For that rea-
son, round-trip MT is a common choice when para-
phrases are needed for downstream tasks (Xie et al.,
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2020; Artetxe et al., 2020), as well as a common
baseline in the paraphrasing literature (Hosking
and Lapata, 2021; Roy and Grangier, 2019).2 Our
work focuses on this class of systems, identifying
the limitations of round-trip MT and proposing a
more principled alternative.

2.2 The Information Bottleneck Method
Given two random variables X,Y , the Information
Bottleneck (IB) method (Tishby et al., 1999) seeks
to learn a representation T (X) that minimizes the
Mutual Information (MI) between T and X , while
preserving a minimum MI between T and Y . That
is, the objective I(X,T ) s.t. I(T, Y ) ≥ γ is mini-
mized. Since the MI is usually impossible to calcu-
late exactly for neural representations, a common
approach is to use variational methods, that turn
the estimation problem into an optimization one.
This can be done by adding a neural decoder on
top of the representation, and training the entire
system end-to-end (Poole et al., 2019). This is the
approach we follow in this work.

3 Characterizing Round-trip MT

Let X be a random variable representing a se-
quence in the source language, and Y be a random
variable representing its translation into a pivot lan-
guage.3 Given an input sequence xs ∈ X , we can
use round-trip MT to generate a paraphrase xp ∈ X
by translating xs into the pivot language and back,
according to the forward and backward translation
models P (y|xs) and P (xp|y). As such, we can for-
mulate the probability of round-trip MT generating
a particular paraphrase xp by marginalizing over
the set of possible pivot translations:

P (xp|xs) =
∑
y∈Y

P (y|xs)P (xp|y) (1)

In what follows, we will characterize the para-
phrases produced by this approach, i.e. the prop-
erties that xp needs to meet in relation to xs for
P (xp|xs) to be high.4

2Round-trip MT has also been used to generate synthetic
paraphrase corpora (Wieting and Gimpel, 2018).

3For convenience, we will also use X and Y to refer to the
set of source and target language sequences, and abbreviate
probabilities of the form P (X = x) as P (x).

4Some round-trip MT systems do not consider all possible
translations into the pivot language, but only a subset of them
(Mallinson et al., 2017). In that case, the sum in Eq. 1 goes
over y ∈ {y1, ..., yK}, and we need to introduce a partition
Z =

∑
y∈{y1,...,yK} P (y|xs) to normalize the probabilities.

However, the fundamental analysis in this section still applies.
Refer to Appendix A for more details.

By applying Bayes’ rule, we can rewrite Eq. 1
as follows:

P (xp|xs) = P (xp)
∑
y∈Y

P (y|xs)P (y|xp)
P (y)︸ ︷︷ ︸

SMT (xp,xs)

(2)

The sum on the right hand side can be interpreted
as a symmetric similarity function, SMT (xp, xs) =

SMT (xs, xp) =
∑

y
P (y|xs)P (y|xp)

P (y) , which mea-
sures the likelihood of two sentences to be actual
paraphrases. The probability of xp given xs then
becomes P (xp|xs) = P (xp)SMT (xp, xs), which
is the similarity between xs and xp, weighted by
the marginal probability of xp.

But when are xs and xp considered similar ac-
cording to the above definition of SMT (xs, xp)? In-
tuitively, SMT is a measure of the overlap between
the conditional distributions that xs and xp induce
over Y . This will be highest when P (y|xs)P (y|xp)
is as large as possible for as many y as possible. At
the same time, P (y|xs)P (y|xp) will be high when
both P (y|xs) and P (y|xp) are high, that is, when
y is a probable translation of both xs and xp. This
captures the intuition that two sentences are similar
when they can be translated into the same text in
the pivot language.

But what if xs and xp have one particular high-
probability translation yj in common, but differ in
the rest? As illustrated in Figure 2, this can happen
when yj is ambiguous in the target language and
can mean both xs and xp, even if xs and xp are not
equivalent (e.g., when xs uses the masculine form,
xp the feminine form, and yj does not mark the gen-
der). In this case, the sum

∑
y

P (y|xs)P (y|xp)
P (y) will

be dominated by P (yj |xs)P (yj |xp)
P (yj)

, which will be
high when both P (yj |xs) and P (yj |xp) are high.

We can thus conclude that the implicit similarity
function underlying round-trip MT is flawed, as it
assigns a high score to a pair of sequences (xs, xp)
that have an ambiguous translation in common. As
a consequence, round-trip MT will generate xp as
a paraphrase of xs with a high probability, even if
the two sequences have a different meaning.

4 Principled Paraphrasing

As shown in the previous section, the implicit sim-
ilarity function induced by round-trip MT is not
adequate in the general case, as it assigns a high
score to pairs of sequences that share a single trans-
lation, despite differing in the rest. So as to address
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this, we can define an alternative similarity func-
tion that requires the entire translation distribution
to match:

S(xp, xs) =

{
1 P (y|xp) = P (y|xs)∀y ∈ Y

0 otherwise
(3)

and use it to replace SMT in Eq. 2 so that
P (xp|xs) ∝ P (xp)S(xp, xs). However, this defi-
nition is too strict, as it is virtually impossible that
P (y|xp) and P (y|xs) are exactly the same for all
y ∈ Y .5 In 4.1, we define a relaxation of it through
the IB method, which introduces an adjustable pa-
rameter β to control how much we deviate from it.
In 4.2, we characterize the paraphrases generated
by this approach, showing that they are less sus-
ceptible to the problem of confounding translations
described in the previous section.

4.1 IB-based relaxation

So as to implement the similarity function in Eq. 3,
we will use the IB method to learn an encoding T
for X such that the following holds:

S(xp, xs) =
P (xp|T (xs))
P (xp)Z(xs)

(4)

where Z(xs) is a normalizer that does not depend
on the paraphrase candidate xp.

As seen in §2.2, given a source variable X and
a target variable Y , the IB method seeks to find
an encoding T (X) that minimizes the MI with X
(maximizing compression), while preserving a cer-
tain amount of information about Y :

min
T

I(X,T ) s.t I(T, Y ) ≥ γ. (5)

This constrained minimization is achieved by in-
troducing a Lagrange multiplier β and minimizing

min
T

I(X,T )− βI(T, Y ). (6)

As β → ∞, all the information about Y is pre-
served and the IB method learns a minimal suffi-
cient statistic T , that is, an encoding that satisfies
I(T, Y ) = I(X,Y ) while achieving the lowest
I(T,X) possible. The following theorem states
that such a minimal sufficient statistic T induces
the similarity function in Eq. 3 (proof in Ap-
pendix C):

5One reason is that we use empirical estimates of P (y|xp)
and P (y|xs), which will deviate from the ground truth.

Theorem 1. Suppose the random variable X rep-
resents a sentence in the source language, Y repre-
sents its translation, and T is a minimal sufficient
statistic of X with respect to Y. Let xp and xs be
a pair of sentences in the source language. Then,
P (xp|T (xs)) = P (xp)

S(xp,xs)
Z(xs)

, where S is given
by Equation 3, and Z is a normalizing factor that
does not depend on xp.

Thus, as β → ∞ the IB method approximates
the similarity metric S. In practice, when β is set
to a fixed finite number, losing some information
about the target variable is allowed, and a relaxation
of the metric S is learned instead.

4.2 Characterizing IB-based paraphrasing
We will next analyze the relaxation of S induced by
the IB method. We will characterize what kind of
sentences are considered paraphrases by it, show-
ing that it is less susceptible to the problem of
confounding translations found in round-trip MT
(§3). Derivations for the results in this section, as
well as alternative bounds and broader discussion
can be found in Appendix B.

As seen in §4.1, we define paraphrase proba-
bilities given an encoding T as P (xp|T (xs)) =
P (X = xp|T (X) = T (xs)), which can only be
non-zero if T (xp) = T (xs). This means that the
encoding T will partition the source space into a
collection of paraphrase clusters according to its
value. Mathematically, given the equivalence re-
lation x1 ∼ x2 ⇐⇒ T (x1) = T (x2), only
sentence pairs within the same equivalence class
will have non-zero paraphrase probabilities. We
then have the following theorem:

Theorem 2. Suppose T is a solution of the IB opti-
mization problem minT I(X,T ) s.t I(T, Y ) ≥ γ,
and ϵ = I(X,Y ) − γ. If A is the partition on X
induced by T , we have:∑

A∈A
max

x1,x2∈A

P (x1)P (x2)

2(P (x1) + P (x2))

·D1(PY |x1
, PY |x2

)2 ≤ ϵ,

(7)

where D1 is the L1 norm distance.

It is easy to see that, when ϵ = 0, corresponding
to γ = I(X,Y ) and β → ∞, this forces all dis-
tances to be zero. In that case, only sentences with
identical translation distributions are considered
paraphrases, in accordance with Theorem 1.

In the general case, Theorem 2 states that the
L1 distance between the translation distributions of
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sentences that are considered paraphrases cannot be
high, as it will be bounded by a function of ϵ. While
the SMT metric in §3 can be dominated by a high-
probability term and effectively ignore differences
in probability for the less likely translations, the
L1 norm gives equal importance to differences in
probability for every translation candidate. Thanks
to this, the resulting system will be less susceptible
to the problem of confounding translations.

5 Proposed System

In this section, we describe a practical implementa-
tion of the IB-based paraphrasing approach defined
theoretically in §4.

As illustrated in Figure 1, our system can be seen
as an extension of a regular encoder-decoder MT
architecture with an additional adversarial decoder,
which is trained with an auto-encoding objective
to reconstruct the original sentence xs from the en-
coder representation T (xs). The encoder is trained
to minimize the cross-entropy loss of the MT de-
coder, while maximizing the loss of the adversarial
decoder. This way, the encoder is encouraged to
remove as much information about xs as possible,
while retaining the information that is necessary to
predict its reference translation y. Thanks to this,
T (xs) should capture the semantic content of xs
(which is relevant to predict y), without storing ad-
ditional surface information (which is not relevant
to predict y). Once the model is trained, the adver-
sarial decoder can be used to generate paraphrases
of xs from this representation T (xs).

This adversarial architecture can be interpreted
as an implementation of the IB method as follows.
Following Poole et al. (2019), we start by adding
a decoder q(y|t) on top of the encoder T (x), and
rewrite the I(T, Y ) term as:

I(T, Y ) = EP (y,t)

[
log

q(y|t)
P (y)

]
+ EP (t)[KL(P (y|t)||q(y|t))]

≥ EP (y,t)

[
log q(y|t)

]
+ h(Y ),

(8)

where equality will hold if q is the true conditional
distribution q(y|t) = P (y|t), and h is the differ-
ential entropy. If we parametrize T and q by a
neural network encoder-decoder architecture the

EP (y,t)

[
log q(y|t)

]
term in Eq. 8, can be rewrit-

ten as EP (y,x)

[
log q(y|T (x))

]
, which is precisely

the log likelihood of the data distribution of X,Y
given by P . In other words, by training the encoder-
decoder to maximize Eq. 8, we are implicitly max-
imizing the mutual information I(T, Y ).

Similarly, one can approximate

I(X,T ) ≥ EP (x,t)

[
log q(x|t)

]
+ h(X)

= EP (x)

[
log q(x|T (x))

]
+ h(X),

(9)

where equality will hold when q is the true con-
ditional distribution and q(x|T (x)) = P (x|T (x)).
Thus, given an ideal decoder q that perfectly ap-
proximates the conditional distributions q(x|T (x))
and q(y|T (x)), the IB minimization problem is
equivalent to minimizing

Ep(x)

[
log q(x|T (x))

]
− βEP (y,t)

[
log q(y|t)

]
= EP (x,y)

[
log q(x|T (x))− β log q(y|T (x))

]
.

(10)

In practice, we parametrize both the encoder T
and the decoder q with transformer neural net-
works, and learn them from a parallel corpus. Since
log q(y|T (x)) is a lower bound of I(T, Y )−h(Y ),
maximizing this term is theoretically sound. Mini-

mizing EP (x)

[
log q(x|T (x))

]
, on the other hand,

amounts to minimizing a lower bound, which,
while not as theoretically solid, is common prac-
tice in the variational optimization literature (Chen
et al., 2018; Kim and Mnih, 2018).

Finally, we reparametrize Eq. 10 by setting
λ = β

1+β to obtain the equivalent minimization
objective

L(T, q) = EP (x,y)[−λ log q(y|T (x))
+(1− λ) log q(x|T (x))] =

λLMT (T, q)− (1− λ)LAdv(T ),

(11)

where LMT is the regular MT loss of cross-entropy
with the translation target, and LAdv is the cross-
entropy with the source sentence (see Figure 1).6

We thus observe that the proposed adversarial train-
ing architecture approximates the IB method. The

6We make the adversarial term a function of T only in the
minimization objective, as the gradient from the adversarial
term is only propagated to the encoder. The adversarial de-
coder is independently trained to predict the source from the
encoded representation.
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setting β → ∞ corresponds to λ → 1, where the
optimal solution is a minimal sufficient statistic.

During training, the expectation in Eq. 11 is
approximated by sampling batches from the train-
ing data. Care must be taken when optimizing
the loss, as we do not want to propagate gra-
dients of the adversarial loss to the adversarial
decoder. If we did, a trivial way to minimize
(1 − λ) log q(x|T (x)) would be to make the de-
coder bad at recovering x, which would not en-
courage T (x) to encode as little information as
possible. To prevent this, we use a percentage
K of the batches to learn the adversarial decoder
log q(x|T (x)), where the encoder is kept frozen.
The rest of the batches are used to optimize the full
term −λ log q(y|T (x)) + (1 − λ) log q(x|T (x)),
but the gradients for the second term are only prop-
agated to the encoder.

6 Experimental Design

We experiment with the following systems:

• Proposed. Our system described in §5. We
share the weights between the MT decoder
and the adversarial decoder, indicating the lan-
guage that should be decoded through a spe-
cial language ID token. Unless otherwise indi-
cated, we use λ = 0.73 and K = 0.7, which
performed best in the development set.7

• Round-trip MT. A baseline that uses two
separate MT models to translate into a pivot
language and back (see §3).

• Copy. A baseline that copies the input text.

We use mBART (Liu et al., 2020) to initialize both
our proposed system and round-trip MT, and train
them using the same hyper-parameters as in the
original work.8 In both cases, we use the English-
French WMT14 dataset (Bojar et al., 2014) as our
parallel corpus for training.9 We report results for
two decoding strategies: beam search with a beam
size of 5, and top-10 sampling with a temperature
of 0.9 (optimized in the development set).10

7We performed a grid search, where λ ∈ {0.7, 0.73, 0.8}
and K ∈ {0.7, 0.8}, and chose the checkpoint with best
iBLEU with α = 0.7.

80.3 dropout, 0.2 label smoothing, 2500 warm-up steps,
3e− 5 maximum learning rate, and 100K total steps.

9We filter the dataset by removing sentence pairs with a
source/target length ratio that exceeds 1.5 or are longer than
250 words.

10In the case of round-trip MT, we always use beam search
to generate the pivot translation, and compare the two ap-
proaches to generate paraphrases from it.

Self-BLEU ↓ BLEU ↑ iBLEU ↑
Model (diversity) (fidelity) (combined)
Copy 100.0 23.0 -13.9
MT (beam) 51.1 18.8 -2.17
MT (sampling) 41.4 15.8 -1.36
Ours (beam) 33.0 15.5 0.95
Ours (sampling) 27.3 13.2 1.05
Human 18.1 19.8 8.43

Table 1: Results on the MTC dataset for three base-
lines (top rows), our two systems, and human perfor-
mance. ↓ smaller is better, ↑ larger is better.

We consider two axes when evaluating para-
phrases: fidelity (the extent to which the meaning
of the input text is preserved) and diversity (the
extent to which the surface form is changed). Fol-
lowing common practice, we use a corpus of gold
paraphrases to automatically measure these. More
concretely, given the source sentence s, the refer-
ence paraphrase r and the candidate paraphrase c,
we use BLEU(c, r) as a measure of fidelity, and
BLEU(c, s)—known as self-BLEU—as a measure
of diversity. An ideal paraphrase system would
give us a high BLEU, with as low a self-BLEU as
possible. Given that there is generally a tradeoff
between the two, we also report iBLEU = α BLEU
−(1−α) self-BLEU, which combines both metrics
into a single score (Mallinson et al., 2017). Follow-
ing Hosking and Lapata (2021), we set α = 0.7.

For development, we extracted 156 paraphrase
pairs from the STS Benchmark dataset (Cer et al.,
2017), taking sentence pairs with a similarity score
above 4.5. For our final evaluation, we used
the Multiple Translations Chinese (MTC) corpus
(Huang et al., 2002), which comprises three sources
of Chinese journalistic text translated into English
by multiple translation agencies. We extract the
translations of the first two agencies to obtain an
test set of 993 paraphrase pairs, where one is the
source and the other the reference paraphrase. The
third sentence if kept as an additional paraphrase
for estimating human performance.

7 Results

We next report our main results (§7.1), followed by
a qualitative analysis (§7.2).

7.1 Main results

We report our main results in Table 1. As it can
be seen, our proposed system outperforms all base-
lines in terms of iBLEU, indicating that it achieves
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Figure 3: Effect of varying the λ parameter on the
development set. BLEU in the vertical axis. The hori-
zontal self-BLEU axis is mirrored, so systems toward
the top right have the best trade-off between diversity
and fidelity.

a better trade-off between diversity and fidelity.
This advantage comes from a large improvement
in diversity as measured by self-BLEU, at a cost
of a small drop in fidelity as measured by BLEU.
Both for round-trip MT and our proposed system,
beam search does better than sampling in terms
of fidelity, at the cost of sacrificing in diversity.
Finally, the human reference scores show ample
room for improvement in both axes.

While our proposed system achieves the best
combined score, our results also show that different
approaches behave differently in terms of diversity
and fidelity. In practice, it would be desirable to
have a knob to control the trade-off between the
two, as one may want to favor diversity or fidelity
depending on the application. One additional ad-
vantage of our approach over round-trip MT is that
it offers an adjustable parameter λ to control the
trade-off between these two axes. So as to under-
stand the effect of this parameter, we tried different
values of it in the development set, and report the
resulting curve in Figure 3 together with the MT
baselines. BLEU and Self-BLEU scores of the
best checkpoints for each λ (0.7,0.73,0.8) and plot
the results together with the MT baselines for our
systems in Figure 3.

As expected, higher values of λ yield systems
that tend to copy more, being more faithful but less
diverse. Consistent with our test results, we find
that, for a given value of λ, beam search does bet-
ter than sampling in terms of fidelity, but worse in
terms of diversity, yet both decoding strategies can

0

20

40

60

80

Diversity Fidelity Fluency

MT Beam MT Samp Ours Beam Ours Samp

Figure 4: Human evaluation results (larger is better).
Refer to §7.2 for more details.

be adjusted to achieve a similar trade-off. More
importantly, we observe that both curves are above
round-trip MT, the gap being largest for the sam-
pling variant. We can thus conclude that our pro-
posed approach does better than round-trip MT for
a comparable trade-off between diversity and fi-
delity, while offering a knob to adjust this trade-off
as desired.

7.2 Qualitative analysis
So as to better understand the behavior of our ap-
proach in comparison with round-trip MT, we car-
ried out a human evaluation through Amazon Me-
chanical Turk. Following the setup of Hosking and
Lapata (2021), we sample 200 sentences from the
MTC corpus and generate a pair of paraphrases
for each of them, randomly choosing two systems
to generate them. We then ask human evaluators
to compare the two sentences according to three
criteria: diversity, fidelity and fluency. More de-
tails about the judging criteria can be found in Ap-
pendix D.

Figure 4 reports the percentage of head-to-head
comparisons that each system has won. The re-
sults that we obtain are consistent with the trends
observed in §7.1. More concretely, we observe
that the beam search variant of round-trip MT
achieves the best results in terms of fluency and
fidelity, but does worst in diversity, indicating a
tendency to copy. Our method with beam search
does slightly better than the sampling MT variant
in terms of diversity and slightly worse in terms of
fidelity —indicating a tendency to favor diversity
over fidelity— while also being more fluent. Fi-
nally, the sampling variant of our method achieves
the best diversity, but has the worst fidelity and
fluency.

So as to further contrast these results, we manu-
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Original MT (beam) MT (sampling) Ours (beam) Ours (sampling)
The index would fall
3.9% if the sales of
vehicles were not in-
cluded.

The index would fall
by 3.9 per cent if vehi-
cle sales were not in-
cluded.

The Index would fall
3.9% if the vehicle
sales were not in-
cluded, or 3.9% if the
vehicle sales were ex-
cluded.

The index would de-
cline by 3.9% if the
vehicle sales were not
included.

The index would de-
cline by 3.9% if ve-
hicles were not in-
cluded in sales.

Some people worry
that this will affect
the business of large-
sized Canadian enter-
prises.

There are concerns
that this may af-
fect the operations
of large Canadian
companies.

There is concern that
this may affect what
large Canadian firms
have in their business.

Some may be con-
cerned that this will
affect the major Cana-
dian enterprises.

Some people worry
that this will impact
on the great enter-
prises in Canada.

These people can set
examples and they
can have direct in-
fluence over the im-
provement of local hu-
man rights conditions
and the protection of
employees.

These individuals can
provide examples and
have a direct influ-
ence on the improve-
ment of local human
rights and employee
protection conditions.

These may lead to ex-
amples and direct in-
fluence on the better-
ment of local human
rights conditions and
on the protection of
wage earners.

They can provide ex-
amples and can di-
rectly influence the
improvement of local
human rights condi-
tions and the protec-
tion of employees.

They can provide ex-
amples and have di-
rect influence on im-
proving local human
rights and the pro-
tection of employees’
conditions.

The National Youth
League said these ac-
tivities are aimed at
showing support and
adoration for the state
leaders.

The National Youth
League stated that
these activities are
aimed at showing sup-
port and admiration to
State leaders.

The National Youth
League (NDY) stated
that these activities
are aimed at demon-
strating support and
admiration for State
leaders.

The National League
of Youth indicated
that these activities
are intended to pro-
vide support and en-
courage state leaders.

The National Youth
League has stated that
such activities are
aimed at showing sup-
port and admiration
for State leaders.

Table 2: Sample paraphrases generated by the different methods.

ally analyzed some paraphrases,11 and report some
examples in Table 2. Just in line with our previous
results, we observe that the beam search variant
of round-trip MT tends to deviate the least from
the original sentence, while the sampling variant of
our method generates the most diverse paraphrases
(e.g., changing “sales of vehicles were not included”
to “vehicles were not included in sales”). At the
same time, we observe that this tendency to im-
prove diversity can cause artifacts like paraphras-
ing named entities (e.g., changing “National Youth
League” to “National League of Youth”), which
can partly explain the drop in fidelity.

8 Conclusions

In this work, we have shown that the implicit
similarity function present in round-trip MT is
not appropriate in the general case, as it consid-
ers sentence pairs that share a single ambiguous
translation to be paraphrases. We address this is-
sue by designing an alternative similarity function
that requires the entire translation distribution to
match, and develop a relaxation of it through the
IB method, which we prove to be less susceptible
to the problem of confounding translations. We

11We randomly sampled 20 sentences from MTC and chose
four illustrative examples for Table 2. The 20 random exam-
ples are shown in Appendix E.

implement this approach through adversarial learn-
ing, training an encoder to preserve as much in-
formation as possible about the reference transla-
tion, while encoding as little as possible about the
source. Not only is our approach more principled
than round-trip MT, but it is also more efficient at
inference, as it does not need to generate an inter-
mediate translation. In addition, it offers a knob to
adjust the fidelity-diversity trade-off through the λ
parameter, and obtains strong results in our experi-
ments, outperforming round-trip MT.
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A Round-trip MT with restricted
sampling

Our formulation in Section 3 considers all possible
translations into the pivot language. In practice,
some round-trip MT systems use restricted sam-
pling, considering only a subset of Y . For example,

ParaNET (Mallinson et al., 2017) takes the K high-
est probability translations given by beam search.
As we show next, the fundamental analysis in Sec-
tion 3 still holds in that case, and the problem of
confounding translations can even be exacerbated
by it.

More concretely, using this pivot selection strat-
egy yields the following adjusted paraphrase prob-
ability:

P (xp|xs) = P (xp)
∑

y∈{y1,...,yK}

P (y|xs)P (y|xp)
ZP (y)

,

(12)

where {y1, ..., yK} are the top translation candi-
dates and Z =

∑
y∈{y1,...,yK} P (y|xs). In general,

if a subset S(xs) ∈ Y of the translation space is
considered as pivots, the paraphrase probability
will be

P (xp|xs) = P (xp)
∑

y∈S(xs)

P (y|xs)P (y|xp)
Z(xs)P (y)

=

P (xp)

Z(xs)
S′
MT (xp, xs),

(13)

where Z(xs) =
∑

y∈S(xs)
P (y|xs) is a normaliz-

ing factor that doesn’t depend on the paraphrase xp,
and S′

MT (xp, xs), is the same similarity function
as SMT , with the sum over y restricted to S(xs).

Using restricted pivot selection strategies such as
beam search, top-K sampling, or nucleus sampling
(Holtzman et al., 2020) will yield different pivot
subsets S(xp), which will lead to paraphrase proba-
bilities being assigned based on a limited subset of
the entire translation distribution. This can exacer-
bate the issues outlined in Section 3, where the sim-
ilarity metric can be dominated by a single shared
high-probability translation. For example, in the
case of translating from a gendered to a genderless
language, while the highest probability translation
will be genderless, a lower probability candidate
might identify the gender, so skipping this trans-
lation sampling would increase the similarity of
sentences that differ only in gender.

B Characterizing the encoding learned
through the IB method

Since we will not learn a perfect minimal sufficient
statistic in practice, it is desirable to characterize
what the relaxation of S implemented by the IB
method can learn.

1630

A Appendix

80



To that end, we will characterize the kind of
encoding T that is allowed by a given γ. Since
T is a function of X , we know that I(X,Y ) ≥
I(T, Y ), and thus the condition I(T, Y ) ≥ γ can
be rewritten as I(X,Y ) − I(T, Y ) ≤ ϵ, where
ϵ ≥ 0, which is the form we use throughout this
section.

Now, for matters of conditional translation prob-
abilities P (y|T (x)), the encoding T can be fully
characterized by the equivalence relation it defines
on X , where x1 ∼ x2 iff T (x1) = T (x2). Two
sentences will induce the same conditional trans-
lation distribution P (y|T (x)) when they are clus-
tered into the same equivalence class by T .

Theorem 3. Let S denote the partition of X in-
duced by the encoding T . We denote the elements
of a cluster S ∈ S by S = {xS1 , ..., xSmS

}. Then,
the information loss I(X,Y ) − I(T, Y ) is given
by:

I(X,Y )− I(T, Y ) =
∑
S∈S

P (xS1 )KL(PY |xS
1
||PY |S)

+...+ P (xSmS
)KL(PY |xS

mS
||PY |S),

(14)

and the translation probabilities conditioned
on a cluster are given by the mixture distribution
P (y|T (x)) = P (y|x ∈ S) = α1P (y|xS1 ) + ... +

αmSP (y|xS
mS ), where αi =

P (xS
i )

P (xS
1 )+...+P (xS

mS )
.

The proof can be found in Section C.2. This
theorem expresses the information loss of an en-
coding T , I(X,Y )− I(T, Y ), in terms of the KL
divergences between the translation distributions
of source sentences P (y|x) and the translation
distributions given their encodings P (y|T (x)) =
P (y|x ∈ S). Intuitively, if T clusters together two
sentences x1 and x2 (i.e. T (x1) = T (x2) holds),
such that PY |x1

and PY |x2
are very different, then

the mixture distribution PY |S will be different from
both, and thus the information loss will be large.

We will now obtain more intuitive bounds for the
information loss. As seen before, the translation
distribution given a cluster P (y|x ∈ S) can be
expressed as a mixture of the individual translation
distributions for sentences in the cluster:

P (y|x ∈ S) =
P (xS1 )

P (xS1 ) + ...+ P (xS
mS )

P (y|xS1 )

+...+
P (xS

mS )

P (xS1 ) + ...+ P (xS
mS )

P (y|xSmS
).

(15)

We can also define mixtures of all the distribu-
tions P (y|xSi ) except one, with the same weights
as in P (y|x ∈ S), except for a re-normalization
constant. Explicitly, we define:

PS
j (y) =

mS∑
i=1,i ̸=j

P (xSi )P (y|xSi )

P (xS1 ) + ...+ P̂ (xSj ) + ...+ P (xS
mS )

,

(16)

where the hat indicates that that element is
skipped. Then, we have the following theorem:

Theorem 4. Let S be the partition imposed by the
encoding function T on X . We denote the elements
of a cluster S ∈ S by S = {xS1 , ..., xSmS

}. We
define the partial mixtures PS

j (y) as above. Then, if
the information loss satisfies I(X,Y )−I(T, Y ) ≤
ϵ, we have

∑
S∈S

mS∑
i=1

P (xSi )(β
S
i )

2

2
D1(PY |xS

i
, PS

i )
2 ≤ ϵ,

(17)

where βS
j =

P (xS
1 )+...+P̂ (xS

j )+...+P (xS
mS )

P (xS
1 )+...+P (xS

mS )
and D1

is the L1 norm distance.

The proof can be found in Section C.3. Intu-
itively, this states that, if the encoding T clusters
a set of sentences x1, ..., xn ∈ S together, then
the translation distribution for an element xi ∈ S,
PY |xi

, cannot be too far from the mixture of the
rest of the distributions PY |xj

, with j ̸= i.
In the scenario where there are only two sen-

tences in a cluster, mS = 2, we have P1 = PY |xS
2

and P2 = PY |xS
1

, and the inner sum reduces as
follows (the derivation is shown in Section C.4):

mS∑
i=1

P (xSi )(β
S
i )

2

2
D1(PY |xS

i
, PS

i )
2

=
P (xS1 )P (xS2 )

2(P (xS1 ) + P (xS2 ))
D1(PY |xS

1
, PY |xS

2
)2

(18)
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Since clustering all the elements of a set S leads
to a bigger information loss than only clustering
any two elements x1, x2 ∈ S, combining Equation
18 and Theorem 4 we obtain Theorem 2 from §4.2
as a corollary:

Theorem 2. Suppose T is a solution of the IB opti-
mization problem minT I(X,T ) s.t I(T, Y ) ≥ γ,
and ϵ = I(X,Y ) − γ. If S is the partition on X
induced by T , we have:∑
S∈S

max
x1,x2∈S

P (x1)P (x2)

2(P (x1) + P (x2))
D1(PY |x1

, PY |x2
)2

≤ ϵ,

(19)

where D1 is the L1 norm distance.

This bound is the easiest to interpret intuitively,
as it bounds the pairwise distances between the
translation distributions of any two sentences that
are considered paraphrases by the encoding T . To
sum up the results from this section, the infor-
mation loss allowance when learning with the IB
method bounds the L1 norm distance between the
translation distributions of paraphrases. Thus the
entire translation distribution is considered when
learning paraphrases, potentially alleviating the
problems discussed in Section 3

C Proofs

C.1 Proof of Theorem 1
We know that T is a minimal sufficient statistic of
Y if and only if the following condition is satisfied:

P (x|y)
P (x′|y)

independent of y ⇐⇒

T (x) = T (x′) ∀x, x′ ∈ X

(20)

Rewriting P (x|y) = P (y|x)P (x)
P (y) and cancelling

terms, the LHS becomes:

Py(x)

Py(x′)
=

P (y|x)
P (y|x′)

P (x)

P (x′)
. (21)

Since P (x)
P (x′) does not depend on y, the entire

term will not depend on y if and only if P (y|x)
P (y|x′)

is independent of y. It is easy to see that the ra-
tio of two distributions of y will be independent
of y if and only if they are the exact same dis-
tribution, and thus we can conclude that if T is
a minimal sufficient statistic of Y then T (x) =

T (x′) ⇐⇒ P (y|x) = P (y|x′)∀y ∈ Y , or, equiv-
alently, T (x) = T (x′) ⇐⇒ S(x, x′) = 1.

Thus, we have

P (xp|T (xs) = P (X = xp|T (X) = T (xs))

= P (X = xp|S(X,xs) = 1)

=
P (X = xp, S(X,xs) = 1)

P (S(X,xs) = 1)

=
P (X = xp)P (S(X,xs) = 1)|X = xp)

P (S(X,xs) = 1)

=
P (xp)S(xp, xs)

Z
,

(22)

where Z = P (S(X,xs) = 1) is the normalizer
that does not depend on xp, as we wanted to prove.

C.2 Proof of Theorem 3

We first expand the information loss:

I(X,Y )− I(T, Y )

= EXKL(PY |X ||PY )

− ETKL(PY |T ||PY ) =
∑
x

P (x)[∑
y

P (y|x)log(P (y|x))

− P (y|x)log(P (y))

]
−

∑
x

P (x)

[∑
y

P (y|T (x))log(P (y|T (x)))

− P (y|T (x))log(P (y))

]
(23)

Now, for matters of conditional translation prob-
abilities P (y|T (x)), the encoding T can be fully
characterized by the equivalence class it defines
on X , where x1 ∼ x2 iff T (x1) = T (x2). We
let S denote the partition on X induced by this
equivalence class. Then, we can rewrite:
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I(X,Y )− I(T, Y )

=
∑
x

P (x)

[∑
y

P (y|x)log(P (y|x))

− P (y|x)log(P (y))

]
−

∑
x

P (x)

[∑
y

P (y|T (x))log(P (y|T (x)))

− P (y|T (x))log(P (y))

]
=

∑
S∈S

∑
x∈S

P (x)

[∑
y

P (y|x)log(P (y|x))

− P (y|x)log(P (y))

]
−

∑
S∈S

∑
x∈S

P (x)

[∑
y

P (y|x ∈ S)log(P (y|x ∈ S))

− P (y|x ∈ S)log(P (y))

]
(24)

For a certain S ∈ S, we denote its elements by
S = {xS1 , ..., xSmS

}. Then, we have

P (y|x ∈ S) =
P (y, x ∈ S)

P (x ∈ S)

=
P (y, xS1 ) + ...+ P (y, xSmS

)

P (xS1 ) + ...+ P (xSmS
)

= αS
1P (y|xS1 ) + ...+ αS

mS
P (y|xSmS

),

(25)

where αS
i =

P (xS
i )

P (xS
1 )+...+P (xS

mS
)
. We also define

βS = P (xS1 )+ ...+P (xSmS
). Now, we can rewrite

the first expression of the RHS in Equation 24:

∑
S∈S

∑
x∈S

P (x)
∑
y

[
P (y|x)log(P (y|x))

− P (y|x)log(P (y))
]

=
∑
S∈S

[
P (xS1 )

∑
y

P (y|xS1 )log(P (y|xS1 )) + ...

+ P (xSmS
)
∑
y

P (y|xSmS
)log(P (y|xSmS

))

]
−

[∑
y

P (xS1 )P (y|xS1 )log(P (y)) + ...

+ P (xSmS
)P (y|xSmS

)log(P (y))

]
=

∑
S∈S

[
P (xS1 )

∑
y

P (y|xS1 )log(P (y|xS1 )) + ...

+ P (xSmS
)
∑
y

P (y|xSmS
)log(P (y|xSmS

))

]
−

[∑
y

βSαS
1P (y|xS1 )log(P (y)) + ...

+ βSαS
mS

P (y|xSmS
)log(P (y))

]
=

∑
S∈S

[
P (xS1 )

∑
y

P (y|xS1 )log(P (y|xS1 )) + ...

+ P (xSmS
)
∑
y

P (y|xSmS
)log(P (y|xSmS

))

]
−

[
βS

∑
y

P (y|x ∈ S)log(P (y))

]
(26)

And now we rewrite the second term in the RHS
of Equation 24:
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∑
S∈S

∑
x∈S

P (x)
∑
y

[
P (y|x ∈ S)log(P (y|x ∈ S))

− P (y|x ∈ S)log(P (y))
]

=
∑
S∈S

[
P (xS1 )

∑
y

P (y|x ∈ S)log(P (y|x ∈ S))

+ P (xSmS
)
∑
y

P (y|x ∈ S)log(P (y|x ∈ S))

]
−

[
P (xS1 )

∑
y

P (y|x ∈ S)log(P (y))

+ P (xSmS
)
∑
y

P (y|x ∈ S)log(P (y))

]
=

∑
S∈S

[
βS

∑
y

P (y|x ∈ S)log(P (y|x ∈ S))

]
−

[
βS

∑
y

P (y|x ∈ S)log(P (y))

]
=

∑
S∈S

[
P (xS1 )

∑
y

P (y|xS1 )log(P (y|x ∈ S))

+ P (xSmS
)
∑
y

P (y|xSmS
)log(P (y|x ∈ S))

]
−

[
βS

∑
y

P (y|x ∈ S)log(P (y))

]
,

(27)

where we have used Equation 25 in the last equal-
ity.

Substituting (26) and (27) into (24), we get:

I(X,Y )− I(T, Y )

=
∑
S∈S

[
P (xS1 )

∑
y

P (y|xS1 )log(P (y|xS1 )) + ...

+ P (xSmS
)
∑
y

P (y|xSmS
)log(P (y|xSmS

))

]
−

∑
S∈S

[
P (xS1 )

∑
y

P (y|xS1 )log(P (y|x ∈ S))

+ P (xSmS
)
∑
y

P (y|xSmS
)log(P (y|x ∈ S))

]
=

∑
S∈S

P (xS1 )
∑
y

[
P (y|xS1 )log(P (y|xS1 ))

− P (y|xS1 )log(P (y|x ∈ S))

]
+ ...

+ P (xSmS
)
∑
y

[
P (y|xSmS

)log(P (y|xmS ))

− P (y|xSmS
)log(P (y|x ∈ S))

]
=

∑
S∈S

P (xS1 )KL(PY |xS
1
||PY |S) + ...

+ P (xSmS
)KL(PY |xS

mS
||PY |S)

(28)

As we wanted to show.

C.3 Proof of Theorem 4

By Theorem 3, it is enough to show that

∑
S∈S

P (xS1 )KL(PY |xS
1
||PY |S)

+ ...+ P (xSmS
)KL(PY |xS

mS
||PY |S)

≥
∑
S∈S

mS∑
i=1

P (xSi )(β
S
i )

2

2
D1(PY |xS

i
, PS

i )
2

(29)

For that, it is enough to show that

P (xSi )KL(PY |xS
i
||PY |S)

≥ P (xSi )(β
S
i )

2

2
D1(PY |xS

i
, PS

i )
2

(30)

for every i. Now, by Pinsker’s inequality, for a
given i, we have that
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P (xSi )KL(PY |xS
i
||PY |S) = P (xSi )

KL(PY |xS
i
||α1PY |xS

1
+ ...+ αmSPY |xS

mS
)

≥ P (xSi )

2
D1(α1PY |xS

1
+ ...

+ αmSPY |xS
mS

, PY |xS
i
)2

=
P (xSi )

2(P (xS1 ) + ...+ P (xS
mS ))2

||1(P (x1)PY |xS
1
+ ...

+ P (xmS )PY |xS
mS

− (P (xS1 ) + ...+ P (xSmS ))PY |xS
i
||2

=
P (xSi )

2(P (xS1 ) + ...+ P (xS
mS ))2

||1(P (xS1 )PY |xS
1
+ ... ̂P (xSi )PY |xS

i
+ ...

+ P (xSmS )PY |xS
mS

− (P (xS1 ) + ...+ P̂ (xSi ) + ...+ P (xmS ))PY |xS
i
||2

=
P (xSi )(P (xS1 ) + ...+ P̂ (xSi ) + ...+ P (xmS ))2

2(P (xS1 ) + ...+ P (xS
mS ))2

||1PS
i − PY |xS

i
||2

=
P (xSi )(β

S
i )

2

2
D1(P

S
i (Y ), PY |xS

i
)2

(31)

where the hat represents that element of the sum
being skipped, as we wanted to show.

C.4 Derivation of Equation 18
mS∑
i=1

P (xSi )(β
S
i )

2

2
D1(PY |xS

i
, PS

i )
2

=

[
P (xS1 )(β

S
1 )

2

2
+

P (xS2 )(β
S
2 )

2

2

]
D1(PY |xS

1
, PY |xS

2
)2

=

[
P (xS1 )P (xS2 )

2

2(P (xS1 ) + P (xS2 ))
2
+

P (xS2 )P (xS1 )
2

2(P (xS1 ) + P (xS2 ))
2

]
D1(PY |xS

1
, PY |xS

2
)2

=

[
P (xS1 )P (xS2 )(P (xS1 ) + P (xS2 ))

2(P (xS1 ) + P (xS2 ))
2

]
D1(PY |xS

1
, PY |xS

2
)2

=
P (xS1 )P (xS2 )

2(P (xS1 ) + P (xS2 ))
D1(PY |xS

1
, PY |xS

2
)2

(32)

D Human evaluation judging criteria

We ask human evaluators to compare systems on
three different dimensions, according to the follow-

ing instructions:
Meaning. Which of the paraphrases better pre-

serves the meaning of the original, without adding
or losing information?

Surface similarity. Which of the paraphrases is
more similar compared to the original, using more
similar phrasing or words? You should chose the
text using more similar words or phrasing, regard-
less of meaning.

Fluency. Which text is a more fluent English
sentence? You should choose the sentence that con-
tains the least grammatical mistakes, and sounds
more natural.

E Full paraphrase sample

We present the full list of 20 sampled paraphrases
in Table 3.
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Original MT (beam) MT (sampling) Ours (beam) Ours (sampling)
As of August 30th,
the city had allocated
a labor force of
158,300 per day in
the project, with the
aggregate labor con-
tribution amounting
to 936,500, and had
completed 730,000
cubic meters of earth
and stone.

As at 30 August,
the city had allocated
158,300 persons per
day to the project,
with an overall con-
tribution of 936,500
persons, and had com-
pleted the construc-
tion of 730,000 cu-
bic metres of land and
stone.

It had assigned
158,300 employees
per day to the project
as of 30 August, with
a total staff contri-
bution of 936,500,
and it had concluded
the construction of
730,000 cubic metres
of earth and rock.

As of 30 August, the
city had employed
158,300 persons per
day for the project,
a total of 936,500 of
whom had been al-
located for the con-
struction of 230,000
square meters of earth
and stone.

On 30 August, the
City had a staff of
158,300 people per
day in the project, a
total of 936,500 of
whom had been pro-
vided for the con-
struction of 330,000
square foot of earth
andstone work.

The United States
and North Korea
are scheduled to
hold talks on Friday
regarding US access
to a suspected un-
derground nuclear
site in the vicinity of
Pyongyang.

The United States and
North Korea are ex-
pected to hold talks
on Friday on United
States access to a sus-
pected underground
nuclear site near Py-
ongyang.

The United States
and North Korea are
scheduled for talks
Friday on the US
access to a suspected
underground nuclear
site near Pyongyang.

The United States
and North Korea are
scheduled to hold
talks Friday on the
access of the United
States to a suspected
nearby Pyongyang
ground nuclear site.

The United States
and North Korea are
scheduled to hold
talks on Friday on
United States access
to a suspected nearby
Pyongyang nuclear
site.

For long, Xi’ning has
made insufficient in-
vestment in the con-
struction of urban in-
frastructure facilities,
with the total invest-
ment made being only
about RMB400 mil-
lion during the 46-
year period between
the founding of the
New China to 1995.
As a result, the back-
ward and underdevel-
oped infrastructure fa-
cilities have restricted
the city’s economic
development.

Xi’ning has for a long
time not invested suf-
ficiently in the con-
struction of urban in-
frastructure, with a
total investment of
only about RMB 400
million over the 46-
year period between
the founding of New
China and 1995, as
a result of which
lagging and under-
developed infrastruc-
ture has limited the
city’s economic devel-
opment.

Xi’ning had for
a long time not
invested enough
in construction of
urban infrastructure,
with total investment
amounting only to
around RMB 400m
during the 46-year
period between the
founding of New
China and 1995.
Therefore, backward
and underdeveloped
infrastructure had
impeded economic
development of the
city.

Since long Xi’ning’s
investment in urban
infrastructure has
been insufficient,
with a total invest-
ment of only 400
million cubic metres
in total, for 46 years
between the founding
of the New China in
1995, thus limiting
the development
of infrastructure in
the underdeveloped
and underdeveloped
areas.

Since long Xi’ning
has not made ade-
quate investment in
urban infrastructure,
with an overall
investment of only
$400 million MB
over 46 years from
the creation of the
new China to 1995,
thus restricting the
development of urban
infrastructure, both
underdeveloped and
underdeveloped.

Japan, Australia, New
Zealand and South
Korea Expresses Sup-
port, saying that the
U.S. Has No Other
Choice

Japan, Australia, New
Zealand and South
Korea expressed their
support, stating that
the United States had
no other choice.

Japan, Australia, New
Zealand and South
Korea show their sup-
port, affirming that
the United States does
not have no Alterna-
tive

Japan, Australia, New
Zealand and South
Korea expressed their
support, stating that
the United States had
no other choice.

Japan, Australia, New
Zealand and South
Korea expressed sup-
port, stating that the
United States had no
other choice.

Chernomyrdin also
pointed out that
there were also many
problems in Russia
last year, such as the
poor performance
of taxation, invest-
ment plans yet to be
completed, reduced
surplus in foreign
trade, and ineffective
fiscal and financial
measures taken by
the government.

Chernomyrdin also
pointed out that
there were also many
problems in Russia
last year, such as
poor fiscal perfor-
mance, investment
plans that had not
yet been completed,
the reduction of the
foreign trade surplus
and ineffective fiscal
and financial mea-
sures taken by the
government.

Chernomyrdin also
stressed that, in Rus-
sia, last year, there
were many problems
too. These included
a deteriorating fiscal
performance, invest-
ment plans that have
yet to be completed,
the reduction of
foreign trade sur-
pluses, and inefficient
fiscal and financial
measures taken by
the Government, etc.

Chernomyrdin also
noted that there were
many problems in
Russia last year, such
as poor taxation
performance, plans
for investment still
to be completed, the
reduction in foreign
trade surplus, and
inadequate fiscal
and financial mea-
sures taken by the
Government.

Chernomyrdin further
noted that there were
many further prob-
lems in Russia last
year, such as weak
taxation performance,
plans for further in-
vestment still to be
completed, the reduc-
tion in foreign trade
surplus, and ineffec-
tive fiscal and finan-
cial measures taken
by the Government.

Based on the plan, the
GDP in Russia next
year is to increase by
2%, and the inflation
rate is to go down to
5% to 8%.

According to the plan,
Russia’s GDP will
rise by 2 per cent next
year and the inflation
rate will rise from 5
per cent to 8 per cent.

According to the plan,
Russian GDP will rise
2 per cent next year
and the rate of infla-
tion will be reduced
from 5 per cent to 8
per cent.

According to this
plan, GDP in Russia
will increase by 2%
next year and the
inflation rate will
drop from 5% to 8%.

Under the plan, the
GDP in Russia will
increase 2 per cent
next year and the un-
inflation rate increase
from 5% to 8%.
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Zuo Zhongmo,
deputy secretary-
general of the
Conference, said,
"This is not just an
issue of agriculture.
These reclaimed
lands can serve the
general development
purposes of various
sectors, including
forestry, industry and
tourism."

Zuo Zhongmo,
Under-Secretary-
General of the
Conference, said:
“This is not just an
agriculture issue,
these recovered lands
can serve the overall
development goals
of various sectors,
including forestry,
industry and tourism.

Zuo Zhongmo,
Deputy Secretary-
General of the
Conference, said,
"It is not just an
agriculture issue; the
land recovered from
them can serve the
overall development
goals of different
sectors including
forestry, industry and
tourism."

It is Zuo Zhongmo,
Under-Secretary-
General of the
Conference, who
said: It is not just
about agriculture; the
reclaimed lands can
be used for general
development in vari-
ous sectors, including
forestry, industry and
tourism."

The Assistant
Secretary-General
of the Conference,
Zuo Zhongmo, said,
It is not just about
agriculture, as the
reclaimed lands can
be used for general
development pur-
poses from various
sectors, including
forestry, industry and
tourism.

In the United States,
California and other
southern states were
flooded at the begin-
ning of this year, fol-
lowed by a drought
in many places in the
south.

In the United States,
California and other
southern states were
flooded early this
year, followed by
droughts in many
parts of the South.

In the United States
of America, Cali-
FORNA and other
southern states were
flooded early this
year, followed by
drought in many parts
of the south.

In the United States,
California and other
southern states,
floods occurred
in early this year,
followed by drought
in many areas of the
south.

Inondations in Cal-
ifornia, and other
southern States in
early this year, fol-
lowed by droughts in
many endroits in the
south.

Meanwhile, the
US Congress is
discussing whether
or not to approve the
Protocol reached in
the Kyoto Conference
in Japan.

In the meantime,
the United States
Congress is dis-
cussing whether or
not to approve the
Protocol concluded at
the Kyoto Conference
in Japan.

Meanwhile, US
Congress debates
whether or not to
accede to the Protocol
agreed at the Kyoto
Conference in Japan.

At the same time,
the United States
Congress is exam-
ining whether or
not to approve the
Protocol at the Kyoto
Conference in Japan.

At the same time,
the United States
Congress is consider-
ing whether or not to
approve the Protocol
made at the Kyoto
Conference in Japan.

The index would fall
3.9% if the sales of
vehicles were not in-
cluded.

The index would fall
by 3.9 per cent if vehi-
cle sales were not in-
cluded.

The Index would fall
3.9% if the vehicle
sales were not in-
cluded, or 3.9% if the
vehicle sales were ex-
cluded.

The index would de-
cline by 3.9% if the
vehicle sales were not
included.

The index would de-
cline by 3.9% if ve-
hicles were not in-
cluded in sales.

According to the com-
pany, in the com-
ing five years, the
company will make
an additional invest-
ment of US$90 mil-
lion, with an antici-
pated annual output
value of US$300 mil-
lion.

According to the com-
pany, over the next
five years, it will
make an additional in-
vestment of US$90
million, with a pro-
jected annual produc-
tion value of US$300
million.

According to the
company, it will
make an additional
$90 million US over
the next five years
with a planned annual
productivity value of
$300 million US.

According to the com-
pany, over the next
five years it will in-
vest an additional $90
million in the U.S., its
expected annual out-
put of $300 million.

According to the
company, it will
invest $90 million in
the next five years,
with its expected
annual output of
approximately $300
million.

Some people worry
that this will affect
the business of large-
sized Canadian enter-
prises.

There are concerns
that this may af-
fect the operations
of large Canadian
companies.

There is concern that
this may affect what
large Canadian firms
have in their business.

Some may be con-
cerned that this will
affect the major Cana-
dian enterprises.

Some people worry
that this will impact
on the great enter-
prises in Canada.

A Majority of Hong
Kong Residents
Decline to Con-
sider Themselves as
Chinese

A majority of Hong
Kong residents de-
cline to regard them-
selves as Chinese

The Hong Kong
City of Hong Kong’s
minority people
are not recognis-
ing themselves as
Chinese

The vast majority of
Hong Kong residents
feel they are being re-
ferred as Chinese

The vast majority of
Hong Kong residents
have become disen-
franchised as Chinese

He said the 83-year-
old woman has been
hospitalized for over-
shock.

He said that the 83-
year-old woman had
been hospitalized for
overheating.

He said that the 83-
year-old woman had
been hospitalized for
overheat.

He stated that a 83-
year-old woman had
been hospitalized for
a headache.

He indicated that a 83-
year-old woman had
been hospitalized for
a head injuries.

However, statistics
released by the
Immigration Bureau
showed that although
there were 11,978
new British immi-
grants coming to
Australia between
1996 and 1997, 3,737
people left the coun-
try during the same
period.

However, statistics
published by the
Immigration Bureau
show that, although
there were 11,978
new British immi-
grants to Australia
between 1996 and
1997, 3,737 people
left the country
during the same
period.

However, Immigra-
tion Bureau statis-
tics show that al-
though there were
11,978 new British
immigrants to Aus-
tralia from 1996 to
1997, 3,737 individ-
uals left the country
during that period.

However, the statis-
tics of the Office
of Immigration
show that, although
11,978 new British
immigrants arrived
in Australia between
1996 and 1997, 3,737
had left the country
during the same
period.

However, the figures
from the Immigration
Bureau show that,
although 11,978 new
British immigrants
had entered Australia
between 1996 and
1997, 3,737 had left
the country during
the same period.
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(Reuters report from
Tokyo)Japanese
Finance Minister
Kiichi Miyazawa was
pressured not to quit
office yesterday.

Japan’s Finance
Minister, Kiichi
Miyazawa, was
forced yesterday not
to leave his post.

The finance minister
in Japan, Kiichi
Miyazawa, was
forced to leave the
post yesterday.

( Tokyo report)
Japan’s Minister
of Finance Kiichi
Mi Theawa was
pressured not to quit
yesterday.

( Tokyo report) The
Japanese Finance
Minister Kiichi Mi
ichiawa was pres-
sured on not to leave
yesterday.

US Admitted Hun-
dreds of Deaths of
Iraqi Civilians in Air
Strike and UK Re-
porter Claimed the
Target Being Defi-
nitely Non-military

US Admitted Hun-
dreds of Deaths of
Iraqi Civilians in Air
Strike and UK Re-
porter Claimed the
Target Being Defi-
nitely Non-military

U.S. Admitted Hun-
dreds of Deaths of
Iraqi Civilians in Air
Strike and UK Re-
porter Claimed the
Target Being Defi-
nitely Non- Military

The US killed hun-
dreds of Iraqi civil-
ians in an air strike,
and a reporter in the
UK said the target
was essentially non-
military.

Several hundred dead
of Iraqi civilians in
air strikes; a UK re-
porter said that its spe-
cific goal is, essen-
tially, non-military.

During the Eighth
Five-Year Plan Pe-
riod (from 1991 to
1995), township en-
terprises in Fujian
Province contributed
an aggregate total of
RMB18.56 billion in
tax, and achieved a to-
tal of RMB105.5 bil-
lion worth of export
commodities.

During the eighth
period of the five-year
plan (1991-1995),
municipal enterprises
in Fujian Province
paid taxes totalling
RMB 18.56 billion
and exported prod-
ucts totalling RMB
105.5 billion.

During the eighth
period of the Five-
Year Plan (from 1991
to 1995), Fujian
Provincial Municipal
Enterprises had paid
taxes totalling RMB
18.56 billion and
exported revenues
totalling RMB 105.5
billion.

During the eighth five-
year plan (from 1991
to 1995), businesses
in the townships of
Fujian Province con-
tributed a total of
$18.56 billion in tax
contributions, $105.5
billion in commodi-
ties for export.

During the eighth
five-year plan (from
1991 to 1995),
businesses in the
townships of Fujian
Province contributed
tax contributions
totalling $118.56
billion in 1991-95, as
well as $1005.5 bil-
lion in commodities
for export.

In May this year, Dole
admitted using Viagra
on a trial basis, and
gave high remarks to
the drug after use, de-
scribing it as "a magic
drug."

In May of this year,
Dole admitted to us-
ing Viagra on an ex-
perimental basis and
commented very pos-
itively on the drug af-
ter its use, describing
it as "a magical drug."

In May this year, Dole
admitted that he uses
Viagra as an exper-
imental patient and
provided very posi-
tive feedback on the
drug after its use de-
scribing it "a magical
medicine".

In May of this year,
Dole accepted the
use of marijuana for
trials and reported
strong post-treatment
remarks, describing it
as a magical drug.

In May of this year,
Dole recognized
the use of pesticide
in trials and had
reported very good
after-treatment, de-
scribing it as the “
magical drug”.

These people can set
examples and they
can have direct in-
fluence over the im-
provement of local hu-
man rights conditions
and the protection of
employees.

These individuals can
provide examples and
have a direct influ-
ence on the improve-
ment of local human
rights and employee
protection conditions.

These may lead to ex-
amples and direct in-
fluence on the better-
ment of local human
rights conditions and
on the protection of
wage earners.

They can provide ex-
amples and can di-
rectly influence the
improvement of local
human rights condi-
tions and the protec-
tion of employees.

They can provide ex-
amples and have di-
rect influence on im-
proving local human
rights and the pro-
tection of employees’
conditions.

Table 3: Sample paraphrases generated by the different methods.
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Abstract

Formal verse poetry imposes strict constraints
on the meter and rhyme scheme of poems.
Most prior work on generating this type of po-
etry uses existing poems for supervision, which
are difficult to obtain for most languages and
poetic forms. In this work, we propose an unsu-
pervised approach to generate poems that fol-
low any given meter and rhyme scheme, with-
out requiring any poetic text for training. Our
method works by splitting a regular, non-poetic
corpus into phrases, prepending control codes
that describe the length and end rhyme of each
phrase, and training a transformer language
model in the augmented corpus. The trans-
former learns to link the structure descriptor
with the control codes to the number of lines,
their length and their end rhyme. During in-
ference, we build control codes for the desired
meter and rhyme scheme, and condition our lan-
guage model on them to generate formal verse
poetry. Experiments in Spanish and Basque
show that our approach is able to generate valid
poems, which are often comparable in quality
to those written by humans.

1 Introduction

Despite the impressive generative capabilities of
large Language Models (LMs) (Brown et al., 2020;
Chowdhery et al., 2022; Zhang et al., 2022) au-
tomatic poetry generation remains a challenging
problem. Formal verse poetry, in particular, im-
poses strict constraints on the meter and rhyme
scheme of poems (Figure 1), which cannot be di-
rectly controlled in conventional LMs.

Prior work on generating formal verse poetry has
primarily focused on supervised approaches, lever-
aging existing poems to train LMs. This is often
combined with additional techniques to impose the
meter and rhyme constraints at inference time, such
as using finite-state automata to discard invalid can-
didates (Ghazvininejad et al., 2016), or generating
text right-to-left to better control the rhyming word

Pen|san|do | que el | ca|mi|no i|ba | de|re|cho,
vi|ne a | pa|rar | en | tan|ta | des|ven|tu|ra,

que i|ma|gi|nar | no | pue|do, aún | con | lo|cu|ra,
al|go | de | que es|té un | ra|to | sa|tis|fe|cho.

<LEN:11><END:echo>
<LEN:11><END:ura>
<LEN:11><END:ura>
<LEN:11><END:echo>

Figure 1: A formal verse poem and its associated
structure descriptor. The poem is the first stanza of a
Spanish sonnet, which must have 4 lines of 11 syllables
and follow an ABBA rhyme scheme. We use control
codes to describe such constraints, and train a language
model that can generate text conditioned on them.

(Lau et al., 2018; Jhamtani et al., 2019; Xue et al.,
2021). However, these approaches require poetic
text for training, which is difficult to obtain for
most languages and poetic forms.

In this paper, we propose an unsupervised ap-
proach to generate formal verse poetry. Our Poetic
Language Model (PoeLM) can be conditioned to
follow any desired meter and rhyme scheme, with-
out requiring any poem for training. As illustrated
in Figure 2, the key idea behind our method is that
any text can be divided into phrases, which will
each have a certain number of syllables and end
in a certain sound that can make it rhyme with
other phrases. While this structure will not follow
a regular pattern for standard text, as it would for
poetry, we can still annotate it automatically, and
train a language model that can be conditioned on
such structure descriptors. At inference time, we
build a structure descriptor for the desired meter
and rhyme scheme, and condition our language
model on it to generate formal verse poetry. To
improve results, we generate multiple candidates,
which are automatically filtered and re-ranked.

Our experiments in Spanish and Basque show
that our method is able to generate high quality
poems meeting the desired meter and rhyme con-
straints, with human evaluators ranking our system
higher than other humans in more than one third of
the cases. Our code is available at GitHub.1

1https://github.com/aitorormazabal/
poetry_generation
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En estos años se verá, 
debido al cambio 
climático, una subida de 
temperatura.

<PREF><LEN:8><END:a>
<LEN:10><END:atico>
<LEN:11><END:ura></PREF>
En estos años se verá, <BRK>
debido al cambio climático, <BRK>
una subida de temperatura. <BRK>

TRANSFORMER LANGUAGE MODEL

<PREF> <LEN:8> </PREF> En… …

<LEN:8> <END:era> En estos… …

(a) Training on regular, non-poetic text. Example in Spanish.

<PREF>
<LEN:11><END:ora>
<LEN:11><END:ones>
<LEN:11><END:ones>
<LEN:11><END:ora>
</PREF>

TRANSFORMER LANGUAGE MODEL

<PREF> <LEN:11> <END:ora> </PREF>… …

<LEN:11> <END:ora> </PREF> w1
… …

Muerte, deidad temida, triunfadora, <BRK>
patrona de las desapariciones, <BRK>
amamantadora de los ladrones, <BRK>
patrona de la ametralladora. <BRK>

(b) Generation of formal verse poetry. Example in Spanish.

Figure 2: Proposed method. (a) During training, we split non-poetic text into phrases according to punctuation
marks, prepend control codes describing the length and end rhyme of each phrase, and train a transformer language
model on it. (b) During inference, we build a structure descriptor with control codes for the desired meter and rhyme
scheme, and condition our language model on them to generate formal verse poetry.

2 Background: formal verse poetry

Poetic traditions differ across languages and cul-
tures. In this work, we focus on formal verse po-
etry in Spanish and Basque,2 which impose strict
meter and rhyme constraints as follows:

• The syllabic meter specifies the number of
lines in the poem, as well as the number of syl-
lables that each line must contain.3 Spanish
syllabic meter allows for synalephas, where
two syllables can be merged into one when
one word ends in a vowel and the next starts
with one. For simplicity, we do not consider
synalephas when counting syllables, although
our method could easily be extended to ac-
count for them.

• The rhyme scheme specifies the pattern ac-
cording to which lines must rhyme. For in-
stance, the ABAB scheme requires the 1st line
to rhyme with the 3rd one, and the 2nd line to
rhyme with the 4th one. Two lines are consid-
ered to rhyme if they repeat the same sound
at their last syllables.4 In addition, rhyming
lines cannot end in the same word.

2The selected languages where narrowed down according
to the availability of publicly available high-quality syllabiza-
tion and rhyme detection systems (which discarded English),
as well as the fluency of the authors.

3Some traditions impose a stress pattern in addition to the
number of syllables, which is known as accentual-syllabic
meter. We do not consider this type of meter in our work, as it
is not common in Spanish and Basque.

4In Spanish, two words rhyme if their sounds are identical
from the last stressed vowel onwards. In Basque, two words
rhyme if their sounds match from the first vowel of the second

There are different poetic forms depending on
the specific meter and rhyme scheme that they im-
pose. For instance, the first stanza of a Spanish
sonnet must consist of four verses with 11 syllables
each, following an ABBA rhyme scheme. As illus-
trated in Figure 1, we use control codes to define
such meter and rhyme constraints, which we refer
to as structure descriptors.

3 Proposed method

As described in §2, we want our system to be able
to generate text that adheres to a specific structure.
The key idea behind our approach is that, similar
to formal verse poetry, any text adheres to a certain
implicit structure. In the case of non-poetic text the
structure will not follow any regular pattern, but we
can still extract it and build a structure descriptor
for it. We can then augment the non-poetic corpus
with these descriptors, and train a regular LM on
it (Figure 2a). The model thus learns to respect
the structure provided in the descriptor, which al-
lows us to generate formal verse poetry at inference
time, by conditioning the model on the appropriate
structure descriptor (Figure 2b).

We next describe the two main components of
our method: structure-aware training (§3.1) and
inference with filtered re-ranking (§3.2).

to last syllable onwards, and the following consonant groups
are considered to sound the same for the purposes of rhyme:
{p,t,k}, {n,m}, {s,z,x}, and {b,d,g,r}.
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3.1 Structure-aware training

Let X be the space of possible text sequences, and
S be the space of possible structure descriptors.
We can define a function s : X → P(S) that maps
each sequence of text into its corresponding set
of descriptors.5 We want to build a model that
can sample from P (X|c ∈ s(X)), that is, that can
sample text conditioned on an structure descriptor
c. In theory, one could do this through rejection
sampling, by repeatedly drawing sentences from
x ∼ P (X) until one of them satisfies c ∈ s(x).
However, this is intractable in practice, since the
probability of a randomly sampled text following
the desired structure is practically zero.

Instead, we train a LM that can be conditioned
on any given structure (see Figure 2a). To that end,
we start by annotating the implicit structure of a
regular, non-poetic corpus. We first split the corpus
in phrases, where we define a phrase as a sequence
of text delimited by either a newline or a punctua-
tion character (e.g., commas, colons or quotes). We
do this so that the rhyme words at the end of these
units correspond to natural stopping points. We
then group the text in blocks of n phrases, where n
is randomly sampled. For each block x, we choose
a structure descriptor cx ∈ s(x) that defines the
length and end rhyme of each of the phrases it
contains. We then create an augmented corpus
(cx1 , x1, cx2 , x2, ...) by interleaving the previously
generated structure descriptor cxi before its corre-
sponding text block xi (see Appendix A for more
details). Finally, we train a transformer LM on
the augmented corpus. The control codes in the
structure descriptors are treated as regular tokens,
and the model is trained with the standard next
token prediction objective.

3.2 Generation with filtered re-ranking

At inference time, we use the LM from §3.1 to
generate formal verse poetry in 3 steps:

1. Candidate generation. We specify the desired
meter and rhyme scheme as a structure descriptor,6

and use our LM to generate text conditioned on it
(see Figure 2b). We repeat the process k = 3000
times to generate k different candidates. In our

5Each sequence is mapped to a subset of S, as the same
sequence could be described by multiple descriptors.

6A rhyme scheme specifies which lines must rhyme, but
not what the rhyme sound should be. We thus generate a con-
crete structure descriptor from the given scheme by sampling
each rhyme sound independently from the five most common
rhyme sounds in the training corpus.

experiments, we provide the first line of the poem
to generate in addition to its structure descriptor,
which is useful to define the subject and make dif-
ferent systems easier to compare.

2. Filtering. In practice, some of the generated
candidates do not meet the given constraints or are
otherwise pathological. For that reason, we filter
candidates according to the following conditions:

1. #Line. The candidate must have the number
of lines specified in the structure descriptor.

2. #Slb. Each line must have the number of syl-
lables specified in the structure descriptor.

3. Rhyme. Each line must end in the rhyme
sound specified in the structure descriptor.

4. Rep. word. No two rhyming lines can end in
the same word.

5. BLEU. In order to prevent the model from
generating repetitive text, the maximum and
average BLEU across any two lines must be
be less than or equal to 35 and 20.

3. Re-ranking. We score the remaining candi-
dates for fluency using our LM, and output the
one with the highest score. Different from the first
step, we do not condition on the structure descrip-
tor when doing so, which gives a measure of the
general fluency.

We test the efficacy of the second and third steps
in the experiments.

4 Experimental design

We run experiments on Spanish and Basque. We
next detail the training details (§4.1) and the auto-
matic and human evaluation setup (§4.2 and §4.3).

4.1 Training details
Hyperparameters. We train transformer LMs
using the same settings as Brown et al. (2020). For
Basque, we train a 350M model with a learning rate
of 3 × 10−4 and linear decay over 300B tokens.7

For Spanish, we train a 760M model over 100B
tokens using a constant8 learning rate of 2.5×10−4.

7In practice, we stop training after seeing around 85B
tokens, when performance plateaus in the validation set.

8We initially planned to manually decay the learning rate
according to validation perplexity. However, we did not ob-
serve performance plateauing (presumably due to the large
corpus and our constrained compute budget), so the full train-
ing was done with a constant learning rate.
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Corpora. We use EusCrawl (Artetxe et al., 2022)
as our training corpus for Basque, which takes
2.5GB in plain text format, and a subset of 700GB
from mC4 (Raffel et al., 2019) for Spanish. Given
the small size of the Basque corpus, we combine
10 versions of the corpus using different random
seeds to generate the structure descriptors.

Preprocessing. We use SentencePiece tokeniza-
tion (Kudo and Richardson, 2018) with a 50k vo-
cabulary for each language, and reserve 8.5k tokens
for the control codes in the structure descriptors.
For syllabification and rhyme sound extraction we
use the rules provided by Agirrezabal et al. (2012),9

which are encoded as finite-state transducers imple-
mented in Foma (Hulden, 2009).

Models. In addition to our proposed model
(PoeLM), we train a regular LM for each lan-
guage as a baseline, using the exact same hyper-
parameters, tokenization, and corpora (without the
interleaved structure descriptors).

4.2 Automatic evaluation

We use Spanish poems from the 20th century sub-
set of the DISCO dataset (Barbado et al., 2021),
and Basque poems from the BDB dataset10 to eval-
uate our approach. The DISCO and BDB datasets
consist of 20k and 44k tokens before our Sentence-
Piece tokenizer is applied, respectively. We use the
following automatic metrics:

Filtering rate. We take 10 poems11 from each
test set, extract the first line from them, generate
poems for each as described in §3.2 following the
meter and rhyme scheme of the original poem, with
k = 3000 candidates for each, and measure the
percentage of candidates that are filtered according
to the criteria in §3.2. We compare the resulting
filtering rate of our proposed PoeLM, which is con-
ditioned on the relevant structure descriptor, and a
regular LM, which is not conditioned on any struc-
ture but could still generate a valid poem given
enough trials.

9https://bitbucket.org/
manexagirrezabal/syllabification_gold_
standard

10https://bdb.bertsozale.eus/. We use the
2005 segment of the corpus.

11For Spanish, we use the first Stanza of full sonnets from
DISCO, which consist of either 11 or 14 syllable lines, follow-
ing a rhyme scheme of ABAB or ABBA. For Basque, we use
Zortziko Handia poems from BDB, which consist of 8 lines,
where the odd ones are 10 syllables long, the even ones are 8
syllables long, and only the even lines are required to rhyme.

Since, unlike PoeLM, the baseline LM does not
generate break tokens to separate lines, we split the
generated text into lines according to the relevant
number of syllables. When this cannot be done
while respecting word boundaries, we consider that
the candidate is rejected for breaking the #slb con-
dition. As a consequence, generations from the
baseline LM are never considered to be rejected
due to the #verse condition.

Perplexity. To understand how well the model
is able to leverage the information provided by a
known structure, we compare the per-token per-
plexity of (i) PoeLM conditioned on the relevant
structure descriptor, (ii) PoeLM without condition-
ing on any structure descriptor, (iii) the baseline
LM. We do this both in the validation set of the
non-poetic corpus used for training, as well as the
poem datasets used for evaluation.

Consistent with training, we insert break tokens
to separate lines for both PoeLM variants. How-
ever, these special tokens are excluded from the
perplexity computation to make them comparable
with the baseline LM.

4.3 Human evaluation

We run a qualitative evaluation in Spanish compar-
ing poems generated by our system and humans.
Given that writing poems is also challenging for
humans, we consider both poems written by actual
poets as well as layman volunteers. More con-
cretely, we take the first line of 50 poems from the
DISCO dataset, and compare 3 poems generated
by completing them as follows:

• Expert: The original poem from DISCO from
which the first line was extracted, authored by
a renowned poet.

• Layman: Poems written by non-expert volun-
teers within a time limit of about 5 minutes.

• PoeLM: Poems generated by our system us-
ing the full pipeline described in §3.2.

We then give these 3 poems12 to human evalua-
tors in a random order, and ask them to rank from
best to worst. We report results according to two
metrics: the overall rank (the percentage of times
that each system has been ranked in each position),
and the head-to-head comparison (the percentage

12A 4th candidate, which we ignore when calculating the
ratings, was also included for the analysis in §6.2.

3658

A Appendix

92



Spanish Basque

PoeLM LM PoeLM LM

Correct 30.9 0.0 23.4 0.0

Reject due to
#Verse 3.7 0.0 9.6 0.0

#Slb 17.0 96.6 34.0 90.3
Rhyme 13.1 3.4 11.1 9.7

Rep. word 31.1 - 19.7 -
BLEU 4.2 - 2.3 -

Table 1: Percentage of filtered candidates, with a break-
down for the reason of rejection. See §4.2 for details.

Spanish Basque

poetic prose poetic prose

Baseline LM 62.7 15.9 151.1 24.3

PoeLM w/ struc 49.5 11.7 42.5 10.1
no struc 129.5 18.0 634.2 81.4

Table 2: Perplexity of poetic and non-poetic (prose)
corpora. See §4.2 for details.

of times that each system has been ranked before
each other system).

All volunteers that wrote the poems, as well as
those that ranked the candidates, are native Span-
ish speakers with university studies. While there
was an overlap between both groups of volunteers,
we made sure that volunteers were never asked to
rank poems written by themselves. All volunteers
are familiar with the fundamentals of formal verse
poetry, but are not experts in the matter. Refer to
Appendix B for more details.

5 Results

We next discuss our main results for the automatic
(§5.1) and human evaluation (§5.2).

5.1 Automatic evaluation
We report filtering rate results in Table 1. We find
that 30.9% of Spanish poems and 23.4% of Basque
poems sampled from PoeLM meet the given con-
straints. While far from perfect, this means that
sampling a few candidates is enough to obtain a
valid poem with our approach. In contrast, none of
the poems generated by the baseline LM is valid,
showing that our proposed structure-aware training
is critical to generate formal verse poetry with LMs.
Regarding the reason for rejection, we find that the
majority of candidates from PoeLM are discarded
for repeating rhyming words, which the model was
not directly trained to prevent.

S1
S2 Expert Layman PoeLM

Expert - 54.0% 62.7%
Layman 46.0% - 60.7%
PoeLM 37.3% 39.3% -

Table 3: Percentage of times that system S1 is ranked
ahead of S2 in the human evaluation.

1st 2nd 3rd

Expert 44.0% 28.6% 27.3%
Layman 36.7% 33.3% 30.0%
PoeLM 19.3% 38.0% 42.7%

Table 4: Percentage of times that each system has been
ranked in each position in the human evaluation.

Table 2 reports the perplexity results. When
conditioned on structure descriptors, our model
always outperforms the baseline LM, meaning that
it is able to make better predictions accounting for
the meter and rhyme constraints. However, when
the structure descriptor is not provided, our model’s
perplexity is higher, presumably because the model
did not see text without structure descriptors during
training.

5.2 Human evaluation

We report head-to-head results in Table 3, and rank-
ing results in Table 4. Human evaluators prefer
poems generated by our system over those written
by renowned poets in 37.3% of the cases. Similarly,
our system does better than laymen in 39.3% of
the cases. This shows that our system is able to
generate high-quality poems, which humans often
prefer over poems written by other humans. This
can also be seen in the ranking evaluation, as our
system has been ranked in first position in 19.3% of
cases, and among the first two positions in 57.3%
of cases.

Finally, it is surprising that layman poems are
ranked above those from renowned poets nearly
half of the times. We attribute this to the human
evaluators themselves being laymen, leading them
to prefer poems that use more plain language. This
is also reflective of the subjective nature of the task,
as different readers might enjoy poetry differently.

6 Analysis

We further analyze our system by quantifying
at which portion of the poem its perplexity gain
is highest (§6.1), experimenting with manual re-
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Figure 3: Interpolated advantage in log probability of
our model compared to a regular LM over the Spanish
mC4 validation set, as a function of normalized prox-
imity to the next specified rhyme token. See §6.1 for
details.

S1
S2 Exp. Lay. PoeLM PoeLM

+rerank

PoeLM 37.3 39.3 - 26.0
PoeLM 41.3 42.7 38.0 -+rerank

Table 5: Percentage of times that system S1 is ranked
ahead of S2 in the human evaluation. Since the candi-
date chosen by a human annotator among the top 6 can-
didates will sometimes be the same as the top candidate,
there can be ties, and thus the head-to-head percentages
do not add up to 100.

ranking (§6.2), and looking at some sample poems
(§6.3).

6.1 Perplexity gain

We quantify the predictive advantage of our system
as a function of the distance to the next rhyme
word. To this end, we plot the difference in token-
wise log probabilities between our model and the
baseline LM as a function of proximity to the next
rhyme word, interpolated between 0 and 1. We
only consider lines with 15 to 25 tokens.

As shown in Figure 3, our model’s advantage is
greatest near the rhyme word. This is not surpris-
ing, as there is less uncertainty towards the end of
the line when the meter and rhyme are known. We
observe a downward spike towards the end, that
may initially seem counter-intuitive. We hypothe-
size that, since the rhyme word will often be split
into multiple tokens, by the time the first tokens
of the rhyme word are known the regular LM will
be quite sure of what the word is, meaning that the
advantage of knowing the rhyme is lower.

6.2 Manual re-ranking
A potential application of automatic poetry genera-
tion is helping (rather than replacing) humans when
writing poems. As a first approximation, we ask
our volunteers to manually choose a poem among
the top 6 candidates generated by our system.13

The resulting poem was considered as part of the
human evaluation described in §4.3, and compared
to the other 3 systems.

Table 5 reports the head-to-head performance
of our model with and without manual re-ranking.
As expected, the re-ranked model performs better,
beating the poems generated by laymen in 42.7%
of cases, as opposed to 39.3% for the base system.
However, the base system beats manual re-ranking
in 26% of cases, meaning that human evaluators of-
ten prefer the top candidate automatically selected
by the system over the one manually selected by
another human. This means that there is a con-
siderable disagreement across annotators, which is
reflective of the subjective nature of the task.

6.3 Sample poems
Tables 6 and 7 show some example poems gener-
ated by our system in Spanish and Basque. The
poems were generated by providing the first line
along with the structure descriptor to the system,
and manually selecting a candidate among the top
six. Five lines were selected at random from the
evaluation in Spanish, and two for Basque. The full
list with the six candidates is given in Appendix C.
No cherry-picking was done, except to choose one
poem among the six candidates per line.

We observe that the system is capable of gener-
ating coherent poems covering varied topics. For
example, regarding the Spanish poems, the first,
third and fourth Spanish poems cover themes of
inner conflict, the second one describes a person’s
beauty, and the last is about an abbey called Mon-
serrat. Note that the theme is implicit in the first
line, and mirrors the typical topics of Spanish son-
nets of the time. Regarding the Basque poems, the
themes are friendship and swings in a park, also
mirroring the themes used in contemporary sponta-
neous poetry contests in the dataset.

7 Related work

We next review relevant literature in poetry gen-
eration (§7.1), as well as controllable generation

13We take the top three candidates with and without BLEU
filtering to generate this list.
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Generated Poem English translation

Siento otro Yo que contra mí se empeña,
un Yo para el que no debo luchar,
un Yo al que no debo acompañar,
un Yo que a menudo me condena.

I feel another Self that is set against me,
a Self for which I must not fight,

a Self that I should not accompany,
a Self that often condemns me.

Casta su faz, bajo la blanca toca,
su faz es dulce,es bella sin cesar,

su faz es hermosa como un jaguar,
su faz es divina como la roca.

Chaste is her face, under her white cap,
her face is sweet, relentlessly gorgeous,

her face is beautiful like a jaguar,
her face is divine like rock.

Nada más. De aquel sueño, que pasó como un ala,
arranco todo lo que había en mi mente,
todo lo que me atormentaba y no cala,

lo que callo en el interior de mi presente.

Nothing more. Of that dream, that passed like a wing,
it tore everything from my mind,

all that tormented me and doesn’t seep through,
which I keep quiet inside my present.

Es inútil que luche por quitarme del pecho,
que niegue repetidamente mis opiniones,

que trague de nuevo mi entusiasmo deshecho,
que rechace de nuevo todas mis negaciones.

Fighting to get it off my chest is futile,
that I repeatedly deny my emotions,

that I once again swallow my undone enthusiasm,
that I once again reject all my negations.

Del Monserrat en la penumbra undosa,
Del Monserrat silente en el Solar,
Del Monserrat dolido en el remar,
Del Monserrat cautivo en la prosa.

Of the Monserrat in the gloomy twilight,
Of the Monserrat, silent in sunlight,

Of the Monserrat, pained in paddling,
Of the Monserrat, captive in prose.

Table 6: Spanish poems generated by our method, given five lines selected at random from the dataset. The five
poems have been manually selected from the top six candidates generated by the system for each line, with no other
form of cherry-picking. See Appendix C for the full list of six candidate poems.

(§7.2).

7.1 Poetry generation

Retrieval based approaches. Early work in poetry
generation focused on rule-base methods, which
generate text according to predefined rules that
ensure the desired structure is followed (Gervás,
2000; Gonçalo Oliveira et al., 2007). A pop-
ular approach is to fill templates with text ex-
tracted from existing poems (Colton et al., 2012;
Gonçalo Oliveira, 2012; Gonçalo Oliveira et al.,
2017). This makes it easy to control poetic struc-
ture, since the meter and rhyme schemes of the text
pieces can be annotated in advance and combined
accordingly when filling the templates. However,
the diversity and creativity of these approaches is
limited.

Neural poetry generation. More recently, there
has been work on applying neural text generation to
poetry. A popular approach is to train a finite-state
acceptor (FSA) that ensures all accepted sequences
obey the required structure, which is then used to
guide a recurrent neural network (RNN) through re-
jection sampling (Ghazvininejad et al., 2016, 2018;
Hopkins and Kiela, 2017). However, these meth-
ods require some form of lyrical or poetic text to
train the RNN or the FSA, and they must generate
text right-to-left in order to respect rhyme sounds,
as the model has no concept of planning. Addition-

ally, a new FSA has to be trained for each desired
poem structure. Lau et al. (2018) augment an RNN
with a pentameter model and learn the meter and
rhyme constraints of sonnets in a supervised way
from a sonnet corpus. They then generate poem
lines right-to-left, to alleviate the model’s lack of
planning. Van de Cruys (2020) trains an encoder-
decoder RNN on prosaic text to generate each line
right-to-left conditioned on the previous one, and
applies constraints when decoding to ensure the
generated text adheres to a rhyme scheme and con-
sistent topic. However, their system cannot enforce
a specific syllabic meter.

Multiple works focus on neural poetry genera-
tion for the Chinese language, applying techniques
such as reinforcement learning (Yi et al., 2018) or
planning (Wang et al., 2016). In Chinese, one char-
acter corresponds to a syllable, but meter is gov-
erned by tonal constraints. Most of the reviewed
works assume that, with a sufficiently large corpus,
the model should be able to learn the implicit tonal
structure of poetry (Wang et al., 2016; Zhang et al.,
2017; Liu et al., 2018). Yeh et al. (2019) concate-
nate tonal information to the character embeddings
of an LSTM to create a model that is more phono-
logically compliant.

Notably, current neural methods capable of con-
trolling both syllable count and rhyme scheme re-
quire some form of poetic corpus to train, and usu-
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Generated Poem English translation

Gu biok lagun handiak gara,
anaia,aita,semea,

eta bion ideologia,
gure identitatea,

konpartitzen dugu.Batzuetan,
zaila da bat esatea,

besteak ulertzea,benetan,
zein ahula den bestea.

The both of us are great friends,
brother,father,son,
and our ideology,

our identity,
is shared. Sometimes,
it is hard to say one,

to understand others, truly,
how weak others are.

Nahiz kulunpio pila bat egon,
eguzkiak sikiera,

aukera du ondo goxatzeko,
eta ez beti gainera,

baita asteko egun denetan,
baita hemendik aurrera,
ilargi erdiko orduetan,

eta hori da ederra.

Even though there are many swings,
at least the sun,

has a chance to enjoy,
not always,

also during every day of the week,
and, from now on,

during the moon hours,
and that is beautiful.

Table 7: Basque poems generated by our method, given two lines selected at random from the dataset. The poems
have been manually selected from the top six candidates generated by the system for each line, with no other from
of cherry-picking. See Appendix C for the full list of six candidate poems.

ally generate text right-to-left to alleviate a lack of
planning when generating rhymes.

7.2 Controllable generation
Similar to our approach, several works attempt to
control the generated output by augmenting the
training data with tags. Keskar et al. (2019) aug-
ment the training corpus of a LM with codes auto-
matically extracted from metadata. Some works in
machine translation explore augmenting the train-
ing data in order to control the politeness (Sen-
nrich et al., 2016), domain (Kobus et al., 2016),
or length (Lakew et al., 2019) of generated trans-
lations. Schioppa et al. (2021) experiment with
vector-valued additive tags in order to control mul-
tiple attributes of the generated text at once. How-
ever, all of these systems use tags that only broadly
specify the length, domain or style of the text to
generate. In contrast, our model is conditioned on
a very specific meter and rhyme scheme that the
text must follow.

8 Conclusions and future work

In this work, we present an unsupervised approach
to generate formal verse poetry. We identify and ex-
tract the latent structure in non-poetic corpora, and
feed this information along with the text to a trans-
former LM, allowing us to control the structure of
the text at generation time. Our system is capa-
ble of generating formal verse poetry with flexible
meter and rhyme schemes, without requiring any
sort of poetic text to train. The required structure
can be easily altered by changing the descriptor,

allowing us to generate different types of poetry
without needing to re-train the system. Automatic
and human evaluations show that our model learns
to leverage the provided structure information to
better predict the text, and is capable of generat-
ing short poems that are often preferred to those
created by a human.

In future work, we would like to extend our
framework to be able to control other aspects of the
generated text in addition to meter and rhyme.

Limitations

Given that our method requires tagging the implicit
meter and rhyme of the training corpus, we are
limited by the quality of available syllabization
and rhyme detection systems. While rule-based
systems with a low error rate are easy to create for
languages such as Spanish or Basque, this is not
the case for English, which is why we did not train
an English version of our system. However, our
approach is independent of the used syllabization
and rhyme detection process, and could be readily
applied on top of any system with a low error-rate.

Additionally, our Spanish syllabization system
has no concept of synalephas, where two syllables
can be merged into one when one word ends in
a vowel and the next starts with one. This means
that our system will never use this Spanish literary
device when generating poems.
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A Structure descriptors

The process of extracting the meter descriptors
from a regular corpus and creating the augmented
corpus consists of four steps:

1. First, we split the text into phrases ac-
cording to the following set delimiters: _-
?"!,:’‘()[].{}‘;»«><’. We do this so that the
phrases, which will correspond to lines in
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our generated poems, end at natural stopping
points in speech. Additionally, we randomly
merge each phrase with the next or the next
two phrases, with probabilities 0.15 and 0.05,
respectively, so that the model can generate
verses that contain these special characters.

2. Second, we syllabize each phrase and extract
the rhyme class of its final word, using our
FOMA transducers.

3. Third, we split the text into blocks of n
phrases, where n is sampled uniformly be-
tween 3 and 10. For each block, we construct
a meter descriptor from the syllable count and
rhyme class of each phrase. The descriptor
begins with a <PREF> token and ends with a
</PREF> token, and a pair of tokens of the
form <LEN_X> <CLS_Y> for each phrase,
where X is the syllable count and Y is the
rhyme class. In 15% of cases, the rhyme class
is replaced with a special <CLS_UNK> class,
which allows us to leave the rhyme of certain
verses unspecified when generating. Addition-
ally, when there is a paragraph boundary (line
break) in the text, we insert a <SEP> token in
the corresponding position.

4. Fourth, we construct the corpus interleaving
the meter descriptors in between the corre-
sponding blocks of text. Additionally, we in-
sert a <BRK> token in between phrases in the
actual text. The <BRK> token lets us clearly
see where the model has intended to end a
phrase, allowing us to split the generated po-
ems into verses easily.

B Human evaluation

As described in §4.3, we extract the first line from
fifty real poems in the DISCO dataset, and compare
the poems obtained by completing them. Specifi-
cally, for each case, we present the four candidate
completions in a randomized order, and ask a hu-
man volunteer evaluator to rank them from best
to worst. Additionally, the rhyme scheme that the
poem should follow is provided, so that the evalua-
tor can take it into account when judging a poem
(our systems’ poems and the gold standard never
contain rhyme mistakes, but the poems generated
by human annotators might). Each ranking is done
by three different annotators.

All volunteers that participated in writing and
ranking poems are familiar with the fundamentals

of formal verse poetry, but are not experts in the
matter. To obtain the "Layman" poems, volunteers
were asked to complete a poem within a time limit
of 5 minutes. However, this time limit was not
enforced, and it was slightly exceeded in some
cases.

C Full list of poems

Tables 8 and 9 show the full list of the six candi-
date poems generated by our system for each of
the five lines in Spanish and two lines in Basque
chosen at random from their respective datasets.
No cherry-picking was done on these tables. From
these poems, we did select one for each line manu-
ally, as shown in Tables 7 and 6 in the main body
of the paper (see §6.3).
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Siento otro Yo que contra mí se empeña,
Siento otro Yo que no quiere cambiar,

Siento otro Yo que no sabe amar,
Siento otro Yo que no se condena.

Siento otro Yo que contra mí se empeña,
siento otro Yo que no quiero amar,
siento otro Yo que no puedo hablar,
siento otro Yo que no me enseña.

Siento otro Yo que contra mí se empeña,
y otro Yo que me quiere dominar,
y otro Yo que no me quiere amar,

que me condena y que me condena.

Siento otro Yo que contra mí se empeña,
un Yo para el que no debo luchar,
un Yo al que no debo acompañar,
un Yo que a menudo me condena.

Siento otro Yo que contra mí se empeña,
o una voz que me hace suspirar,
o una risa que me hace llorar,

o un grito que me quita la pena.

Siento otro Yo que contra mí se empeña,
un Yo que no me deja amamantar,
un Yo que me ensena a no llorar,

un Yo que me enseña lo que pena.

Casta su faz, bajo la blanca toca,
vestida de dos trpitos de azahar,
Casta su faz,bajo la blanca tocar,
vestida de dos trpitos de su boca.

Casta su faz, bajo la blanca toca,
carvaja y danseá del palomar,

Casta su faz,bajo la blanca tocar,
carvaja y danseá de la roca.

Casta su faz, bajo la blanca toca,
casta su faz sin tabiques que tapar,

casta su faz cuando quiere cabalgar,
casta su faz con guarnición de boca.

Casta su faz, bajo la blanca toca,
su faz es dulce,es bella sin cesar,

su faz es hermosa como un jaguar,
su faz es divina como la roca.

Casta su faz, bajo la blanca toca,
ennoblece este cantar popular,

casta su faz,bajo la blanca tocar,
ennoblece este cantar de boca.

Casta su faz, bajo la blanca toca,
no dejaba errar;casta su mirar,

no dejaba turbar;casta su hablar,
no dejaba hacer;casta su boca.
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Nada más. De aquel sueño, que pasó como un ala,
voló el agua como un ave frugalmente,

De aquel sueño,que pasó como una bala,
voló el viento como un átomo ardiente.

Nada más. De aquel sueño, que pasó como un ala,
no me devolviera la pálida piel caliente,
De aquel sueño,que pasó como una bala,
no me devolviera la herida en la frente.

Nada más. De aquel sueño, que pasó como un ala,
arranco todo lo que había en mi mente,
todo lo que me atormentaba y no cala,

lo que callo en el interior de mi presente.

Nada más. De aquel sueño, que pasó como un ala,
salió un pensamiento que viniera al frente,
un pensamiento que pasó como una bala,

salió un rayo que se encendió en mi mente.

Nada más. De aquel sueño, que pasó como un ala,
como un beso que se derrumbó de mi mente,

y que se fue al pasado como una bala,
y desapareció del mapa como un ente.

Nada más. De aquel sueño, que pasó como un ala,
un ave se paró sola en un parapente,

De aquel sueño,que pasó como una bala,
un viento se detuvo en el mar de enfrente.

Es inútil que luche por quitarme del pecho,
Es muy difícil que yo huya de mis traiciones,

Es demasiado tarde para lo que he hecho,
Es demasiado tarde para mis decisiones.

Es inútil que luche por quitarme del pecho,
que niegue repetidamente mis opiniones,

que trague de nuevo mi entusiasmo deshecho,
que rechace de nuevo todas mis negaciones.

Es inútil que luche por quitarme del pecho,
que no sea la tiranía de las pasiones,

que se ría de mí de lo que yo le he hecho,
Es inútil que se enoje por mis canciones.

Es inútil que luche por quitarme del pecho,
es inútil que llore por tus provocaciones,
es inútil que te diga qué es lo más hecho,

es inútil que afirme mis acusaciones.

Es inútil que luche por quitarme del pecho,
que luche por alcanzarme con sus oraciones,
que luche por bajarme del caballo derecho,

que me meta en mi cama con sus peticiones.

Es inútil que luche por quitarme del pecho,
que me refugie en mi casa de ilusiones,

que me grite a voces que quiero y no hecho,
que me arregle los días sin palpitaciones.
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Del Monserrat en la penumbra undosa,
Del Monserrat en la luz crepuscular,
Del Monserrat en la vida de Aznar,
Del Monserrat en la noche ansiosa.

Del Monserrat en la penumbra undosa,
Del Monserrat en la niebla uncular,

Del Monserrat en la luna anular,
Del Monserrat en la noche brumosa.

Del Monserrat en la penumbra undosa,
Del Monserrat en la noche un lugar,
Del Monserrat en la luz un despertar,

Del Monserrat en el sol una rosa.

Del Monserrat en la penumbra undosa,
Del Monserrat con los dedos sin borrar,
Del Monserrat con las ganas de cantar,

Del Monserrat de la roca filosa.

Del Monserrat en la penumbra undosa,
Del Monserrat silente en el Solar,
Del Monserrat dolido en el remar,
Del Monserrat cautivo en la prosa.

Del Monserrat en la penumbra undosa,
Del Monserrat cuando hay que claudicar,
Del Monserrat hasta que hay que llorar,

Del Monserrat con mantilla larosa.

Table 8: Full list of six candidate poems for Spanish generated by our system for the five lines chosen at random in
the Spanish dataset. No cherry-picking was done on this table. From these poems, we did select one for each line
manually, as shown in Table 6 in the main body of the paper.
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Gu biok lagun handiak gara,
anaia,aita,semea,

eta bion ideologia,
gure identitatea,

konpartitzen dugu.Batzuetan,
zaila da bat esatea,

besteak ulertzea,benetan,
zein ahula den bestea.

Gu biok lagun handiak gara,
bata zinemazalea,

bestea musikaria bera,
biek dugu lanbidea,

Denok egiten dugu aurrera,
dena da inportantea,

dena dago egiteko era,
izaten da idazlea.

Gu biok lagun handiak gara,
argazkilari zalea,

eta asko gustatzen zait bera,
nire bikotekidea,

argazki kamera eskuetan,
ezaguna izatea,

gogoratzen dudan argazkia,
lagunekin ikustea.

Gu biok lagun handiak gara,
Esne Beltzako kidea,

anai zaharra eta arreba,
Jon eta nire semea,

eta bi panpin gaude honetan,
Oihan Vega da bestea,

Hesian taldeko kantaria,
Sorotan Bele taldea.

Gu biok lagun handiak gara,
katuak ardi taldea,

tomateak eta haragia,
soja eta laborea,

oilaskoak fruitua lortzeko,
lekalearen jeztea,

baratzea animalietan,
pinpilinpauxa zaintzea.

Gu biok lagun handiak gara,
baina gure bikotea,

itxura guztien arabera,
ez da bideko jendea,

Bidaia ez da gauza berria,
ez da hala esatea,

Baina batzuetan,batzuetan,
izan daiteke jabea.
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Nahiz kulunpio pila bat egon,
galtza belauna behera,

gero eskailerak,hortz parea,
sokak,besoak atzera,

kautxuzko motxilak bizkotxetan,
eta astindu ederra,

bularra,pultsuko aurpegia,
izterra eta izterra.

Nahiz kulunpio pila bat egon,
ez da oso gauza bera,

autoa hartu eta kotxea,
leku batetik bestera,

beste leku batera sartzeko,
jendearekin batera,

egiten dugun bide horretan,
kotxeak izorratzera.

Nahiz kulunpio pila bat egon,
aspiranteen antzera,

gorputza sentsuala da ia,
betirako izaera,

eta erretzen duzu airea,
ez zara esterilera,

kaka egiten duzu oinetan,
likidoa da gainera.

Nahiz kulunpio pila bat egon,
eguzkiak sikiera,

aukera du ondo goxatzeko,
eta ez beti gainera,

baita asteko egun denetan,
baita hemendik aurrera,
ilargi erdiko orduetan,

eta hori da ederra.

Nahiz kulunpio pila bat egon,
komunera lasaitzera,

komunera salto egiteko,
irakurtzera,jotzera,

txorimaloetaz gozatzea,
konpainia egitera,

burrunba burrunbatsuaz janztea,
koadrilan afaltzera.

Nahiz kulunpio pila bat egon,
bada zerbaiten plazera,
dena zure eskura uztea,

dakizuna arabera,
izan zaitez supergizakia,

izan nahi izatera,
hau da,zuhaur,dena emateko,

munduarekin batera.

Table 9: Full list of six candidate poems for Basque generated by our system for the two lines chosen at random in
the Basque dataset. No cherry-picking was done on this table. From these poems, we did select one for each line
manually, as shown in Table 7 in the main body of the paper.
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Abstract

Methods for adapting language models (LMs)
to new tasks and domains have traditionally as-
sumed white-box access to the model, and work
by modifying its parameters. However, this is
incompatible with a recent trend in the field,
where the highest quality models are only avail-
able as black-boxes through inference APIs.
Even when the model weights are available, the
computational cost of fine-tuning large LMs
can be prohibitive for most practitioners. In
this work, we present a lightweight method for
adapting large LMs to new domains and tasks,
assuming no access to their weights or inter-
mediate activations. Our approach fine-tunes
a small white-box LM and combines it with
the large black-box LM at the probability level
through a small network, learned on a small val-
idation set. We validate our approach by adapt-
ing a large LM (OPT-30B) to several domains
and a downstream task (machine translation),
observing improved performance in all cases,
of up to 9%, while using a domain expert 23x
smaller.

1 Introduction

Natural language processing (NLP) has witnessed
remarkable progress in recent years thanks to the
development of increasingly powerful LMs (Brown
et al., 2020; Andrew and Gao, 2007; Chowdhery
et al., 2022; Touvron et al., 2023). Since these mod-
els are usually generalists, it is often of interest to
adapt them to new domains, underrepresented or
not found in the original training data. Typically,
domain adaptation techniques assume white-box
access to the model parameters, for example by
fine-tuning on a particular target domain (Gururan-
gan et al., 2020).

However, this approach has become increas-
ingly infeasible given the ongoing paradigm shift in
the field—state-of-the-art models like GPT-4 and
PaLM-2 are only accessible as black-boxes through
inference APIs and, even when the model weights

Input text

Large black-box LM

Small domain expert

PL

PS

Learned 
combination

PC

Black-box probability 
distribution

Domain expert probability 
distribution

Adapted model probability 
distribution

Figure 1: Illustration of our approach. We leverage
a large black-box LM and a small white-box LM, fine-
tuned on a domain-specific corpus. We combine both
models’ outputs at the probability level, through a com-
bination function learned on a small fitting set, requiring
very little compute. The resulting model adapts the large
black-box to the target domain, performing better than
either of the original ones.

are available, the computational cost of fine-tuning
large models can be prohibitive. Consequently, do-
main adaptation methods that cannot leverage the
power of black-box LLMs are likely to fall behind.

In this work, we propose a simple and
lightweight approach to adapt black-box LMs to
new domains, without requiring access to weights
or intermediate activations. Our method consists
of two main steps: (1) training a small, white-box
model on the desired target domain, and (2) learn-
ing a function that combines the probability distri-
butions from the large black-box LM and the small
domain expert LM, producing a new probability
distribution. The combination function is a small
neural network that is trained on a small validation
dataset.

We evaluate our method by adapting a black-box
model to three distinct domains and a downstream
task—machine translation (MT). In all cases, we
observe that the combined model outperforms both
the large black-box model and the small domain
expert. This shows that it is possible to adapt black-
box LMs to new domains, opening an exciting line
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of research.

2 Proposed method

Our approach works in two steps: (1) we train a
small domain expert LM, and (2) we learn a func-
tion that combines the outputs of the domain expert
LM and a large black-box LM at the probability
level.

More concretely, an LM defines a probability
distribution over the possible continuations of any
given text. That is, given a sequence of tokens
x = (x1, x2, ..., xn) ∈ V ∗, where V is the model
vocabulary, an LM parametrizes PLM (ynext|x),
the probability that ynext is the continuation of
x in a text. We let PS denote our small domain
expert LM, and PL denote the large black-box
generalist LM. Our combination function f de-
fines a new combined probability distribution PC :
PC(ynext|x) = f(PS(·|x), PL(·|x))ynext . Here
f : R|V | × R|V | → R|V | is a vector-valued func-
tion that receives full probability distributions, and
outputs a new probability distribution.

To train the domain expert LM, we fine-tune
a pre-trained model on a small domain-specific
dataset. For the combination function, we consider
several alternatives of varying capacity:

1. Mean. The arithmetic mean of the two distri-
butions: f(y1,y2) = (y1 + y2)/2.

2. Constant-scalar. A linear combination of
the two input distributions, with a constant
combination factor λ: f(y1,y2) = λy1 +
(1− λ)y2.

3. Constant-vector. A token-wise version of
the previous combination, where λ ∈ R|V |

is a constant vector, and the combination fac-
tor varies per-token: f(y1,y2) ∝ λ ◦ y1 +
(1 − λ) ◦ y2, where ◦ is the Hadamard (el-
ementwise) product. Note the proportional-
ity instead of equality in the definition, as a
re-normalization is required when combining
distributions per-token.

4. Entropy-scalar. A scalar λ is predicted
from the entropies of each distribution,
λ = g(H(y1),H(y2)), and the output is
a linear combination as in constant-scalar:
f(y1,y2) = λy1 + (1− λ)y2. The function
g is parametrized by a small neural network.

5. Entropy-vector. An token-wise version of
the previous combination, where a vector λ =

g(H(y1),H(y2)) ∈ R|V | is predicted , and
then the per-token combination is done as in
constant-vector.

6. Full-scalar. A single λ is predicted from full
input distributions, λ = g(y1,y2), and then
the output is a linear combination as in the
constant combination: f(y1,y2) = λy1 +
(1− λ)y2. The function g is parametrized by
a small neural network.

7. Full-vector. Token-wise version of the pre-
vious combination, where a vector λ =
g(y1,y2) ∈ R|V | is predicted , and the per-
token combination is done as in constant-
vector.

On one end of the spectrum, the mean and
constant-scalar combinations have very low ca-
pacity, having zero and one learnable parameters,
respectively. On the other end, the full combina-
tions can represent rich combination functions, tak-
ing advantage of the information in the full output
distributions. The entropy combinations are moti-
vated by the fact that we expect output distribution
entropies to be informative to the combination func-
tion; intuitively, knowing how certain each model
is should be helpful when deciding which model to
give more weight to. Additionally, token-wise ver-
sions of each method further increase the capacity
of the combination function. This setup allows us
to study how important combination function ca-
pacity is for the performance of the adapted model,
as well as how this relates to the amount of data
used for learning the combination.

These combination functions can be learned
without any access to the LMs’ weights or internal
states, and require only a forward pass through the
small set used to train the combination network.
We refer to the process of training the small net-
work that parametrizes the combination function as
fitting the combination function. Once the combi-
nation function is fit, the combined model outputs
valid probability distributions over continuations,
and can be used as a regular LM.

3 Experimental setup

3.1 Models

We use OPT-30B and OPT-1.3B (Zhang et al.,
2022) as our large black-box and small white-box
LMs, respectively. Our choice of OPT is motivated
by the following reasons:
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1. Both the small and large models must share
the tokenizer in our current formulation.1

Since we want to train the small domain ex-
perts by fine-tuning an existing model, we
need a model family that has both large and
small models sharing the same tokenizer,
which OPT provides.

2. To rigorously determine what constitutes a
new domain for the models, we need to know
what data they were trained on, which is not
public for most proprietary models behind
APIs.2

We report results for the large model and the
small fine-tuned model, which can be taken as the
baselines, as well as their combination through
our proposed method. For the parametrization of
the combination functions, we use small neural
networks, with the following architectures:

• Constant-scalar: A single neuron with no
input, passed through a sigmoid to force it
into (0, 1).

• Constant-vector: A vector of neurons with
no input, passed through a sigmoid to force it
into (0, 1)|V |.

• Entropy-scalar: Input layer is two-
dimensional, consisting of both entropies,
followed by 1D BatchNorm, two hidden
layers of dimension 512, with ReLU non-
linearities, and a one-dimensional output
layer with a sigmoid non-linearity, to force it
into (0, 1).

• Entropy-vector: Input layer is same as for
entropy-scalar, followed by 1D BatchNorm,
two hidden layers of dimension 512, with
ReLU non-linearities, and a |V |-dimensional
output layer with a sigmoid non-linearity, to
force it into (0, 1)|V |.

• Full-scalar: Input layer is 2|V |-dimensional,
consisting on the concatenated output dis-
tributions for each model, followed by 1D
BatchNorm, two hidden layers of dimension

1Although it is possible to either adapt LMs to a new vocab-
ulary or extend our approach to work with different tokenizers,
that would add a new dimension to our experiments, separate
from the core research question that we want to study.

2While this is not a problem for applying our method in
practice, it does rule out proprietary black-box models for
scientific study.

512, with ReLU non-linearities, and a one-
dimensional output layer with a sigmoid non-
linearity, to force it into (0, 1).

• Full-vector: Input layer same as for full-
scalar, 2|V |-dimensional, followed by 1D
BatchNorm, two hidden layers of dimension
512, with ReLU non-linearities, and a |V |-
dimensional output layer with a sigmoid non-
linearity, to force it into (0, 1)|V |.

We train all combination networks using the Adam
optimizer and a learning rate of 2e−3 with the
exception of constant-vector, for which we use a
learning rate of 1e−2, and a batch size of 1024. We
run optimization for a single epoch in all cases, as
we found this to be enough in preliminary experi-
ments.

Note that the mean combination function has no
learnable parameters. Finally, we also report max-
prob oracle results as the upper-bound, which sim-
ulates a perfect combination function that gives
100% of the weight to the best model for any given
token.

3.2 Evaluation
For evaluation, we adapt our model for three new
domains and a downstream task. The three new
domains are defined by three datasets:

• The Amazon Reviews dataset (McAuley
et al., 2015; He and McAuley, 2016), consist-
ing of a large collection of reviews and ratings
entered by users on the Amazon website.

• The Enron Emails dataset (Klimt and Yang,
2004), consisting of internal emails made pub-
lic by the Federal Energy Regulatory Com-
mission during the investigation of the Enron
company.

• The FreeLaw subset of The Pile (Gao et al.,
2021), consisting of a large collection of court
opinions from federal and state courts.

For each dataset, we extract two sets of 1000
1024-token sequences, which we call train-fit and
test, respectively, and use the rest for the train set.
The train-fit sets are used to fit the combination
functions, and we report perplexity on the test sets
for evaluation. We use the train set to fine-tune
OPT-1.3B using the Adam optimizer, a 1024-token
sequence length, a fixed learning rate of 4e−4, and
a batch size of 1024 ∗ 90 = 92160 tokens. In the

A.4 Ormazabal et al. (EMNLP 2023)

107



Amazon Enron Freelaw

OPT-1.3B FT 17.00 3.30 4.98
OPT-30B 20.37 5.53 6.50

Mean 15.88 3.47 4.92
Constant-scalar 15.80 3.27 4.84
Constant-vector 15.62 3.31 4.82
Entropy-scalar 15.50 3.24 4.78
Entropy-vector 15.41 3.24 4.76
Full-scalar 15.36 3.27 4.79
Full-vector 15.43 3.27 4.79

Max-prob (oracle) 12.59 2.89 4.12

Table 1: Domain adaptation results (perplexity). By
combining a small domain expert and large general
model, we achieve better perplexities than either of the
original models.

case of Enron Emails we fine-tuned for a single
epoch, corresponding to 3000k steps. For Amazon
Reviews and FreeLaw we performed 30k steps, and
had to stop well before reaching the first epoch, due
to compute constraints. Unless otherwise stated,
the full train-fit sets are used to fit the combination
functions.

For downstream evaluation, we experiment on
English-Czech and English-German MT using the
WMT21 dataset (Barrault et al., 2020). We create
a training set by verbalizing all the sentence pairs
and concatenating them into a single corpus. De-
tails of the verbalization templates can be found
in Appendix A. We create a validation set follow-
ing the same procedure on the WMT20 test set
(Akhbardeh et al., 2021), and extract a train-fit set
of 1000 1024-token sequences for fitting the com-
bination functions, as we do in domain adaptation.
Following the recommended practice in the area
(Freitag et al., 2022), we use BLEURT (Sellam
et al., 2020) on the WMT21 test set as our eval-
uation metric, and report additional results with
BLEU (Papineni et al., 2002) in Appendix B. We
used 3-shot prompting for evaluation, as longer
sequence lenghts resulted in OOM issues in our
hardware. We use the training set to fine-tune OPT-
1.3B using the exact same settings described above.
We train for 2k steps, corresponding to a total of
around 2.5 million parallel sentences.3

3Although the full combined training set for English-
German and English-Czech is bigger than 2.5M parallel sen-
tences, we were interested in simulating the setting where
limited translation data is available. Given enough parallel
data, one can train a strong translation system from scratch,
without having to adapt a generalist model.

en-de en-cs de-en cs-en avg

OPT-1.3B FT 52.36 32.66 67.95 60.47 53.36
OPT-30B 54.77 29.21 68.45 61.83 53.56

Mean 57.62 35.34 69.84 63.62 56.61
Constant-scalar 57.73 35.08 69.70 63.70 56.56
Constant-vector 57.71 34.69 69.60 63.64 56.41
Entropy-scalar 57.87 35.18 69.59 63.88 56.63
Entropy-vector 58.11 35.41 69.44 64.06 56.76
Full-scalar 57.98 35.06 69.57 63.59 56.55
Full-vectors 58.02 35.31 69.66 63.37 56.59

Table 2: MT results (BLEURT). The learned com-
binations significantly outperforms both models in a
downstream task, often by a substantial margin.

4 Results

We next present our main results on domain adap-
tation (§4.1) and MT (§4.2).

4.1 Domain adaptation
We report domain adaptation results in Table 1.
We observe that the combined models are able to
achieve substantially lower perplexities than either
of the individual models. Even simple averaging
works remarkably well, improving over both base-
lines in Amazon Reviews and FreeLaw, but learned
combinations perform best. The entropy-scalar
combination works best across the board, achiev-
ing a relative improvement in perplexity of 9% in
Amazon Reviews, 2% in Enron Emails and 4% in
FreeLaw over the best single model. This supports
our hypothesis that output distribution entropies
are informative to the combination function. How-
ever, higher capacity combination functions like
full-scalar work better in some cases, as is the case
for Amazon Reviews.

Overall, our results show that the adapted model
is able to leverage domain-specific knowledge in
the small model, as well as the knowledge in the
large generalist model, in order to improve over
either of them. However, there is still a significant
gap between the adapted models and the max-prob
oracle, suggesting gains could still be made through
a better combination function.

4.2 Machine translation
Table 2 reports downstream results on MT. As
for domain adaptation, all the learned combina-
tions outperform both the small fine-tuned model
and the large black-box model. This shows that
our approach can work for adaptation to down-
stream tasks, and is not limited to domain adapta-
tion. Once again, the simple mean combination per-
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forms very well, obtaining the second best results
after entropy-vector. In any case, the combination
function has a relatively small impact in MT, and
even the worst performing approach brings large
improvements over the baseline.

5 Analysis

In this section, we study the following aspects of
our approach:

• How dependent is the quality of the resulting
model on the amount of data used to fit the
combination function?

• How dependent is the quality of the resulting
model on the amount of data used to fine-tune
the small LM?

• How much is general language modeling per-
formance degraded by domain adaptation?

• Is the learned combination interpretable?

5.1 Effect of the amount of data for fitting
In order to study how the performance of the
adapted model varies with respect to the amount
of data used to fit the combination function, we fit
each combination function three times, on a vary-
ing number of tokens. We report results for the
Amazon Reviews dataset in Table 3, and additional
results in Appendix B.

As expected, performance improves with more
training data. However, the difference varies across
methods. For example, constant-scalar, which has
a very low capacity, performs equally well when
trained on 100 or 1000 sequences. On the other
hand, the full-scalar and full-vector functions, that
take the entire probability distribution as input, ben-
efit from more training sequences. The entropy-
scalar combination strikes a good balance, per-
forming well across the board, and retaining strong
performance when fit on as little as 100 sequences.

5.2 Effect of fine-tuning steps
Figure 2 shows the performance of the adapted
models, when fine-tuning the small model for a
varying number of sequences. At step 0 (i.e., before
fine-tuning begins), the small LM corresponds to
vanilla OPT-1.3B, which performs considerably
worse than OPT-30B on Amazon Reviews. Even in
that case, entropy-scalar performs on par with OPT-
30B, while mean is slightly worse. This shows
that learnable combination functions are able to

100 500 1000

OPT-1.3B FT 17.00 17.00 17.00
OPT-30B 20.37 20.37 20.37

Mean 15.88 15.88 15.88
Constant-scalar 15.80 15.80 15.80
Constant-vector 15.80 15.66 15.62
Entropy-scalar 15.51 15.50 15.50
Entropy-vector 15.52 15.45 15.41
Full-scalar 15.63 15.40 15.36
Full-vector 15.71 15.49 15.43

Table 3: Perplexity on Amazon Reviews, using a differ-
ent number of sequences to fit the combination function.
Perplexity improves with the number of sequences, but
results are already strong with only 100 sequences.
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Figure 2: Perplexity on Amazon Reviews, varying the
amount of fine-tuning steps.

avoid any loss in performance when combining
with a poor domain expert. At the same time, it
is also remarkable that the combination of vanilla
OPT-1.3B and OPT-30B is not better than OPT-
30B alone. This can also be seen in Table 4, which
compares using vanilla OPT-1.3B and fine-tuned
OPT-1.3B as the small model. This shows that our
reported improvements do not solely come from
an ensembling effect, and our proposed approach
effectively combines the power of the large LM
and the domain expertise of the small LM.

In addition, we observe that our combined LM
substantially improves upon each individual LM
as early as step 3000. In fact, the gap between
the small fine-tuned LM and our combined LM
slightly narrows as training progresses. For in-
stance, for entropy-scalar, the gap between the
small LM and the combined LM is 2.18 perplexity
points at step 3000 (12% relative improvement),
which goes down to 1.5 for the fully fine-tuned
model (9% relative improvement). This is intuitive,
as the more data is available in the target domain,
the less useful will be integrating the general knowl-
edge in the large LM.
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Orig FT

OPT-1.3B 26.03 17.00
OPT-30B 20.37 20.37

Mean 21.12 15.88
Constant-scalar 20.28 15.80
Constant-vector 20.55 15.62
Entropy-scalar 20.37 15.51
Entropy-vector 20.30 15.44
Full-scalar 20.26 15.41
Full-vector 20.30 15.48

Table 4: Perplexity on Amazon Reviews, using either
original OPT-1.3B or fine-tuned OPT-1.3B as the small
LM. The combination methods barely improve upon
OPT-30B when using the former, showing that our ap-
proach does not only work due to an ensembling effect.

5.3 Effect on general language modeling

We are also interested in measuring how well the
adapted models retain the general language mod-
eling ability of the original large model. We use
perplexity on The Pile (Gao et al., 2021) as a proxy
of general language modeling performance, as it is
a large collection of many datasets from different
domains, often used to train generalist LMs (Black
et al., 2022; Biderman et al., 2023). To this end,
we also extract random train-fit and test subsets
from The Pile. While some subsets of The Pile are
also present in the training data for OPT, we do
not measure performance on The Pile as a bench-
mark for model quality, and are only interested in
it as a proxy for degradation in general language
modeling ability of the adapted models.

We compare fitting the combination function on
the target domain train-fit, as done throughout the
paper, as well as on the combination of the target
domain and The Pile train-fit sets. Table 5 reports
results for Amazon Reviews, and full results can
be found in Appendix B.

When fitting the combination function on Ama-
zon Reviews, we observe a significant degradation
on The Pile. However, different combination meth-
ods behave differently in this regard. For example,
entropy-scalar and full-vector perform similarly in
Amazon Reviews (15.50 vs 15.43), but the former
performs much better on The Pile (7.35 vs 10.07).
It is also remarkable that The Pile perplexity of
the combined model remains far better than the
small fine-tuned LM (e.g. 7.35 for entropy-scalar
vs 19.78 for the small LM), while also performing
better in-domain.

When fitting the combination function on the
mixin set, we observe that performance on The

Amazon-fit Mixin-fit

Amazon Pile Amazon Pile

OPT-1.3B FT 17.00 19.78 17.00 19.78
OPT-30B 20.37 6.82 20.37 6.82

Mean 15.88 7.72 15.88 7.72
Constant-scalar 15.80 8.35 16.52 7.08
Constant-vector 15.62 8.38 15.89 7.18
Entropy-scalar 15.50 7.35 15.80 6.94
Entropy-vector 15.41 8.53 15.61 6.92
Full-scalar 15.36 9.31 15.45 6.85
Full-vector 15.43 10.07 15.48 6.91

Table 5: Perplexity on Amazon Reviews and The Pile,
using either the former to fit the combination function
(amazon-fit), or the concatenation of the two (mixin-fit).

Pile is almost entirely preserved, at the expense
of a slight degradation on Amazon Reviews. For
example, for full-scalar, the combination fit on
the mixin set achieves a perplexity of 15.45 on
Amazon Reviews and 6.85 on The Pile, both within
0.1 of the best results for each dataset.

Overall, these results show that a large model
can be adapted to a particular domain while mitigat-
ing degradation in the general domain by mixing
in-domain and general text to train the combination
function. Additionally, we find that different com-
bination methods exhibit different behavior when
it comes to general performance degradation, even
when they exhibit similar in-domain performance.

5.4 Is the model combination interpretable?

We next analyze whether the weights given to
each model by the combination function are in-
terpretable. Figure 3 illustrates this over a random
sample from Amazon Reviews: we show which
tokens are better predicted by each model, along
with which model is given a higher weight for each
token. Although we do not identify a clear pat-
tern for which tokens are better predicted by each
model, we do observe that the coloring in the top
and the bottom visualizations match quite closely.
This means that the learned combination function
is quite good at predicting when each model should
be given a higher weight.4

In order to quantitatively analyze this, we mea-
sure the Spearman correlation between the weight
given by the combination function, and the actual
difference in log probabilities for each token. Re-

4A perfect combination function (corresponding to the
max-prob oracle in Table 1) would always give 100% of the
weight to the best model for any given token, and both images
would match up perfectly.
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Domain Pile

Amazon Entropy-scalar 0.59 0.71
Full-scalar 0.44 0.32

Freelaw Entropy-scalar 0.49 0.75
Full-scalar 0.33 0.32

Enron Entropy-scalar 0.54 0.75
Full-scalar 0.25 0.30

Table 6: Spearman correlation between the log-
probability difference of the LMs and the weight
given by combination function. Larger values mean
that the learned combination is closer to the ideal oracle
weighting. Rows represent adapted models on different
domains and combination functions, fit on the in-domain
train-fit.

sults are shown in Table 6. We limit our analysis to
entropy-scalar and full-scalar, as they are the only
ones that output a single combination factor that
depends on the input. We observe significant corre-
lations for all datasets, with entropy-scalar achiev-
ing better correlation than full-scalar, especially on
The Pile. This is consistent with the results in Table
5, where full-scalar suffers a bigger performance
loss on The Pile. Somewhat surprisingly, correla-
tion for entropy-scalar is better on The Pile than
on the in-domain dataset, even though the com-
bination function is fit on the in-domain train-fit.
One possible explanation is that The Pile better
represents the training distribution of the large LM,
making it better calibrated on it, which makes it
easier for entropy-scalar to make predictions.

6 Related work

We present related work on domain adaptation of
LMs (§6.1), and language modeling through do-
main experts (§6.2).

6.1 Domain adaptation of LMs

Domain adaptation of LMs is an extensively stud-
ied line of research. Traditional approaches include
fine-tuning the model on domain-specific corpora,
(Devlin et al., 2019; Liu et al., 2019; Gururangan
et al., 2020), data selection on the original general
corpus (Aharoni and Goldberg, 2020; van der Wees
et al., 2017), and adapting or extending the tok-
enizer to achieve better performance on the target
domain (Sachidananda et al., 2021).

Although effective, these full fine-tuning tech-
niques are often infeasible at scale due to the ex-
cessive compute required. Some approaches aim
to reduce the resources required to fine-tune large

models through parameter-efficient adaptation tech-
niques, such as adapters (Houlsby et al., 2019),
soft-prompt tuning (Liu et al., 2022), or low-rank
adaptation (Hu et al., 2022). However, all of these
techniques require white-box access to the origi-
nal model and full backward passes, making them
incompatible with black-box models.

In contrast, discrete prompt tuning approaches
allow for treating the large model as a black-box
(Shin et al., 2020; Sun et al., 2022; Zhang et al.,
2023; Cheng et al., 2023). However, these ap-
proaches have only been proven in the limited set-
ting of retrieving zero- or few-shot prompts that
improve performance in a set of NLP tasks that the
base black-box is already capable of performing, as
opposed to a general method of black-box model
adaptation.

Concurrent to our work, Huang et al. (2023) pro-
pose leveraging KNN retrieval from a data-store
to augment an existing black-box LM. However,
they only experiment with small GPT2 models as
the black-box, and the adaptation depends on find-
ing an adequate datastore, limiting application to
downstream tasks such as MT.

6.2 Domain experts for language modeling

Another line of research explores language mod-
eling through a combination of separate domain
experts. Li et al. (2022) achieve better performance
than compute-matched single transformer models
and highly parallel pre-training, by training inde-
pendent domain experts, and combining them at the
parameter level at inference time. Gururangan et al.
(2023) extend this approach to automatically dis-
covered domain clusters. Other approaches replace
components of the transformer network with inde-
pendent domain-dependent modules, as is the case
of Gururangan et al. (2022) for metadata-defined
domains, or Pfeiffer et al. (2022) for per-language
modules. All of these are pre-training approaches
and seek to train better or more efficient LMs, but
cannot leverage existing powerful black-box mod-
els. Our work, in contrast, seeks to adapt an exist-
ing powerful black-box through leveraging a much
smaller domain expert.

7 Conclusions

In this work, we present a method for adapting
black-box LMs to new domains and tasks, requir-
ing access to probability-level outputs only. We
first fine-tune a small domain expert white-box LM
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(a) Log-probability difference between the small and large LM. The small fine-tuned LM gave higher probabilities to the
green tokens, while the large black-box LM gave higher probability to the red ones.

(b) Weight given to each model by entropy-scalar. Tokens for which a higher weight was assigned to the small fine-tuned LM
are shown in green, while tokens for which the large black-box was given a higher weight are shown in red.

Figure 3: Difference between the small fine-tuned LM and the large black-box LM according to log-probability
(a) and predicted weight (b). The closer the two match, the better the learned combination is at predicting which
model will be “right” for a given token. The text sample was chosen randomly from the Amazion Reviews testset.

on a domain-specific corpus, and then combine it
with the large black-box through a combination
function learned on a small fitting set, yielding
an adapted LM. Additionally, our method requires
only access to probability level outputs, and thus
allows to leverage powerful models optimized for
inference or behind APIs, without the need for
white-box access to the weights. We experiment
on several datasets and a downstream task, as well
as performing extensive analysis of our method,
reaching several conclusions:

• By combining a small domain expert and a
large black-box model, the combined model
outperforms either of the original ones in all
cases, by as much as 9% perplexity for do-
main adaptation, and 6% BLEURT for MT,
showing the effectiveness of our approach.

• While higher capacity combination functions
can perform better when more data is used to
learn the combination, lower capacity combi-
nation methods remain competitive, and per-
form better when learned on little data. In
particular, the entropy based combinations,
entropy-scalar and entropy-vector, perform
well across the board, even when fit on as
little as 100 sequences.

• Our approach is effective even when little

is data available to fine-tune the domain ex-
pert. In fact, the gains are biggest in this sce-
nario, as the advantage of leveraging a good
black-box generalist decreases when a big in-
domain corpus is available.

• While adaptation to new domains incurs a
loss of general language modeling ability, this
varies per combination method, and seems to
be largely mitigated by augmenting the small
set on which the combination function is fit.

While our approach is effective, observed per-
formance is still not close to the max prob oracle,
which represents the ideal system where 100% of
the weight is given to the best model at each time
step. In future work, we would like to investigate
the reasons for this gap, and potential ways of ad-
dressing it.
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A MT verbalizations

We verbalize the MT task by first adding a prompt
describing the task, and then adding several transla-
tion examples. We chunk the translation examples
in blocks of 5, that is, adding 5 translation exam-
ples per verbalization. We use two different task de-
scriptiopns, shown in Table 7, and alternate evenly
between both variations to create the verbalized
training corpus. For inference, we use verbaliza-
tion #1 and draw 3 random translation pairs from
the WMT21 development set to construct a 3-shot
prompt. We draw the random translation pairs once,
and keep the 3-shot prompt fixed for all models.

B Full results

Full results for all combination methods, dataset
sizes, and evaluation settings are shown in Table 8.
Table 9 reports additional MT results using BLEU.
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Verbalization #1 Verbalization #2

Translate the following sentences from $L1 to $L2:

$L1: $S1
$L2: $T1
$L1: $S2
$L2: $T2
$L1: $S3
$L2: $T3
$L1: $S4
$L2: $T4
$L1: $S5
$L2: $T5

Given a sentence in $L1, translate it to $L2:

$L1: $S1
$L2: $T1
$L1: $S2
$L2: $T2
$L1: $S3
$L2: $T3
$L1: $S4
$L2: $T4
$L1: $S5
$L2: $T5

Table 7: Both verbalizations used for MT. $L1 $L2 represent the source and target languages, and $Si and $Ti
represent the source and target sentences for the ith pair in the verbalization.
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Table 8: Full results for all combination methods, when fit on different amount of tokens, and on different domains.
Note that the #Fit sequences is doubled when fitting the combination function on a mix of in-domain and Pile data,
since the same number of tokens is drawn from each.
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en-de en-cs de-en cs-en avg
BLEURT BLEU BLEURT BLEU BLEURT BLEU BLEURT BLEU BLEURT BLEU

Mean 57.62 14.39 35.34 5.76 69.84 26.72 63.62 21.57 56.61 17.11
Constant-scalar 57.73 13.76 35.08 5.66 69.70 26.68 63.75 21.32 56.56 16.86
Constant-vector 57.71 13.88 34.69 5.28 69.60 26.65 63.64 21.41 56.41 16.80
Entropy-scalar 57.87 13.76 35.18 5.60 69.59 26.30 63.88 21.31 56.63 16.74
Entropy-vector 58.11 14.25 35.41 5.64 69.44 26.73 64.06 21.47 56.76 17.02
Full-scalar 57.98 14.22 35.06 5.52 69.57 25.86 63.59 20.50 56.55 16.52
Full-vector 58.02 14.11 35.31 5.19 69.66 26.13 63.37 20.96 56.59 16.60

OPT-1.3B FT 52.36 15.05 32.66 5.48 67.95 25.27 60.47 19.13 53.36 16.23
OPT-30B 54.77 9.64 29.21 3.13 68.45 24.08 61.83 18.49 53.56 13.84

Table 9: Full BLEU and BLEURT results for MT.
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